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Preface 

This volume contains the papers which were selected for oral presentation at the first 
Bioinformatics Research and Development (BIRD) conference held in Berlin, 
Germany during March 12-14, 2007. BIRD covers a wide range of topics related to 
bioinformatics like microarray data, genomics, single nucleotide polymorphism, 
sequence analysis, systems biology, medical applications, proteomics, information 
systems. 

The conference was very competitive. From about 140 submissions only 36 were 
selected by the Program Committee for oral presentation at BIRD and for publication 
in these proceedings. The acceptance rate was 1/4. The decisions of the Program 
Committee were guided by the recommendations of several reviewers for each paper. 
It should be mentioned that these proceedings have companion proceedings published 
by the Austrian Computer Society where selected poster presentations of the BIRD 
conference are included. 

The invited talk titled "From Flies to Human Disease" by Josef Penninger, one of the 
leading researcher in genetic experiments for investigating disease pathogenesis, was 
very inspiring and gave new insights into future bioinformatics challenges. 

Many contributions utilized microarray data for medical problems or for modeling 
biological networks. In the field of systems biology new approaches were introduced, 
especially for flux distribution, for regulatory modules where the inverse problem 
theory is applied, and for inferring regulatory or functional networks. Several 
contributions are related to medical problems: therapy outcome prognosis, SNP data, 
genome structure, genetic causes of addiction, HIV virus, MEDLINE documents, 
analyzing TP53 mutation data, investigation satellite-DNA data, or testing bioactive 
molecules. Another main topic was sequence analysis, where contributions propose 
new coding schemes, new profiles, and new kernels and where Markovian approaches 
for genome analysis and protein structure were developed. A major research field was 
proteomics, which can be sub-divided into measurement- and structure-related issues. 
Another research field focused on databases, text retrieval, and Web services. 

The first BIRD conference was a great success to which many persons contributed. 
The editors want to thank first of all the authors, whose work made this volume 
possible. Then we want to thank once again the invited speaker, Josef Penninger. We 
thank especially the Program Committee members, who ensured the high quality of the 
conference and the publications in this volume, provided their experience and expert 
knowledge, and invested time to select the best submission. The conference was only 
possible by the excellent support of the local Organizing Committee Camilla Bruns and 
Klaus Obermayer (Technical University of Berlin), whom we want to thank. Many 
thanks also to the President of the Technical University of Berlin, Kurt Kutzler, for 
hosting this conference. We thank the Web administrators (A. Anjomshoaa, A. Dreiling, 
C. Teuschel) who took care of the online submission process and registration. Thanks to 
the “Arbeitskreis Bioinformatik” of the Austrian Computer Society for the support of 
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VI Preface 

the BIRD conference. Many thanks also to Noura Chelbat, Djork-Arne Clevert, and 
Martin Heusel for their support in setting up this first BIRD conference. 

Most of all we wish to express our gratitude to Gabriela Wagner (DEXA Society), 
who managed the conference, which includes organizing the submission and the 
review process, setting up and coordinating the decisions of the Program Committee, 
being responsible for the final paper versions, planning and supervising the technical 
program schedule including the banquet, looking after the editorial and printing 
issues, and many more. Last but not least our thanks to Rudolf Ardelt, Rector of the 
Johannes Kepler University of Linz, Austria, who enabled this conference by 
establishing Bioinformatics at the JKU Linz. 

 
 

January 2007                                                                                         Sepp Hochreiter 
                                                                                                                 Roland Wagner 
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Rafael Navajas-Pérez, Manuel Ruiz Rejón, Manuel Garrido-Ramos,
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Bayesian Inference of Gene Regulatory Networks

Using Gene Expression Time Series Data

Nicole Radde1 and Lars Kaderali2

1 Center for Applied Computer Science (ZAIK), University of Cologne
Weyertal 80, 50931 Köln, Germany

2 German Cancer Research Center (dkfz)
Im Neuenheimer Feld 580, 69120 Heidelberg, Germany
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Abstract. Differential equations have been established to model the dy-
namic behavior of gene regulatory networks in the last few years. They
provide a detailed insight into regulatory processes at a molecular level.
However, in a top down approach aiming at the inference of the underly-
ing regulatory network from gene expression data, the corresponding op-
timization problem is usually severely underdetermined, since the num-
ber of unknowns far exceeds the number of timepoints available. Thus
one has to restrict the search space in a biologically meaningful way.

We use differential equations to model gene regulatory networks and
introduce a Bayesian regularized inference method that is particularly
suited to deal with sparse and noisy datasets. Network inference is car-
ried out by embedding our model into a probabilistic framework and
maximizing the posterior probability. A specifically designed hierarchi-
cal prior distribution over interaction strenghts favours sparse networks,
enabling the method to efficiently deal with small datasets.

Results on a simulated dataset show that our method correctly learns
network structure and model parameters even for short time series. Fur-
thermore, we are able to learn main regulatory interactions in the yeast
cell cycle.

Keywords: gene regulatory network, ordinary differential equations,
network inference, Bayesian regularization, Saccharomyces cerevisiae, cell
cycle.

One of the major challenges in systems biology is the development of quantita-
tive models to infer interactions between various cell components. The aim is to
understand the temporal response of a system to perturbations or varying ex-
ternal conditions and to provide a detailed description of the system’s dynamic
behavior. For this task, ordinary differential equations (ODEs) have been estab-
lished in recent years to model gene regulatory – or, more general, biochemical
– networks, since they are particularly suited to describe temporal processes in
detail (see, e.g. [24]). ODEs can show a rich variety of certain dynamic behaviors
like convergence to a steady state after perturbation, multistationarity, switch-
like behavior, hysteresis or oscillations. All these phenomena can be observed in
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biological systems as well. Furthermore, when based on chemical reaction kinet-
ics, model parameters correspond directly to reaction rates, for example in bind-
ing or degradation processes. Thus model parameters have a biological meaning
and might be veryfied in separate experiments for model evaluation. When an-
alyzing an ODE model, one can take advantage of the profound theory in the
research field of differential equations (see, e.g. [11,17]) and use available soft-
ware tools (for example [7]) for an analysis of the system. Thus, ODEs are well
suited to analyze a dynamical system from a theoretical point of view. However,
there are several complications in practice.

In a top down approach, the network inference problem is usually formulated
as an optimization problem of an objective function depending on model pa-
rameters and experimental data. A conventional objective function is the sum
of squared errors between measurements and model predictions, which is mini-
mized with respect to model parameters. However, this often turns out to be an
ill-posed problem, since the number of parameters to be estimated far exceeds
the number of time points available for this purpose. In addition, gene expres-
sion data, which are most often used for this task, are very noisy due to the
variability within and between cells, and due to the complicated measurement
process. Typically, classical regression methods fail on such data, since they over-
fit the data. One has to restrict the solution space in order to get biologically
meaningful results.

The easiest way to do this is to reduce the dimension of the search space by
including only a few components into the learning process or choosing a simple
model class to keep the number of unknowns small. This is not always possible,
because many regulatory subsystems involve a lot of different components which
are important and cannot be neglected in the model. Also the predictive power
of simple models is often too limited. Boolean networks for instance are useful
to give a qualitative insight into the processes, but cannot make quantitative
statements. In the field of differential equations, simple linear relations between
regulator and regulated components are sometimes used, such that every inter-
action is described with one single parameter. These models can provide a good
approximation when the system under consideration works near an operating
point, but they are not suited to give a comprehensive view of the whole system
under various conditions [12]. Obviously, nonlinear phenomena cannot be cap-
tured, but transcriptional regulations as well as protein-protein interactions and
most other biological interactions are known to be highly nonlinear.

If we do not want to reduce the number of parameters drastically in advance,
we have to narrow the domain in the search space. That can be done by mod-
ifying the objective function or by introducing constraints to the optimization
problem. All these constraints should be biologically motivated and reflect prior
knowledge about the system. A reasonable way to integrate prior information
into the network inference process is a Bayesian learning approach, which has
been demonstrated by a couple of authors recently [3,4,19].

Beal et al. [3] inferred regulatory interactions from expression data by max-
imization of the marginal likelihood with a modification of the EM algorithm.
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They use a linear state space model, a class of dynamic Bayesian networks, and
include hidden factors into the model, e.g. genes of which the expression val-
ues are not measured. A linear Bayesian network was also used by Rogers and
Girolami [19], who inferred gene regulatory networks with knockout experiments
and a hierarchical prior distribution over edge weights which limits the number
of regulators for each gene. So far, they have only evaluated their method on
simulated data. Bernard and Hartemink [4] infer dynamic Bayesian networks
and designed a prior distribution using information about transcription factor
binding sites. They showed that the number of timepoints needed for network
inference can drastically be reduced with their prior distribution.

In this paper, we introduce a method to infer gene regulatory networks with
a Bayesian regularized ODE model, which is based on chemical reaction kinet-
ics, and thus contains nonlinear regulation functions. We discretize the model
and embed it into a probabilistic framework. The structure of the network and
the model parameters are learned by maximization of the posterior probabil-
ity, using suitable prior distributions over network parameters. In particular,
we introduce a prior distribution over the network structure that favors sparse
networks with only a few significant interactions between network components.
This is achieved by a hierarchical prior distribution with independent normal
distributions with mean zero over edge weights. The corresponding variances
follow in turn a gamma distribution.

The paper is organized as follows: In Section 1, we introduce our ODE model
and the Bayesian learning framework. Results for a simulated and a real dataset
on the yeast cell cycle are shown in Section 2, which are discussed in Section 3.
The paper concludes with a summary and an outlook.

1 Methods

1.1 Model

A gene regulatory network can be represented as a directed graph G = (V, E)
with sign labeled edges. The set V = {v1, . . . , vn} of nodes correspond to genes
and an edge from node j to node i indicates that the product of gene j positively
or negatively regulates the expression of gene i via binding to the promoter of
gene i. A regulation function rfij(xj) is assigned to every edge eij in the network
and describes the effect on the concentration of gene product i, denoted with xi,
in dependence of the regulator’s concentration xj . This effect can be activating
or inhibiting. The total effect on i is assumed to be the sum of the single effects,
implying the assumption that all regulators act independently. This is a rough,
but frequently made simplification. We write the temporal change of xi as

ẋi(t) = si − γixi(t) +
n∑

i=1

rfij(xj) =: fi(x(t)). (1)

Here, si and γi denote basic synthesis and degradation rates that determine the
dynamic behavior of component i when the concentrations of all regulators are
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zero. The regulation functions are parameterized using sigmoidal functions of
the form

rfij(xj) = kij
xmij

x
mij

j + θ
mij

ij

(2)

with edge weights kij which indicate the maximal influence of component j on
i, and Hill-coefficient mij . The parameter θij is a threshold that determines a
minimum concentration for the regulator to have a significant influence on the
regulated component. Equation (2) can be derived from chemical reaction kinet-
ics considering the binding process of a transcription factor to a specific binding
site as a reversible chemical reaction in equilibrium [13,25]. Such a regulation
function is of course a simplification, but in contrast to a simple linear relation
it provides stability of the model due to it’s boundedness. See also [8,9,18] for
more details on the model used.

1.2 Bayesian Regularization

We apply a Bayesian approach to infer model parameters from time series ex-
pression data. To simplify notation, let ω be a parameter vector containing all
parameters of our model. These are synthesis and degradation rates for every
node, as well as weights kij , Hill coefficients mij and threshold values θij for each
gene pair (i, j). For numerical integration of the ODE system, we use a simple
Euler discretization, where the time derivative on the left hand side is approxi-
mated with a difference quotient, and add normally distributed noise with mean
0 and variance σξ to the output. This noise term reflects our assumption that the
data are not biased and that the noise results from several independent sources.
According to this, the concentration vector at time t + Δt is a normally distrib-
uted random variable with variance σξ and a mean that is determined by the
ODE model:

xi(t + Δt) = xi(t) + Δt · fi(ω, x(t))︸ ︷︷ ︸
hi(ω,x(t))

+η (3)

The hypothesis hi(ω, x(t)) is the most probable value for xi(t + Δt), which is
disturbed by the noise term η ∼ N (0, σξ).

Assuming that noise terms for different time points and different network
components are not correlated, the likelihood function L is a product of normal
distributions:

L(ω, x(t)) = p(D | ω) (4)

=
n∏

i=1

T−1∏

t=1

1√
2πσ2

ξ

exp
[
− 1

2σξ
(hi(ω, x(t)) − xi,exp(t + Δt))2

]
(5)

The likelihood function can be used as an objective function for parameter
estimation, but is inappropriate for large networks, since it tends to overfit the
data. Thus we use Bayes’ Theorem to refine the objective function. A point
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estimate for the parameter vector ω, denoted with ω̂, is then obtained via max-
imizing the a posterior probability (MAP), that is the probability for a certain
vector ω, given the data D:

ω̂MAP = arg max
ω

p(ω | D) = arg max
ω

p(D | ω)p(ω)
p(D)

. (6)

The posterior distribution is proportional to the product of the likelihood
function and the prior distribution p(ω) over network parameters. Note that the
denominator p(D) is independent of ω and can be neglected in a maximization.
The maximum a posterior estimator is computationally much less expensive than
an estimate that takes the whole shape of the posterior distribution into account,
which can be achieved using Monte Carlo methods (see e.g. [15]).

The prior distribution p(ω) reflects knowledge we may have about the system
modeled, such as knowledge from biological experts or general insights about
the structure of gene regulatory networks. The aim is to reduce the search space
drastically in comparison with the maximum likelihood estimation (MLE). We
use gamma distributions

g(x) = λγxγ−1 exp(−λx)Γ−1(γ) (7)

for synthesis- and degradation rates, which make sure that the corresponding
values neither become negative nor too large. For the weights kij we choose a hi-
erarchical distribution which assures that only a few edges have significantly high
values, whereas most of the edges have weights close to zero. This is achieved
with independent normal distributions for kij with mean 0 and standard devia-
tions which are drawn from a gamma distribution:

p(k) =
n∏

i=1

∫ ∞

0

N (0, σij)g(σij)dσij (8)

Figure 1 shows a scheme of the resulting distribution for kij in a two dimensional
example. As can be seen, solutions where only one of the edge weights is distinct
from zero are more likely than solutions where both are nonzero. This reflects
our expectation of sparse networks. A similar prior distribution has recently been
used on regression parameters in a Bayesian approach to predict survival times
of cancer patients from gene expression data [14]. As in the network inference
problem, the aim here is to drive the predictor to sparse solutions, since only
few genes should exhibit a significant influence on survival.

We use a conjugate gradient descent to minimize the negative logarithm of
the posterior distribution (see [14] for details).

2 Results

2.1 Simulated Data

Data Simulation: We simulated a network of seven genes with interaction
graph G = (V, E) as shown in Figure 2. This network is designed according to
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Fig. 1. The two dimensional hierarchical prior distribution with parameters λ = 1 and
γ = 1.0001 for edge weights kij

the regulatory network in yeast and contains many negative and positive feed-
back loops and selfregulations, which can cause oscillating behavior or multista-
tionarity [10,22]. Parameters used in the simulation were si = 1, γi = 0.1, kij =
±2, θij = 5 and mij = 2. Data simulation was carried out with time steps Δt = 1.
Initial concentrations were drawn from a uniform distribution over the interval
[0, 5], and three time points per initial concentration vector were simulated ac-
cording to the discretized model (3). We varied the number of timepoints (tp)
used for learning and the noise level σξ.
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Fig. 2. Structure of the simulated network

Parameter Estimation: We carried out a conjugate gradient descent to solve
the optimization problem (6). The thresholds θij and the Hill coefficients mij

were fixed to values mij = 2 and θij = 5, respectively, since they are numerically
hard to learn. To test how strongly results depend on these parameters, we
compared several different values, with no significant differences in the results.
Further details of the optimization process are listed in the Appendix.

Table 1 shows mean squared errors per estimated model parameter, i.e synthe-
sis and degradation rates si and γi and edge weights kij , for MLE in comparison
with the MAP estimation for different noise levels and varying number of time-
points. It can be observed that the MAP estimate outperforms MLE especially
for higher noise levels.

Network Structure: Since our method aims at the inference of the network
structure and the estimation of parameters simultaneously, we performed a re-
ceiver operator characteristic (ROC) analysis to score the inferred regulations.
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Table 1. Mean squared errors for model parameters. The number of timepoints used
for learning is denoted with tp, σξ is the noise level. From left to right: a. Errors for
synthesis rates in % b. Errors for degradation rates in % c. Errors for edge weights,
absolute values.

tp\σξ 0.5 2 3

40 (MLE) 4 64 144

40 (MAP) 15 36 67

70 (MLE) 3 50 114

70 (MAP) 6 19 72

tp\σξ 0.5 2 3

40 (MLE) 77 124 278

40 (MAP) 9 6 13

70 (MLE) 12 198 447

70 (MAP) 9 9 8

tp\σξ 0.5 2 3

40 (MLE) 1.2 19.3 43.5

40 (MAP) 1.3 1.4 1.4

70 (MLE) 1.5 23.4 52.7

70 (MAP) 1.2 1.2 1.7

Therefore, we set a threshold value t for absolute values of the edge weights kij

and assume a regulation from j to i to be present if ‖ kij ‖≥ t. ROC curves
are achieved by varying t from 0 to max{kij | i, j = 1, . . . , n} and calculating
sensitivity and specificity for the corresponding network structures.

Figure 3 shows ROC curves for noise levels σξ = {2, 3} and 40 and 70
timepoints, respectively. As a high sensitivity and specificity are desireable, a
good classifier’s ROC curve would be positioned in the upper left corner of the
graph. Guessing would on average lead to a diagonal where sensitivity equals
1-specificity.

Figure 3 indicates that MLE fails in case of 40 timepoints, as the corresponding
ROC curves are not better than choosing edges randomly, whereas MAP is able
to infer parts of the network structure. With 70 timepoints, both approaches
perform better compared to the results with 40 timepoints, and also here MAP
outperforms MLE.
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Fig. 3. ROC curves for the Bayesian and the ML approach. From left to right: a.
σξ = 2, tp = 40 b. σξ = 3, tp = 40 c. σξ = 2, tp = 70 d. σξ = 3, tp = 70.

Figure 4 shows inferred networks for the ML (left) and MAP (right) approach
for a noise level σξ = 2 and 70 timepoints. The 17 edges with highest weights are
marked in bold. Solid lines indicate true positives, dashed lines false positives,
and thin lines false negatives. Both approaches reveal many regulations, 12 of
17 edges are true positives for MLE, 14 are found in the MAP approach.

The quality of a ROC curve can be represented by the area under the curve
(AUC). This value is independent of the threshold t. The AUC lies between
0.5 and 1 and increases with increasing performance of the classifier. Random
guessing whether an edge is present or not would on average yield an AUC value
of 0.5. AUC values for MLE and MAP can be seen in Figure 5 for different noise
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Fig. 4. 17 identified regulations with highest edge weights for the MLE (left) and the
MAP (right) approach. True posititives are marked in bold, false positives are marked
with bold dashed lines, false negatives correspond to thin lines. 70 timepoints were used
for learning, noise level σξ = 2.

levels and 20, 40 and 70 timepoints. Shown is the area under the ROC curve
under various conditions. The left plot shows how performance deteriorates with
increasing noise levels, for a fixed dataset size of 40 timepoints. The right plot
shows how performance increases with increasing number of timepoints, for a
fixed noise level of σξ = 2.
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Fig. 5. AUC values for the ML and MAP approach, with respect to varying noise levels
(left, with 70 timepoints) and varying number of timepoints (right, with noise σξ = 2)

Although ROC analysis is a very coarse-grained method to evaluate the per-
formance of our approach, since it does not consider exact parameter values
and even neglects values for several model parameters as synthesis or degra-
dation rates, the AUC value turns out to be a good measure of the method’s
overal performance. Performance in ROC analysis correlates very well with mean
squared errors of learned network parameters and also with predictive power of
the inferred model.

We conclude from our analysis of the simulated dataset that a Bayesian ap-
proach with appropriate prior distributions improves network inference com-
pared to a ML approach, especially in case of noisy datasets with only a few
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timepoints, typical for microarray measurements. Moreover, as seen in Figure 5,
it reduces the minimal number of timepoints needed to draw meaningful con-
clusions. In the following, we will evaluate the performance of the approach
presented on a real biological dataset.

2.2 The Yeast Cell Cycle

The cell cycle is one of the best known regulatory mechanisms. A proper function
of the cell cycle machinery is essential for the organisms to survive. Dysfunctions
often lead to programmed cell death or to phenotypes that are not able to survive
a long time and show significant changes in the cell cycle. As the cell cycle is
highly conserved among eucaryotes, many key regulatory processes in yeast are
also found in higher organisms and it is often possible to draw conclusions from
yeast experiments to higher eucaryotes. Surveys of control mechanisms of the
yeast cell cycle can be found in [2,6].

We applied our approach to a dataset of Spellman et al. [21], who measured
gene expression values of the whole yeast genome. They conducted a cluster
analysis and reported approximately 800 genes to be cell cycle regulated. The
dataset consists of log ratios between synchronized cells and control experiments
and contains 69 timepoints in total. These are divided into four different time
series, which arise due to four cell synchronzation methods used.

We analyzed measurements of eleven genes including cln1, cln2, cln3, clb5,
clb6, cdc20, cdc14, clb1, clb2, mcm1 and swi5, which are known to be involved
in the cell cycle. The reference network in Figure 6 was used for evaluation and is
a reduction of the regulatory network specified in Li et al. [16]. Details about the
interactions can be found in Table 2 in the Appendix. Nodes that contain more
than one gene were represented by their means, missing values were replaced
by means of concentrations of consecutive and subsequent time points. Figure 7
shows ROC curves for MLE and MAP estimation. The corresponding AUC val-
ues are 0.61 and 0.68, respectively. The parameters used for the optimization
are listed in the Appendix. This plot shows that both, MLE and MAP, are bet-
ter than guessing and reveal some of the main regulatory interactions. Inferred
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Fig. 6. Regulatory network of the yeast cell cycle which was used as a reference to
evaluate our results. A descriptions for each interaction is given in Table 2.
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Fig. 8. 16 identified regulations with highest edge weights for the MLE (left) and the
MAP (right) approach. True posititives are marked in bold, false positives are marked
with bold dashed lines, false negatives correspond to thin lines.

networks for MLE (left) and MAP (right) can be seen in Figure 8. The 16 edges
with highest inferred weights are shown in bold. True positives are indicated
by continuous bold lines, dashed bold lines correspond to false positives, thin
lines are referenced in literature, but were not revealed in our approach. Many
true regulations are revealed in both approaches. The MAP estimate identifies
more true regulations than MLE between different genes. Interestingly, it re-
ports a couple of artificial selfregulations, the reason for this requires further
investigation.

3 Discussion

We have evaluated our method on a simulated and a real-world dataset. Results
on the simulated data show that the method is able to infer the underlying
regulatory network from time series data, even in the typical case of only few
time points and a high level of noise. We are able to estimate model parameters
such as synthesis and degradation rates or interaction strenghts, which have
direct biological relevance and may be validated experimentally. The Bayesian
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method is appropriate for sparse datasets, when additional information about
the system can be exploited. This is typically the case for regulatory systems
within a cell. In general, all kinds of information can be modeled as a prior
probability distribution over network parameters, such that it is possible to
integrate multiple data sources into the learning process.

Results on the yeast cell cycle show that analysis of a real-world dataset is
far more complex than simulated data. The reasons for this are manifold. For
example, our model considers only regulations at the transcriptional level, where
the regulation affects the amount of RNA, which is assumed to be a measure for
the corresponding protein. This is a necessary restriction when inferring regula-
tions from microarray data, as these data only show transcriptional regulations.
However, the yeast cell cycle involves several kinds of different interactions like
for example protein modifications like phosphorylation, labeling for degradation
or complex formation of different proteins. Many of these regulations are not
visible in microarray data, and one would have to include other data sources like
information about binding sites or protein-protein interactions to discover them.

Both, the ODE model and the Bayesian regularization can be extended to cap-
ture also posttranscriptional regulations, but this leads automatically to some
other problems. Phosphorylation of a protein for example is much faster than
transcriptional regulation, such that an extended model would include differen-
tial equations on different time scales, leading to a stiff system. For such systems,
explicit numerical solvers like the Euler method often fail and more involved im-
plicit methods are required, which need a lot more computing time.

Nonlinear relations are much harder to learn than linear ones. For the results
presented here, we have fixed the two nonlinear parameters θij and mij and
only estimated the linear parameters si, γi and kij . It is possible to include both
parameters into the learning process as well, and numerical problems are avoided
when choosing very strict prior distributions for them. This is possible for both
parameters. Most Hill-coefficients are known to be in a range between 2 and 4
[20]. When working with normalized data, it is also reasonable to fix θij to a
value somewhere around the mean, reflecting the assumption that it is not much
higher than the actual concentrations of network components.

A technical issue is the choice of proper parameters for the distributions over
model parameters. Although the hierarchical prior distribution already simplifies
choosing the variance parameter of the normal distribution on kij , since instead
of a fixed value just a general distribution has to be specified, this is still not
straightforward. There is a clear trade-off between bias and variance in the choice
of these parameters, and careful engineering is required at this point.

4 Conclusions and Outlook

We have presented a Bayesian approach to infer gene regulatory networks from
time series expression data. Our method is appropriate for sparse and noisy data,
as overfitting is prevented by suitably chosen prior distributions over network
parameters. A specifically designed prior distribution over edge weights favours
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sparse networks with only a few edges having significant weights. The method
shows good performance on simulated data and outperforms maximum likelihood
estimation in case of few timepoints and noisy data, the typical setting with gene
expression datasets. We are able to estimate parameters of our quantitative ODE
model and to infer the structure of the underlying regulatory network. We were
furthermore able to reconstruct main regulations of the yeast cell cycle network.

As quantitative models of gene networks deepen the understanding of cellular
processes at the genomic level, a lot of efforts are currently under way to estimate
model parameters from experimental data. Most of the time, the quantity and
quality of these data do not ad hoc allow for a detailed quantitative modeling
approach, making a restriction of the solution space unavoidable. A Bayesian
learning approach provides an appropriate framework for this problem. It can
include various sources of information about the system under consideration into
the inference process. Furthermore, by modeling knowledge or expectations as
probability distributions, we can also express how sure we are about this prior
information. This makes the Bayesian approach a very attractive method to get
a comprehensive survey of complicated regulation processes within a cell, that
can only be gained involving several data sources which provide information
about different regulation levels.

Future work will encompass the inclusion of information on posttranscrip-
tional regulation into the learning program. Similarly, transcription factor bind-
ing sites can be evaluated to modify prior distributions for network interaction
parameters. Such information is easily modeled into the prior distribution on the
network parameters, and can be expected to yield significantly improved results.
Similarly, topological features of regulatory networks required to enable them to
show certain behaviors such as oscillations or multistationarity observed in real
networks can be enforced through appropriate prior distributions. The Bayesian
approach presented here will be extended and adapted accordingly in the future.
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Appendix

Details of the Optimization Procedure

Gradient descent was started with si = γi = 0.1. All edge weights kij were
initially set to 0. For the simulated network, hyperparameters for gamma dis-
tributions over synthesis and degradation rates were set to γs = 2, λs = 1,
γγ = 1.0001 and λγ = 2. Parameters for the gamma distribution over standard
deviations σij in equation (8) were set to γσ = 1.2 and λσ = 1.5. The corre-
sponding parameters for the yeast cell cycle network were set to γs = γγ = 0.01,
λs = λg = 0.1, γσ = 1.7 and λσ = 5. Thresholds and Hill coefficients were set to
θij = 1 and mij = 2 for i, j = 1, . . . , n.
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Regulations of the Yeast Cell Cycle

Table 2. Regulations during the yeast cell cycle. Most descriptions and corresponding
references are listed in the supplement of Li et al. [16].

Regulation Description

Cln3→Cln1/2 The Cln3/Cdc28-complex activates the transcription factor
complex SBF by phosphorylation. SBF acts as a transcription
factor for Clb1,2.

Cln3→Clb5/6 The transcription factor complex MBF is activated by Cln3
and facilitates transcription of Clb5,6.

Cln1/2→Cln1/2 Cln1/2 activates its own transcription factor complex SBF.

Cln1/2→Clb5/6 Cln1/2-Cdc28-complex triggers degradation of Sic1, which in
turn inactivates the Clb5/6-Cdc28 complex.

Cln1/2→Clb1/2 Twofold regulation: Cln1/2-Cdc28-complex inhibits Cdh1,
which accelerates degradation of Clb1/2. Moreover, Cln1/2-
Cdc28 phosphorylates Sic1 for degradation, which in turn in-
activates Clb1/2-Cdc28 by binding.

Clb1/2→Cln1/2 Clb1/2 inactivates the transcription factor complex SBF,
which triggers transcription of Cln1/2

Clb1/2→Clb1/2 Twofold regulation: Clb1/2 phosphorylate Sic1, which in turn
inactivates Clb1/2. Additionally, Clb1/2 inactivates Cdh1
by phosphorylation, which in turn controls degradation of
Clb1/2.

Clb1/2→Clb5/6 Clb1/2 phosphorylates Sic1, which inactivates the Clb5/6-
Cdc28-complex. Maybe there is a further negative regulation
from Clb1/2 to MBF, the transcription factor of Clb5/6.

Clb1/2→Mcm1/SFF Clb1/2 phosphorylates the complex.

Clb1/2→Swi5 Clb1/2 phosphorylates Swi5 such that it cannot enter the
nucleus.

Clb1/2→Cdc20 Ccdc20 is a subunit of the anaphase promoting complex
(APC), which is activated by Clb1/2 via phosphorylation.

Clb5/6→Clb1/2 Twofold regulation: Clb5/6 phosphorylate Sic1 and Cdh1,
which both inhibit Clb1/2.

Clb5/6→Clb5/6 Clb5/6 phosphorylates Sic1, Sic1 in turn inhibits the Clb5/6-
Cdc28-complex.

Clb5/6→Mcm1/SFF Clb5/6 initiate DNA replication. In this phase G2/M,
Mcm1/SFF is activated via binding of Ndd1.

Cdc20&Cdc14→Clb1/2 Direct interaction: Cdc20/APC degrades Clb1/2. Twofold in-
direct interaction: Cdc14 can dephosphorylate and thus acti-
vate Sic1 and Cdh1, which inhibit Clb1/2.

Cdc20&14→Clb5/6 Cdc20 presents Clb5/6 to the APC for ubiquination. More-
over, Cdc14 dephosphorylates Sic1, which inhibits Clb5/6.

Cdc14→Swi5 Cdc14 dephosphorylates and thus activates Swi5.

Mcm1/SFF→Clb1/2 Mcm1/SFF is the transcription factor of Clb1/2.

Mcm1/SFF→Cdc20 Transcription control is assumed to depend on Mcm1/SFF.

Mcm1/SFF→Swi5 Mcm1/SFF is the transcription factor of Swi5.

Swi5→Clb1/2 Swi5 is the transcription factor of Sic1, which inhibits Clb1/2.

Swi5→Clb5/6 Swi5 is the transcription factor of Sic1, which inhibits Clb5/6.



Biological Network Inference Using Redundancy

Analysis

Patrick E. Meyer, Kevin Kontos, and Gianluca Bontempi

ULB Machine Learning Group
Computer Science Department
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Abstract. The paper presents MRNet, an original method for infer-
ring genetic networks from microarray data. This method is based on
Maximum Relevance – Minimum Redundancy (MRMR), an effective
information-theoretic technique for feature selection.

MRNet is compared experimentally to Relevance Networks (RelNet)
and ARACNE, two state-of-the-art information-theoretic network in-
ference methods, on several artificial microarray datasets. The results
show that MRNet is competitive with the reference information-theoretic
methods on all datasets. In particular, when the assessment criterion at-
tributes a higher weight to precision than to recall, MRNet outperforms
the state-of-the-art methods.

1 Introduction

The data flood phenomenon that biology is experiencing has propelled scientists
toward the view that biological systems are fundamentally composed of two
types of information: genes, encoding the molecular machines that execute the
functions of life, and transcriptional regulatory networks (TRNs), specifying how
and when genes are expressed [1].

Two of the most important challenges in computational biology are the ex-
tent to which it is possible to model these transcriptional interactions by large
networks of interacting elements and the way that these interactions can be ef-
fectively learnt from measured expression data [2]. The reverse engineering of
TRNs from expression data alone is far from trivial because of the combina-
torial nature of the problem and the poor information content of the data [2].
However, progress has been made over the last few years and effective methods
have been developed. Well-known state-of-the-art methods used for TRN infer-
ence are Boolean Network models [3,4,5], Bayesian Network models [6,7,8] and
Association Network models [9,10,11,12].

This paper will focus on information theoretic approaches which typically rely
on the estimation of mutual information [9,12] from expression data in order to
measure the statistical dependence between genes.

S. Hochreiter and R. Wagner (Eds.): BIRD 2007, LNBI 4414, pp. 16–27, 2007.
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Information-theoretic network inference methods have recently held the at-
tention of the bioinformatics community also for very large networks [9,12]. This
paper introduces an original information-theoretic method, MRNet, inspired by
a recently proposed feature selection algorithm, the Maximum Relevance – Min-
imum Redundancy (MRMR) algorithm [13,14]. This algorithm has been used
with success in supervised classification problems to select a set of non redun-
dant genes which have explanatory power for the targeted phenotype [14,15].
The MRMR selection strategy consists in selecting a set of variables that both
have high mutual information with the target variable (maximum relevance)
and are mutually maximally dissimilar (minimum redundancy). The advantage
of this approach is that redundancy among selected variables is avoided and that
the trade-off between relevance and redundancy is properly taken into account.

The proposed MRNet strategy consists in (i) formulating the network infer-
ence problem as a series of input/output supervised gene selection procedures
where each gene in turn plays the role of the target output, and (ii) adopting the
MRMR principle to perform the gene selection for each supervised gene selection
procedure. The rationale is that the MRMR selection relies on a square matrix
of bivariate mutual information that can be computed once for all, making the
network inference computationally affordable for large numbers of genes.

The paper benchmarks MRNet against two state-of-the-art information-
theoretic network inference methods, namely RelNet and ARACNE. The com-
parison relies on six different artificial microarray datasets obtained with two
different generators.

The outline of the paper is as follows. Section 2 reviews the two state-of-the-art
network inference techniques based on mutual information. Section 3 introduces
our original approach based on MRMR. The experimental framework and the
results obtained on artificially generated datasets are presented in Sects. 4 and
5, respectively. Section 6 concludes the paper.

2 Information-Theoretic Network Inference

Let Xi ∈ X , i = 1, . . . , n, be a discrete random variable denoting the expression
level of a gene, where X is the set of expression levels of all genes and n is the
number of genes. Network inference methods based on information theory [9,12]
rely on the availability of the mutual information matrix (MIM) whose generic
element

aij = I(Xi; Xj) =
∑

xi∈X

∑

xj∈X
p(xi, xj) log

(
p(xi, xj)

p(xi)p(xj)

)
(1)

is the mutual information between the genes Xi and Xj. This measure has the
important advantage of making no assumptions about the form of dependence
(e.g. linear) between variables.



18 P.E. Meyer, K. Kontos, and G. Bontempi

2.1 Relevance Network (RelNet) Models

The Relevance Network [9] approach consists in inferring a genetic network where
each pair of genes {Xi, Xj} is linked by an edge whose weight is the mutual
information I(Xi; Xj). A threshold value I0 is used to infer the network by
eliminating all edges whose weights are beyond that threshold. As a result, the
complexity of this method is O(n2) since all pairwise interactions are considered.
This method was successfully applied in [16] to infer relationships between RNA
expression and chemotherapeutic susceptibility.

2.2 ARACNE

The Algorithm for the Reconstruction of Accurate Cellular Networks (ARACNE)
method [12] is based on the Data Processing Inequality [17]. This inequality
states that, if gene X1 interacts with gene X3 through gene X2, then

I(X1; X3) ≤ min [I(X1; X2), I(X2; X3)] . (2)

Like RelNet, the ARACNE inference procedure begins by assigning to each pair
of nodes a weight equal to the mutual information. It then scans all triplets of
nodes and removes the weakest edge of each triplet, which is interpreted as a
redundant indirect relationship. Eventually, a threshold value is used to eliminate
the weakest edges. Note that the method is proved to recover the underlying
network (from the exact MIM) provided that the network is a tree and has
only pairwise interactions. ARACNE’s complexity is O(n3) since the algorithm
considers all triplets of genes. Note that in [12], the method has been able to
recover components of the TRN in mammalian cells. Furthermore, ARACNE has
shown higher experimental performances than Bayesian Networks and Relevance
Networks [12].

3 Our Proposal: Minimum Redundancy Network
(MRNet) Models

We propose to infer a network using the Maximum Relevance – Minimum Re-
dundancy (MRMR) feature selection method. The idea consists in performing a
series of supervised MRMR gene selection procedures where each gene in turn
plays the role of the target output.

The MRMR method has been introduced in [13,14] together with a best-first
search strategy for performing filter selection in supervised learning problems.
Consider an input/output learning task where the output is denoted by Y and V
is the set of input variables. The method aims at selecting a set S ⊂ V of inputs
that have high mutual information with the target Y (maximum relevance) and
low mutual information between them (minimum redundancy). The method is
initialised by setting S = X0 where X0 = argmaxXi∈V I(Xi; Y ). Then for a
given set S of selected variables, the criterion updates S by choosing the variable
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Xj ∈ V \ S that maximises the score sj = uj − zj , where uj is a relevance term
and zj is a redundancy term. More precisely,

uj = I(Xj ; Y ) (3)

is the mutual information of Xj with the target variable Y , and

zj =
1

|S|
∑

Xk∈S

I(Xj ; Xk) (4)

expresses the average redundancy of Xj to the already selected variables Xk ∈ S.
At each step of the algorithm, the variable

XMRMR
j = arg max

Xj∈V \S
(uj − zj) (5)

is selected. This variable is expected to allow an efficient trade-off between rel-
evance and redundancy. It has been shown in [18] that the MRMR criterion is
an optimal ”pairwise” approximation of I(Xi; Xj |S).

The MRNet approach consists in repeating the selection procedure for each
target gene by putting Y = Xi and V = X \ {Xi}, i = 1, . . . , n, where X is the
set of expression levels of all genes. For each pair {Xi, Xj}, the MRMR method
returns a score according to (5) where Y = Xi. A specific network can then be
inferred by deleting all edges whose score lies below a given threshold I0.

Note that this approach infers directed networks. For comparison purposes,
however, the direction of the edges is ignored.

An effective implementation of MRMR can be performed by using the ap-
proach proposed in [19]. This implementation demands a O(f × n) complexity
for selecting f features using a best first search strategy. It follows that MRNet
requires a O(f × n2) complexity since the feature selection step is repeated for
each of the n genes. This means that the method can infer edges in a network
with a complexity ranging between O(n2) and O(n3) according to the value of
f . Note that the lower this value, the lower the number of incoming edges per
node to infer and consequently the lower the resulting complexity.

4 Experiments

The experimental framework consists of four steps (see Fig. 1): the artificial
network and data generation, the computation of the mutual information matrix,
the inference of the network and finally the validation of the results. This section
details each step of the approach.

4.1 Network and Data Generation

In order to assess the results returned by our algorithm and compare it to other
methods, we benchmarked it on artificially generated microarray datasets. This
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Fig. 1. An artificial microarray dataset is generated from an original network. The
inferred network can then be compared to this true network.

approach allows us to compare an inferred network to the true underlying net-
work, i.e. the one used to (artificially) generate the microarray dataset (see
Fig. 1).

We used two different generators of artificial gene expression data, specifi-
cally the data generator described in [20], hereafter referred to as the sRogers
generator, and the SynTReN generator [21]. The two generators, whose imple-
mentations are freely available on the World Wide Web, are sketched in the
following paragraphs.

sRogers generator. The sRogers generator produces the topology of the genetic
network according to an approximate power-law distribution on the number of
regulatory connections out of each gene. The normal steady-state of the system
is evaluated by integrating a system of differential equations. The generator
offers the possibility to obtain 2k different measures (k wild-type and k knock-
out experiments). These measures can be replicated R times, yielding a total
of N = 2kR samples. After the optional addition of noise, a dataset containing
normalised and scaled microarray measurements is returned.

SynTReN generator. The SynTReN generator generates a network topology by
selecting subnetworks from E. coli and S. cerevisiae source networks. Then, tran-
sition functions and their parameters are assigned to the edges in the network.
Eventually, mRNA expression levels for the genes in the network are obtained
by simulating equations based on Michaelis-Menten and Hill kinetics under dif-
ferent conditions. As for the previous generator, after the optional addition of
noise, a dataset containing normalised and scaled microarray measurements is
returned.

Generation. We generated six datasets, varying the number of genes and sam-
ples, using both generators (see Table 1 for details).

4.2 Mutual Information Matrix and Inference Methods

Each mutual information measure is computed using the Miller-Madow entropy
estimator [22]. In order to use that estimator, the data are first quantised with
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Table 1. The six artificial datasets generated, where n is the number of genes and N
is the number of samples

Dataset Generator Topology n N

dR1 sRogers power-law tail 2000 1000
dR2 sRogers power-law tail 1000 750
dR3 sRogers power-law tail 600 600
dS1 SynTReN E. coli 500 500
dS2 SynTRen E. coli 300 300
dS3 SynTReN E. coli 50 500

a well known unsupervised method: the equal frequency intervals [23]. The com-
plexity of a mutual information estimation is O(N), where N is the number
of samples. As a result, the MIM computation is of O(N × n2) complexity,
where n is the number of genes. In order to benchmark MRNet versus RelNet
and ARACNE, the same Miller-Madow MIM is used for the three inference ap-
proaches. Note however that other entropy estimators exist [22]. For example
[12] adopted Gaussian Kernel Estimators [24].

4.3 Validation

A network inference problem can be seen as a binary decision problem where
the inference algorithm plays the role of a classifier: for each pair of nodes, the
algorithm either adds an edge or not. Each pair of nodes is thus assigned a
positive label (an edge) or a negative label (no edge).

A positive label (an edge) predicted by the algorithm is considered as a true
positive (TP) or as a false positive (FP) depending on the presence or not of the
corresponding edge in the underlying true network, respectively. Analogously,
a negative label is considered as a true negative (TN) or a false negative (FN)
depending on whether the corresponding edge is present or not in the underlying
true network, respectively.

The decision made by the algorithm can be summarised by a confusion matrix
(see Table 2).

Table 2. Confusion matrix

edge actual positive actual negative

inferred positive TP FP
inferred negative FN TN

Provost et al. [25] recommends the use of receiver operator characteristic
(ROC) curves when evaluating binary decision problems in order to avoid effects
related to the chosen threshold. However, ROC curves can present an overly
optimistic view of an algorithm’s performance if there is a large skew in the
class distribution, as typically encountered in network inference.



22 P.E. Meyer, K. Kontos, and G. Bontempi

To tackle this problem, precision-recall (PR) curves have been cited as an
alternative to ROC curves [26]. Let the precision quantity

p =
TP

TP + FP
, (6)

measure the fraction of real edges among the ones classified as positive and the
recall quantity

r =
TP

TP + FN
, (7)

also known as true positive rate, denote the fraction of real edges that are cor-
rectly inferred. These quantities depend on the threshold chosen to return a
binary decision. The PR curve is a diagram which plots the precision (specif-
ically, we used the interpolated precision as defined in [27]) versus recall for
different values of the threshold on a two-dimensional coordinate system.

The F1-measure [28] is defined as the harmonic mean of precision and recall.
It combines these quantities with an equal weight and is computed as

F1(p, r) =
2pr

p + r
. (8)

The weighted version of the F1-measure is obtained by computing the weighted
harmonic mean of precision and recall, the Fα-measure:

Fα(p, r) =
(1 + α)pr

αp + r
, (9)

where α ∈ (0, +∞) is the weight of recall in the weighted harmonic mean; the
weight of precision being 1. Consequently, by taking values of α smaller than 1,
one attributes relatively more importance to precision than to recall.

As precision and recall depend on the classification threshold, the F -measures
vary with this threshold.

The following section presents the results by means of PR curves and Fα-
measures for varying values of α.

5 Results

PR-curves for the six artificial datasets generated (see Table 1) are shown in
Figs. 2 and 3. For each algorithm, the best F -measure for each dataset is shown
for varying values of α in Tables 3 and 4.

We observe that ARACNE often outperforms RelNet, in particular when
precision has a higher weight than recall. MRNet appears competitive with
ARACNE when precision is as important than recall (see Table 3). However,
as precision is getting more important than recall, MRNet outperforms the two
other methods (see Table 4). High precision is an interesting property in biolog-
ical network inference since testing the existence of an affinity between a target
gene and a regulator gene is expensive in time and materials.
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Fig. 2. PR-curves for the three artificial datasets generated with sRogers
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Fig. 3. PR-curves for the three artificial datasets generated with SynTReN
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Table 3. Best Fα-measures with α = 1 (precision as important as recall). For each
dataset, the best measure is shown in boldface.

Dataset RelNet ARACNE MRNet

dR1 0.24 0.28 0.26
dR2 0.25 0.36 0.29
dR3 0.25 0.45 0.45
dS1 0.09 0.06 0.10
dS2 0.16 0.12 0.19
dS3 0.18 0.11 0.24

Table 4. Best Fα-measures with α = 1
4 (precision more important than recall). For

each dataset, the best measure is shown in boldface.

Dataset RelNet ARACNE MRNet

dR1 0.29 0.37 0.38
dR2 0.31 0.38 0.39
dR3 0.32 0.49 0.52
dS1 0.07 0.08 0.13
dS2 0.13 0.14 0.15
dS3 0.13 0.15 0.20

6 Conclusion and Future Works

A new network inference method, MRNet, has been proposed. This method
relies on an effective method of information-theoretic feature selection called
MRMR. Similarly to other network inference methods, MRNet relies on pairwise
interactions between genes.

MRNet was compared experimentally to two state-of-the-art information-
theoretic network inference methods, namely relevance networks and ARACNE.
Six different artificial microarray datasets were generated with two different gen-
erators. Our preliminary results appear promising. Indeed, MRNet is competitive
with the other information-theoretic methods proposed in the literature on all
datasets. In particular, when precision has a higher weight than recall, MRNet
outperforms the other methods.

Generation of a large number of artificial datasets, including datasets with
low sample to feature ratios, for the significance assessment of the results is
being conducted. Experiments on real microarray datasets to infer the regulatory
networks of E. coli and S. cerevisiae are also in progress. The sensitivity of
the MRNet algorithm to the mutual information estimator and to the noise
component will be the topic of future investigations.
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Abstract. A gene regulatory network (GRN) extracted from microarray data 
has the potential to give us a concise and precise way of understanding how 
genes interact under the experimental conditions studied [1, 2]. Learning such 
networks, and unravelling the knowledge hidden within them is important for 
drug targets and to understand the basis of disease. In this paper, we analyse 
microarray gene expression data from Saccharomyces cerevisiae, to extract 
Bayesian belief networks (BBNs) which mirror the cell cycle GRN. This is 
achieved through the use of a novel structure learning algorithm of Taboo 
search and a novel knowledge extraction technique, target node (TN) analysis. 
We also show how quantitative and qualitative information captured within the 
BBN can be used to simulate the nature of interaction between genes. The GRN 
extracted was validated against literature and genomic databases, and found to 
be in excellent agreement. 

Keywords: Gene regulatory networks, Bayesian belief networks, Taboo search 
and knowledge extraction. 

1   Introduction 

The entire network system of mechanisms that governs gene expression is a very 
complex process, regulated at several stages of protein synthesis [3]. However, the 
activity of genes is a result of protein and metabolite regulation, and proteins 
themselves are gene products. Thus, how genes are regulated in a biological system, 
i.e. which genes are expressed, when and where in the organism, and to what extent, 
is crucial for determination of the regulatory network.  

A GRN is not only the representation of the biochemical activity at the system 
level, it also provides a large-scale, coarse-grained view of the physiological state of 
an organism at the mRNA level. It not only provides an overall view of the system at 
the genetic level, it also provides the precise way of gene interaction under the 
experimental conditions studied and the dynamic properties of those underlying 
interactions [1, 2]. The knowledge within a gene regulatory network might provide 
valuable clues and lead to new ideas for treating complex diseases. Such knowledge 
can aid pharmaceutical research to fulfil nonexistent drug and gene therapy, providing 
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possibilities to tailor target drugs for individual patients, to unravel the causal factor 
of some serious genetic diseases, and to better understand side effects. 

In recent years, several groups have developed methodologies for the extraction of 
regulatory networks from gene expression data. Spellman et al [4] used DNA 
microarrays to analyse mRNA levels in yeast cell cultures that had been subjected to 
synchronised cell cycle arrest using three independent methods. This protocol allowed 
the inclusion of data from previously published studies such as Cho et al., 1998 [5], 
and identified 800 genes that met an objective minimum criterion for cell cycle 
regulation. In contrast, traditional methods identified 104 genes as cell cycle 
regulated, while the study by Cho et al., 1998, using a manual decision process 
identified 421 genes. In fact, the Spellman study included 304 of the genes identified 
by Cho et al, perhaps indicating that the technical differences in the way the two 
studies were carried out may have contributed to the differences between the results. 
Spellman et al in particular, employed a statistical approach for identification of genes 
associated in cell cycle process, using a larger and diverse number of experiments. 

In this paper we describe the use of the novel Bayesian network methodology of 
Taboo search to extract GRNs from temporal microarray data of the yeast cell cycle. 
From a statistical viewpoint, a Bayesian network (BN) efficiently encodes the joint 
probability distribution of the variables describing an application domain. BNs are 
represented in a graphical annotated form that allows us to quickly understand the 
qualitative part of the encoded knowledge. The nodes of a BN correspond to random 
variables describing the domain and the arcs that connect the nodes correspond to 
direct probabilistic relations between these variables.  

We go on to interrogate the networks learnt using TN analysis. This shows how all 
the genes in the GRN are associated with a specific gene of interest, and allow us to 
interactively evaluate how changes in the expression of selected genes impact on the 
behaviour of other genes. 

2   Methods 

2.1   Gene Expression Data 

The data was obtained from a cell cycle analysis project, published by [4], whose aim 
was to identify all genes regulated by the cell cycle. This time series data has been 
used by [1, 6, 7], Yihui et al., 2002, Anshul et al., and others for genome wide gene 
expression and cell cycle regulation studies. The data is freely available to the public 
from the yeast cell cycle project site, http://genome-www.stanford.edu/cellcycle/. The 
Spellman dataset contained temporal gene expression measurements of the mRNA 
levels of 6177 S. cerevisiae ORFs. This project considers the cell cycle regulation of 
yeast, which traditional laboratory analysis indicates consists of six separable phases. 
These are M/G1, late G1 (SCB regulated), late G1 (MCB regulated), S, S/G2, and 
G2/M. In our analysis, late G1 (SCB regulated) is denoted as G1, and late G1 (MCB 
regulated) is denoted as Late G1. At the time of writing, the KEGG database for the 
yeast cell cycle pathway only contains 88 genes, and these are grouped according to 
cell cycle phases, G1, S, G2 and M. 
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2.2   Data Acquisition and Pre-processing 

Four data sets of yeast cell cycle synchronization experiments, alpha, Cdc28, 
elutriation [4] and Cdc15 [5] were selected for this study. This normalised microarray 
log ratio data had some missing values, accounting for 5.29% of the total data in the 
case of the 161 selected genes (yeast cell cycle pathway from KEGG plus 104 genes 
known to be cell cycle associated from [4]) which in general were distributed 
randomly throughout the datasets. However, we found 16 genes had many missing 
values (up to 34% of total) across the Cdc15-based synchronization experiments. The 
Structural EM Algorithm, [8] implemented in BayesiaLab (Bayesia, Paris) was used 
to infer the missing data. We found that this resulted in very small variations in the 
marginal probabilities for gene expression level of a gene when compared across 
extracted GRNs of varying size,  for example GRNS containing 31, 104, and 161 
genes. 

The number of time points for each synchronization are 18 (alpha), 24 (Cdc15), 17 
(Cdc28) and 14 (elutriation), giving a total of 73 measurement samples for each gene. 
The 104 genes that were identified as cell cycle regulated, using traditional methods 
prior to 1998 [4] and yeast cell cycle pathway of KEGG (comprising 88 genes) were 
chosen for this gene regulatory network study. The 31 genes that were common in 
both were used for validating extracted networks and for comparison with published 
literature and KEGG, SGD and MIPS databases. 

2.2.1   Data Discretization   
The log ratio expression levels were discretized into three classes, a common practice 
in Bayesian structure learning: over expressed (designated as ‘over’) where the 
expression level is greater than 0, ‘under’ where the expression level is below 0 and 
‘normal’ when the expression level is 0. Because the selected genes were all cell cycle 
regulated, very few fell into the ‘normal’ category within the datasets used, even if a 
tolerance of ±0.5 was employed. When the variables are limited to two states, the 
conditional probability table (CPT) will specify 2K distributions, where K is the 
number of nodes in the network. This is a general representation (known as 
multinomial models), which can describe any discrete conditional distribution. In this 
study, we discretized the dataset, as using continuous variables would have meant 
assigning a pre-defined distribution which is dependent on the assumed parameter for 
the dataset such as its mean, for example, linear Gaussian. 

However, the major drawback with the above general representation is that the 
number of free parameters is exponential in the number of parents. Another potential 
problem is, when discretizing data for application of the model, we risk losing 
information. For example, when discretizing the gene expression levels into the three 
categories, we need to decide on the control expression thresholds against which the 
values are compared. In such cases, we must test for the robustness of results in 
response to various modifications of the thresholds. 

2.3   Learning Gene Regulatory Networks Using Bayesian Analysis 

Using BNs to analyse gene expression data consists of considering probability 
distributions over all possible states observed in the data for the system in question, 
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namely a cell or an organism and its environment.  In this study, the nodes of the BN 
denote the expression level of individual genes. However, other attributes that affect 
the system, such as experimental conditions, the time/stage that the sample is taken 
from, techniques involved, etc. can be captured by including additional nodes to 
denote these attributes [7].  

For n, the number of genes, the variables are X1.....Xn and we use the data that 
describes the experiments to find the probabilistic dependencies that hold between 
these variables. In specifying the conditional probability distributions (CPDs), one 
can choose from several representations. Suppose the parents of a variable X (i.e. the 
variables that have a direct probabilistic relation with X) are (Y1,…..,Yn). The choice 
of representation depends on the type of variables we are dealing with. As described 
in section 2.2.1, we chose here to descretize the expression levels of the genes. This 
data pre-processing allows us to work with discrete random variables. As X and 
Y1……,Yn take discrete values from a finite set, the CPDs can be represented with 
conditional probability tables (CPTs), where P(X |Y1……,Yn) specifies the probability 
of values for X given each joint assignments of Y1……,Yn.   

There are two main approaches to learn the structure, i.e. finding the arcs of 
Bayesian networks from data. The first one, the constraint-based approach, consists in 
constructing the network according to the conditional independence relations found in 
data. The other approach is to define an evaluation function (or score) that accounts 
for the candidate network quality with respect to data, and to use a search algorithm to 
find a network optimizing that score. Score-based algorithms are less sensitive to the 
quality of the available data than the constraint-based algorithms, which have to use 
independence tests that suffer from a lack of reliability for conditional parts of  
high-dimension. 

The learning algorithm used in this study to extract GRNs is based on the 
Minimum Description Length score [9]. This score, based on Information Theory, is 
two fold. One part is used to score how well the network fits data; the second part 
represents the complexity of the network. This structural part prevents over-fitting 
and can be viewed as a probabilistic significance threshold that is set automatically 
(see [8] for details). The search strategy employed to find a network that optimizes 
that score is the so called Taboo search [10]. Briefly, this algorithm works like the 
greedy search algorithm, but, whereas the greedy strategy consists in always choosing 
the operation that leads to the best score improvement (here adding, deleting and 
inverting arcs), the Taboo search always selects the best operation, even if this 
operation degrades the score. By accepting such score deterioration, we expect to 
escape from local optima. The name Taboo comes from the list of the states that has 
to be maintained in order to prevent exploring already visited states. 

Each gene of the GRN was tagged according to their cell cycle phase. The relation 
between two genes (the arc connecting their two nodes) is identified as positive or 
negative based on the analysis of the CPT. If the conditional probability of the parent 
and child nodes being of the same state (Over, Under of Normal) is over 50%, the 
relationship is designated as positive, otherwise it is designated as negative. 
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2.4   Knowledge Extraction from Bayesian Networks 

Target Node Analysis 
TN analysis measures the influence of conditional dependencies of the network 
variables on the knowledge of the TN and it also allows the visualization of the 
quantity of information gain contributed by each node to the knowledge of the TN. 
The brightness of the squares appear at the centre of the nodes is proportional to this 
quantity of information. For the specified outcome, (modality) of the TN, specifically 
focusing the analysis algorithms on that node. The information gain of two random 
variables, X relative to Y, which represents conceptually the average amount of 
information about X that can be gained by observing Y. 

3   Results and Discussion  

Figure 1 shows the BN derived from the microarray data using the Taboo search 
algorithm, for the 31 genes that are common in both cell cycle pathway of KEGG and 
the 104 genes traditionally identified as cell cycle regulated.1 To evaluate and validate 
the results, it is important to appreciate the nature of gene regulation within the cell 
cycle. The eukaryotic cell cycle involves both continuous events and periodic events 

 

 

Fig. 1. GRN of common genes found in KEGG and yeast cell cycle project. The BN derived 
from microarray data, for the 31 genes that are common in both cell cycle pathway of KEGG 
and 104 genes traditionally identified as cell cycle regulated using a Taboo search algorithm. 
The cell cycle phases are colour coded according to cell cycle phase as determine by the 
Stanford cell cycle project. 
                                                           
1 Reference: http://genomewww.stanford.edu/cellcycle/data/rawdata/KnownGenes.doc. 
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such as cell growth, DNA synthesis and mitosis. The cell cycle starts with cell size 
dependent START checkpoint, at this stage the level of cyclins such as Cln and Clb 
dramatically increases. It has been proved that cyclins are periodically expressed and 
at least 11 of them are known to be involved in the control of G1, G2 and DNA 
synthesis [11]. 

Over expression of G1 cyclin Cln2 inhibits the assembly of pre-replicative 
complexes (pre-RCs) [12]. Cln3, a particular G1 cyclin, is a putative sensor of cell 
size, which acts by modulating the levels of other cyclins. In addition to cyclin 
accumulation, the activity of a cylin-dependent kinase (Cdc) which is an effector of 
START, is induced; this is the gene product of Cdc28. Cdc28 couples with G1 cyclins 
that activate its kinase potential, [13] and [14]. Cyclin dependent kinase in yeast is 
denoted by Cdc (cell division control).  

APC (anaphase promoting complex) proved to be activated by Cdc20 or Cdh1 and 
to cyclical accumulation of the Sic1 inhibitor. Also Clb high/inhibitors, (Sic1/APC-
Cdh1) low Clb low/inhibitors high, [15]. 

It is found that any one of the Clns can do the essential jobs of the other two, if the 
cell is large enough. The double mutant Clb3 Clb4 is normal [16], so their roles can 
be played by other Clbs. Because a Clb5 Clb6 mutant cell carries out DNA synthesis 
whereas a cell with all six Clb genes deleted (clb1– 6) does not, Clb1–4 can trigger 
DNA synthesis in the absence of Clb5–6 [17]. Only the Clb1–2 pair is special in the 
sense that at least one of them is necessary for completing mitosis [18].  

3.1   Validation of the Extracted Genetic Associations 

All of the relationships found were successfully validated against the literature. Here, 
two examples are provided as case studies. 

Far1 and Sic1: Both Far 1 and Sic1 are CDK inhibitors. Substrates of the Cdc28-
Cln1 CDK are Far1p, Sic1p, and the so far not identified proteins p41 and p94 [19]. 
Sic1 is a P40 inhibitor of Cdc28p-Clb5 protein kinase complex. Upon its destruction 
by programmed proteolysis, cyclin-Cdk1 activity is induced. This degradation then 
triggers the G1-S transition [20] Far1, a pheromone-activated inhibitor of Cln-Cdc28 
kinases, is dispensable for arrest of Cln- Sic1 cells by pheromone, implying the 
existence of an alternate Far1-independent arrest pathway. These observations define 
a pheromone-sensitive activity able to catalyze “Start” only in the absence of 
p40Sic1[21]. 

Cln2 and Far1: The Far1 gene is required for cell cycle arrest but not for a number 
of other aspects of the pheromone response. Genetic evidence suggests that Far1 is 
required specifically for inactivation of the G1 cyclin Cln2 [22].  

3.2   Target Node Analysis 

The TN analysis report presented below in Table 1. This shows the relative 
significance of the association of all other genes to Sic1. The top ten significant genes 
are shown in the first column, and only the rest of the selected genes in Figure 2 and 
not in the top ten are shown here in row 2 for illustration. The TN Analysis Report 
shows relative significance of all the other genes in the network (160 genes in this 
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case), including those that are independent (zero significance), with respect to the 
selected (target) node. 

The derived gene regulatory network captures many known relationships between 
known cell cycle regulated genes. For example, the immediate cluster of Sic1 i.e. 
direct child node of Sic1, in Figure 2, contains Ash1, Tec1, Chs1, Egt2, Pcl9, Cts1, 
Rme1, Cdc6, and Far1. This can be compared to:  “Sic1” cluster comprises 27 genes, 
including Egt2, Pcl9, Tec1, Ash1, Sic1, Chs1, and Cts1. These genes are strongly cell 
cycle regulated and peak in late M or at the M/G1 boundary” [4]. The strength of the 
association of other genes relative to gene Mcd1 (Mitotic Chromosome Determinant) 
is shown in Figure 2. Mcd1 is an essential gene required for sister chromatid cohesion 
in mitosis and meiosis [23].  

Mcd1 (Scc1) along with Irr1 (Scc3), Smc1, and Smc3 forms the yeast cohesion 
complex. The shade of the squares in nodes Pol30, Msh2 and Msh6 represent close 
association with Mcd1. This is backed by biological literature: [7] found that Mcd1 
and Msh6, both of which bind to DNA during mitosis, are in the top 3 scoring 
Markov relations (functionally related). “Msh6 forms a complex with Msh2p to repair 
both single-base & insertion-deletion mispairs [24]. Pol30 and Mcd1, are found to be 
co-regulated at the end of S phase [25]. 

 

Fig. 2. Unsupervised learning, extracting information contribution of the arcs and the nodes to 
the overall BN. The Mcd1 is set as the target node (TN) represented by the wavy circular node. 
The shade of the squares in the centre of the node represents the amount of information brought 
to the TN. The lighter the shade of the square the more the information contributed to the (TN). 
The thickness of the arc represents the information contributed to the global structure. The 
strength of the arc is proportional to the strength of the probabilistic relation. 
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Table 1. Node relative significance with respect to the information gain brought by the node to 
the knowledge of Sic1 

Gene 
Relative 

Significance 
Top10 

Node Relative 
significance with respect 

to Sic1 
Ash1 1 

Pcl9 0.8085 

Chs1 0.7522 

Gene 

Relative 
significance 

of other 
genes 

Egt2 0.7458 Clb5 0.001 
Tec1 0.5002 Clb1 0.0005 
Cdc6 0.3652 Clb2 0.0004 
Cts1 0.3067 Swe1 0.0003 
Far1 0.2134 Swi5 0.0002 
Rme1 0.1425 Swi4 0.0001 
Cln2 0.0434 Cdc20 0.0001 

[7] identified Mcd1 as one of the dominant genes of the 800 genes identified as cell 
cycle regulated by [4], in terms of how they tend to dominate the order relations (i.e. 
they appear before other genes) in the extracted Bayesian network. As pointed out by 
[7], that dominant genes in the order relations may be indicative of potential causal 
sources of the cell-cycle process. Figure 3 includes 6 of the 13 genes (out of 800 
genes) listed by [7] as 10 dominant genes: Mcd1 (2nd most dominant out of the 800), 
Cln2 (3rd) – a G1 cyclin involved in initiation of cell cycle, Rfa2 (5th) – DNA 
replication factor involved in nucleotide excision repair, Pol30 (9th) - required for 
DNA synthesis and DNA repair, Cln1 (11th ) - G1 cyclins involved in initiation of cell 
cycle,  and Msh6 (13th) - protein required for mismatch repair in mitosis and meiosis. 
Our results back the findings of [7], with all 6 of the genes dominating the order.  

4   Conclusions  

We employed a Bayesian probabilistic framework using Taboo search to identify the 
relations and dependencies between the genes known to be cell cycle regulated in 
yeast. Our methodology allows for high confidence results, which are learned entirely 
statistically from datasets containing gene expression levels, rather than known 
associations in the published literature and genome databases. However, the 
complexity of the network pathways and the discrepancies of updated information 
across these databases and the difficulty in integrating GRNs extracted using 
alternative methods are still remaining problems. 

From the results obtained, we are confident our approach developed in this piece of 
work can be easily and efficiently applied to learning a larger scale network even 
when partial genetic regulation is unknown. We believe this is a sensible approach, as 
at this stage, a number of genes in yeast that are cell cycle regulated are yet to be 
conclusively identified. For example, [6] identified 822 genes whose posterior 
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probabilities of being Periodically expressed are greater than 0.95. Among these 822 
genes, only 540 are in the list of 800 genes detected by [4].  

The TN analysis is a novel approach for extracting knowledge hidden within a 
GRN. In particular it gives the opportunity to visualise within a GRN how the gene of 
interest influences the network given the gene expression data. This feature could be 
used for monitoring gene expression levels in GRN by modifying the observation of 
genes to any level.  
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Abstract. Experimental time courses often reveal a nonlinear behav-
iour. Analysing these nonlinearities is even more challenging when the
observed phenomenon is cyclic or oscillatory. This means, in general, that
the data describe a circular trajectory which is caused by periodic gene
regulation.

Nonlinear PCA (NLPCA) is used to approximate this trajectory by
a curve referred to as nonlinear component. Which, in order to analyse
cyclic phenomena, must be a closed curve hence a circular component.
Here, a neural network with circular units is used to generate circular
components.

This circular PCA is applied to gene expression data of a time course
of the intraerythrocytic developmental cycle (IDC) of the malaria para-
site Plasmodium falciparum. As a result, circular PCA provides a model
which describes continuously the transcriptional variation throughout
the IDC. Such a computational model can then be used to comprehen-
sively analyse the molecular behaviour over time including the identifi-
cation of relevant genes at any chosen time point.

Keywords: gene expression, nonlinear PCA, neural networks, nonlinear
dimensionality reduction, Plasmodium falciparum.

1 Introduction

Many phenomena in biology proceed in a cycle. These include circadian rhythms,
the cell cycle, and other regulatory or developmental processes such as the cycle
of repetitive infection and persistence of malaria parasites in red blood cells
which is considered here.

Due to an individual behaviour of molecules over time, the resulting data
structure becomes nonlinear as shown, for example, in [1] for a cold stress adap-
tation of the model plant Arabidopsis thaliana. In this context, nonlinearity
means that the trajectory of the data describes a curve over time. For periodic
processes, this curve is closed and hence cannot be well described by a standard
(open) nonlinear component.
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c© Springer-Verlag Berlin Heidelberg 2007



Analysing Periodic Phenomena by Circular PCA 39

Therefore, the objective is to visualise and analyse the potential circular struc-
ture of molecular data by a nonlinear principal component analysis which is able
to generate circular components.

Nonlinear principal component analysis (NLPCA) is generally seen as a non-
linear generalisation of standard linear principal component analysis (PCA) [2,3].
The principal components are generalised from straight lines to curves. Here, we
focus on a neural network based nonlinear PCA, the auto-associative neural
network [4,5,6,7].

To generate circular components, Kirby and Miranda constrained network
units to work in a circular manner [8]. In the fields of atmospheric and oceanic
sciences, this circular PCA is applied to oscillatory geophysical phenomena [9].
Other applications are in the field of robotics to analyse and control periodic
movements [10]. Here, we demonstrate the potential of circular PCA to biomedi-
cal applications. The biological process, analysed here, is the intraerythrocytic
developmental cycle (IDC) of Plasmodium falciparum.

P. falciparum is the most pathogenic species of the Plasmodium parasite,
which causes malaria. The three major stages of Plasmodium development take
place in the mosquito and upon infection of humans in liver and red blood cells.
The infection of red blood cells (erythrocytes) recurs with periodicity of around
48 hours. This intraerythrocytic developmental cycle (IDC) of P. falciparum is
responsible for the clinical symptoms of the malaria disease. A better under-
standing of the IDC may provide opportunities to identify potential molecular
targets for anti-malarial drug and vaccine development.

2 NLPCA – Nonlinear PCA

The nonlinear PCA (NLPCA), proposed by Kramer in [4], is based on a multi-
layer perceptron (MLP) with an auto-associative topology, also known as an
autoencoder, replicator network, bottleneck or sandglass type network. Compre-
hensive introductions to multi-layer perceptrons can be found in [11] and [12].

The auto-associative network performs the identity mapping. The output x̂ is
enforced to equal the input x with high accuracy. This is achieved by minimising
the square error ‖ x − x̂ ‖2.

This is no trivial task, as there is a ‘bottleneck’ in the middle, a layer of
fewer nodes than at the input or output, where the data have to be projected or
compressed into a lower dimensional space Z.

The network can be considered as two parts: the first part represents the ex-
traction function Φextr : X → Z, whereas the second part represents the inverse
function, the generation or reconstruction function Φgen : Z → X̂ . A hidden layer
in each part enables the network to perform nonlinear mapping functions.

In the following we describe the applied network topology by the notation
[l1-l2-. . . - lS ] where ls is the number of units in layer s: the input, hidden, com-
ponent, or output layer. For example, [3-4-1-4-3] specifies a network with three
units in the input and output layer, four units in both hidden layers, and one
unit in the component layer, as illustrated in Figure 1.
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Φextr : X → Z Φgen : Z → X̂
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Fig. 1. Standard auto-associative neural network. The network output x̂ is re-
quired to be equal to the input x. Illustrated is a [3-4-1-4-3] network architecture. Biases
have been omitted for clarity. Three-dimensional samples x are compressed (projected)
to one component value z in the middle by the extraction part. The inverse generation
part reconstructs x̂ from z. The sample x̂ is usually a noise-reduced representation
of x. The second and fourth hidden layer, with four nonlinear units each, enable the
network to perform nonlinear mappings. The network can be extended to extract more
than one component by using additional units in the component layer in the middle.

2.1 Circular PCA

Kirby and Miranda [8] introduced a circular unit at the component layer that
describes a potential circular data structure by a closed curve. As illustrated in
Figure 2, a circular unit is a pair of networks units p and q whose output values
zp and zq are constrained to lie on a unit circle

z2
p + z2

q = 1 (1)

Thus, the values of both units can be described by a single angular variable θ.

zp = cos(θ) and zq = sin(θ) (2)

The forward propagation through the network is as follows: First, equivalent to
standard units, both units are weighted sums of their inputs zm given by the
values of all units m in the previous layer.

ap =
∑

m

wpmzm and aq =
∑

m

wqmzm (3)

The weights wpm and wqm are of matrix W2. Biases are not explicitly considered,
however, they can be included by introducing an extra input with activation set
to one.

The sums ap and aq are then corrected by the radial value

r =
√

a2
p + a2

q (4)
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Fig. 2. Circular PCA network. To obtain circular components, the auto-associative
neural network contains a circular unit pair (p, q) in the component layer. The output
values zp and zq are constrained to lie on a unit circle and hence can be represented
by a single angular variable θ.

to obtain circularly constraint unit outputs zp and zq

zp =
ap

r
and zq =

aq

r
(5)

For backward propagation, we need the derivatives of the error function

E =
1
2

N∑

n

d∑

i

[xn
i − x̂n

i ]2 (6)

with respect to all network weights w. The dimensionality d of the data is given
by the number of observed variables, N is the number of samples.

To simplify matters, we first consider the error e of a single sample x,
e = 1

2

∑d
i [xi − x̂i]

2 with x = (x1, . . . , xd)T . The resulting derivatives can then
be extended with respect to the total error E given by the sum over all n sam-
ples, E =

∑
n en.

While the derivatives of weights of matrices W1, W3, and W4 are obtained
by standard back-propagation, the derivatives of the weights wpm and wqm of
matrix W2 which connect units m of the second layer with the units p and q are
obtained as follows: We first need the partial derivatives of e with respect to zp

and zq:

σ̃p =
∂e

∂zp
=

∑

j

wjpσj and σ̃q =
∂e

∂zq
=

∑

j

wjqσj (7)

where σj are the partial derivatives ∂e
∂aj

of units j in the fourth layer.
The required partial derivatives of e in respect to ap and aq of the circular

unit pair are

σp =
∂e

∂ap
= (σ̃pzq − σ̃qzp)

zq

r3
and σq =

∂e

∂aq
= (σ̃qzp − σ̃pzq)

zp

r3
(8)
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Fig. 3. Inverse circular PCA network. As inverse model, only the second part of
the auto-associative neural network (Figure 2) is used. Now, the values ap and aq are
unknown inputs and have to be estimated together with all weights w of matrices W3

and W4. This is done by propagating the partial errors σi back to the input (component)
layer. Beside a higher efficiency, the main advantage is that the inverse model can
be applied to incomplete data. If one value xi of a sample vector x is missing, the
corresponding partial error σi is set to zero, thereby ignoring the missing value but
still back-propagating all others.

The final back-propagation formulas for all n samples are

∂E

∂wpm
=

∑

n

σn
p zn

m and
∂E

∂wqm
=

∑

n

σn
q zn

m (9)

2.2 Inverse NLPCA Model

In this work, NLPCA is applied as an inverse model [1]. Only the second part,
the generation or reconstruction part, of the auto-associative neural network is
modelled, see Figure 3. The major advantage is that NLPCA can be applied to
incomplete data. Another advantage is a higher efficiency since only half of the
network weights have to be estimated.

Optimising the second part as inverse model means that the component layer
becomes the input layer. Thus, in circular PCA as inverse model we have to find
suitable values for all network weights as well as for ap and aq as input. Hence,
the error function E depends on both the weights w and the component layer
inputs ap and aq

E(w, ap, aq) =
1
2

N∑

n

d∑

i

[xn
i − x̂n

i (w, ap, aq)]
2 (10)

The required partial derivatives of E with respect to the weights w of matrix
W3 and W4 can be obtained by standard back-propagation, see [1], while the
derivatives with respect to ap and aq are given by equation (8).

2.3 Artificial Data

The performance of NLPCA is illustrated in Figure 4 for the three described
variants: the standard auto-associative network (NLPCA), the inverse model
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Fig. 4. Nonlinear PCA (NLPCA). Shown are results of three variants of NLPCA
applied to a two-dimensional artificial data set of a noisy circle. (A) The standard
NLPCA cannot describe a circular structure completely. There is always a gap. (B) The
inverse NLPCA can provide self-intersecting components and hence approximates the
circular data structure already quite well but the circular PCA (C) is most suitable
since it is able to approximates the data structure continuously by a closed curve.

with standard units (NLPCA.inv) and with circular units (NLPCA.cir). NLPCA
is applied to data lying on a unit circle and disturbed by Gaussian noise with
standard deviation 0.1. The standard auto-associative network cannot describe
a circular structure completely by a nonlinear component due to the problem
to map at least one point on the circle onto two different component values.
This problem does not occur in inverse NLPCA since it is only a mapping from
component values to the data. However, the resulting component is an inter-
secting circular loop with open ends. Thus, a closed curve solution as provided
by circular PCA would be more appropriate to describe the circular structure of
the data.

2.4 Experimental Data

Circular PCA is used to analyse the transcriptome of the intraerythrocytic de-
velopmental cycle (IDC) of the malaria parasite Plasmodium falciparum [15],
available at http://malaria.ucsf.edu/. The 48-hour IDC is observed by a
sampling time of one hour thereby providing a series of time points 1, 2, . . . , 48.
Since two time points, 23 and 29, are missing, the total number of expression
profiles (samples) is 46. Each gene is represented by one or more oligonucleotides
on the microarray. The samples of individual time points (Cy5) were hybridised
against a reference pool (Cy3). The log2(Cy5/Cy3) ratio is used in our analysis.
Due to the sometimes large number of missing data in the total set of 7,091
oligonucleotides, we removed all oligonucleotides of more than 1/3 missing time
observations (more than 15 missing time points). The considered reduced data
set contains the log2 ratios of hybridisations of 5,800 oligonucleotides at 46 time
points.

Identifying the optimal curve (the circular component) in the very high-dimen-
sional data space of 5,800 variables is difficult or even intractable with a num-
ber of 46 data points. Therefore, the 5,800 variables are linearly reduced to 12
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Fig. 5. Circular PCA. (A) The data describe a circular structure which is approxi-
mated by a closed curve (the circular component). The circular component is one single
curve in the 5,800 dimensional data space. Visualised is the reduced three dimensional
subspace given by the first three components of standard (linear) PCA. (B) The circular
component (corrected by an angular shift) is plotted against the original experimental
time. It shows that the main curvature, given by the circular component, explains the
trajectory of the IDC over 48 hours.
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Fig. 6. Pair-wise scatter plot of four selected oligonucleotides of importance at 12,
24, 36, and 48 hours respectively, see also Table 1. The curve represents the circular
component which approximates the trajectory of the 48 hour IDC.
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Fig. 7. Gene expression curves. Plotted are shapes of oligonucleotide response
curves over the 48-hour IDC time course. Shown are the top 50 oligonucleotides of
genes of highest response at any time. Nearly all of them show a period of 48 hours:
one up- and down-regulation within the 48-hour time course. However, the time of
activation is differently for individual genes.

principal components, each of which is a linear combination of all oligonu-
cleotides. To handle missing data, a PCA algorithm, based on a linear neural
network working in inverse mode [1], is used. Alternatively, probabilistic PCA
(PPCA) (http://lear.inrialpes.fr/~verbeek/software) [16], based on [17],
can be used as PCA algorithm for missing data.

Circular PCA is applied to the reduced data set of 12 linear components. It
describes a closed curve explaining the circular structure of the data, as shown
in Figure 5 and 6. To achieve circular PCA, a network of a [2-5-12] architecture
is used, where the two units in the first layer are the circularly constrained unit
pair (p, q). Using the inverse 12 eigenvectors the curve can be mapped back into
the 5,800-dimensional original data space. The circular component represents
the 48 hour time course of the IDC observation, as shown in Figure 5B.

Thus, circular PCA provides a model of the IDC, which gives us to any chosen
time point, including interpolated time points, the corresponding gene expression
values. The neural network model is given by a function x̂ = Φgen(θ) which maps
any time point, represented by a angular value θ onto a 5,800-dimensional vector
x̂ = (x̂1, ..., x̂5800)T representing the response of the original variables. Thus,
circular PCA provides approximated response curves of all oligonucleotides, as
shown in Figure 7 for the top 50 oligonucleotides of genes of highest response
(highest relative change at their expression level).

In standard PCA we can present the variables that are most important to a
specific component by a rank order given by the absolute values of the corre-
sponding eigenvector, sometimes termed loadings or weights. As the components
are curves in nonlinear (circular) PCA, no global ranking is possible. The rank
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Table 1. Candidate genes. At specific times, exemplarily shown for 12 and 36
hours, the most important genes can be provided. Listed are the identified oligonu-
cleotides and, if available, the corresponding PlasmoDB gene identifier of the Plasmo-
dium genome resource PlasmoDB.org [13,14]. Note that a single gene may be repre-
sented by more than one oligonucleotide.

12 hours

v̂i Oligo ID PlasmoDB ID

-0.06 i6851 1 —
-0.06 n150 50 PF14 0102
-0.05 e24991 1 PFE0080c
-0.05 opfg0013 —
-0.05 c76 PFC0120w
-0.05 n140 2 PF14 0495
-0.05 opff72487 —
-0.05 kn5587 2 MAL7P1.119
0.05 f24156 1 PFI1785w
0.05 d44388 1 PF10 0009

. . . . . . . . .

36 hours

v̂i Oligo ID PlasmoDB ID

0.06 ks157 11 PF11 0509
0.06 a10325 32 PFA0110w
0.06 a10325 30j —
0.06 b70 PFB0120w
0.06 a10325 30 PFA0110w
0.06 i14975 1 PF07 0128
0.06 f739 1 PF07 0128
0.06 opfl0045 PFL1945c
0.05 a10325 29 PFA0110w
0.05 ks75 18 PF11 0038

. . . . . . . . .

order is different for different positions on the curved component, meaning that
the rank order depends on time. The rank order for each individual time point is
given by the values of the tangent vector v = dx̂

dθ on the curve at a specific time
θ. To compare different times, we use l2-normalised tangents v̂i = vi/

√∑
i |vi|2

such that
∑

i (v̂i)
2 = 1. Large values v̂i point to genes of high changes on their

expression ratios and hence may have an importance at the considered time
point. A list of 10 most important genes at 12 hours and 36 hours is exemplarily
given in Table 1.

3 Conclusions

Circular PCA as special case of nonlinear PCA (NLPCA) was applied to gene ex-
pression data of the intraerythrocytic developmental cycle (IDC) of the malaria
parasite Plasmodium falciparum. The data describe a circular structure which
was found to be caused by the cyclic (nonlinear) behaviour of gene regulation.

The extracted circular component represents the trajectory of the IDC. Thus,
circular PCA provides a noise reduced model of gene responses continuously over
the full time course. This computational model can then be used for analysing
the molecular behaviour over time in order to get a better understanding of the
IDC.

With the increasing number of time experiments, nonlinear PCA may become
more and more important in the field of molecular biology. This includes the
analysis of both: non-periodic phenomena by standard NLPCA and periodic
phenomena by the circular variant.
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Abstract. Freezing tolerance in plants is obtained during a period of low non-
freezing temperatures before the winter sets on, through a biological process 
known as cold acclimation. Cold is one of the major stress factors that limits the 
growth, productivity and distribution of plants, and understanding the 
mechanism of cold tolerance is therefore important for crop improvement. 
Expressed sequence tags (EST) analysis is a powerful, economical and time-
efficient way of assembling information on the transcriptome. To date, several 
EST sets have been generated from cold-induced cDNA libraries from several 
different plant species. In this study we utilize the variation in the frequency of 
ESTs sampled from different cold-stressed plant libraries, in order to identify 
genes preferentially expressed in cold in comparison to a number of control 
sets. The species included in the comparative study are oat (Avena sativa), 
barley (Hordeum vulgare), wheat (Triticum aestivum), rice (Oryza sativa) and 
Arabidopsis thaliana. However, in order to get comparable gene expression 
estimates across multiple species and data sets, we choose to compare the 
expression of tentative ortholog groups (TOGs) instead of single genes, as in 
the normal procedure. We consider TOGs as preferentially expressed if they are 
detected as differentially expressed by a test statistic and up-regulated in 
comparison to all control sets, and/or uniquely expressed during cold stress, i.e., 
not present in any of the control sets. The result of this analysis revealed a 
diverse representation of genes in the different species. In addition, the derived 
TOGs mainly represent genes that are long-term highly or moderately 
expressed in response to cold and/or other stresses. 

1   Introduction 

Cold acclimation is a biological process that increases freezing tolerance of an 
organism, which prior to exposure to sub-zero temperatures is subjected to cold stress 
at temperatures between 0-10ºC [1-6]. Many species have this ability to acclimate to 
cold and thereby survive harsh winter conditions. In nature, the tolerance is obtained 
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during a period of low non-freezing temperatures before the winter sets on. Plants that 
cold acclimate are either chilling tolerant and can resist cool, but non-freezing, 
temperatures (below 10ºC) or freezing-tolerant with resistance also to temperatures 
below 0ºC. 

The cold acclimation process is biologically complex and involves numerous 
physiological, cellular and molecular changes [4, 5], such as alterations in the 
phytohormone homeostasis, increase of osmolytes (e.g. sugar, proline and betaine), 
membrane modifications and increased levels of antioxidants. These changes result 
from numerous changes in gene expression, where hundreds of genes are either up- or 
down-regulated as a response to the cold stress signal. Many of these genes are also 
induced by drought and high salt concentrations. In addition to physical injuries that 
may be caused by freezing, the low temperatures limit the growth, productivity and 
distribution of the plants.  

In this study, we identify several genes involved in the cold-response, by analyzing 
ESTs derived from cold stressed plant cDNA libraries. The analysis is conducted for 
the crop species oat, wheat, barley and rice. In addition, Arabidopsis thaliana, the 
major model organism for plants, is included for comparison. The crops included in 
the study are all agriculturally important species, where yields are limited by low 
temperatures, and where the development of cold-hardy cultivars that are planted in 
autumn and will survive harsh winter conditions will be of major importance for 
increasing yield levels. The mentioned plants also represent different levels of cold 
tolerance: rice is chilling-sensitive and in most cases unable to cold-acclimate, 
Arabidopsis is chilling-tolerant and can withstand temperatures just above zero, oat is 
slightly more chilling-tolerant and can withstand temperatures just below zero, while 
barley and especially wheat are freezing-tolerant and can survive sub-zero 
temperatures.  

In the genomic era that we are now facing, sequencing of whole genomes is 
becoming more common, providing us with the full repertoire of genes present in an 
organism [7]. One of the main goals is to identify and elucidate the function of each 
gene, and which biological processes the gene product participates in. However, 
although complete genome sequencing has become possible, there are many 
organisms for which this is not an option. For example, plant genomes show large 
variations in genome size, with Arabidopsis thaliana having a genome of 125 
megabase pairs (Mbp), oats 13 000 Mbp and rice 460 Mbp. In addition, most plants 
have genomes much larger than the mammalian ones, whereas Arabidopsis and rice 
have reasonably small genomes. Plant genomes also contain many repeated regions 
and transposable elements. Altogether, this makes whole genome sequencing both 
expensive and complicated, and in some cases impossible with present technologies. 
Consequently there are relatively few plant nuclear gene sequence entries in the 
public databases. An alternative to whole genome sequencing is to randomly 
sequence expressed genes from cDNA libraries, so called “expressed sequence tags” 
(ESTs) [8-10]. This is due to EST sequencing being a relatively economical way of 
surveying expressed genes. The trade-off, however, is that it will not result in a full 
collection of all genes. On the other hand, the assembled transcripts also reflect one of 
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the major benefits of EST sequencing, i.e. that it generates information showing 
which genes are induced during the biological process under study.  

The analysis of gene expression patterns from different conditions is a valuable 
tool in the discovery of genes participating in a specific biological process. Gene 
expression levels in unbiased cDNA libraries can be estimated by using the cognate 
frequencies of gene transcripts. The variation in the frequency of ESTs sampled from 
different cDNA libraries has been used, for example, for detecting genes appearing to 
be differentially expressed in a biological sample and for identifying genes with 
similar expression patterns in multiple cDNA libraries [11-13]. During the last years, 
several test statistics have been proposed for detecting differentially expressed genes 
in multiple EST sets and the approach has frequently been used for identifying genes 
with expression patterns that differ between different tissues [11, 14-19].  

The aim of this study is to identify genes preferentially expressed in EST sets 
originating from cold-stressed plant cDNA libraries in comparison to several control 
sets. These genes are presumably induced by cold and it is therefore likely that they 
participate in the cold acclimation process. The intention is twofold: to identify the 
overexpression of already established cold-regulated genes, but also to identify novel 
genes that could provide additional information on the acclimation process. In 
addition, the results will indicate if there are any major differences between the sets of 
identified genes for the different species, or if there is a limited number of cold-
responsive genes that are common to all these species. 

In order to identify preferentially expressed genes we apply some of the proposed 
test statistics to the EST sets. Additionally, in order to facilitate the identification of 
expressed genes and their corresponding expression values, as well as the comparison 
of expressed genes in different libraries, we derive the expression of orthologous 
genes instead of single genes. This is done by mapping the ESTs to tentative ortholog 
groups (TOGs), as inferred from a clustering of tentative contigs (TCs) collected from 
the EGO database [20] using the OrthoMCL algorithm [21]. We consider genes as 
preferentially expressed if they are detected as differentially expressed and up-
regulated in comparison to all control sets. Additionally, since the test statistics are 
highly conservative and sometimes detect relatively few genes compared to the size 
of the EST set, we also include genes that are uniquely expressed during cold stress. 

2   EST Sets and Analysis 

Seven cold stress EST sets and eleven control sets were included in the study (Table 
1). The sets were downloaded from dbEST1, except for the A. sativa cold stress set 
where we used our in-house derived library [22]. ESTs with a significant match to 
mtDNA, cpDNA or rRNA sequences were identified and removed before clustering 
and assembly, as we are mainly interested in nuclear DNA. The identification was 
based on a BLASTn homology search against the Arabidopsis mitochondrial genome, 
the T. aestivum chloroplast genome and the vector database provided by NCBI, 
respectively, using an E value threshold of 10-8 (Figure 1a). The sequences in each 
                                                           
1 NCBI Expressed Sequence Tags Database, http://www.ncbi.nlm.nih.gov/dbEST 
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EST set were separately clustered and assembled with CLOBB [23] and Cap3 [24], 
respectively.  

One of the sets from Arabidopsis and the set from rice originates from subtracted 
libraries, whereas the remaining are unbiased EST sets. The subtracted libraries are 
only included for the purpose of comparison of methods for identifying induced 
genes. The selection of data sets was based on stress type, but also on tissue origin. 
The unbiased cold stress EST sets should be comparable to one or several control 
experiments, which in this study consist of drought stress, etiolated and/or unstressed 
libraries. These control libraries mainly originate from the same tissue in order to 
avoid detecting tissue-specific genes. This criterion restricted the number of selectable 
EST sets in dbEST, and the sets used here were considered to be the most suitable for 
the comparative study. The comparative study was performed species by species, i.e. 
each cold stress set was compared to control sets from the same species. 

3   Identification of Expressed Ortholog Groups 

The Institute of Genome Research (TIGR) have collected ESTs from various research 
projects and clustered the sequences into tentative consensus (TC) sequences for each 
species [25]. The TIGR database contains TCs from a large number of plant species, 
which makes it attractive for similarity searches, since the availability of gene 
sequences is limited for some of the species included in this study. TIGR have also 
clustered the sequences into ortholog groups, which are stored in the EGO 
(Eukaryotic Gene Orthologs) database [20], and where each cluster consists of TCs 
representing orthologous genes. Utilizing ortholog groups facilitates the identification 
of expressed genes in EST sets from different species, since the ESTs can be mapped 
to a group according to the best similarity match among the TCs, disregarding species 
origin. In addition, it makes it possible to compare the expression of genes across 
multiple species and sets, since an expression value can be inferred by counting the 
number of ESTs per ortholog group.  

However, the clusters in EGO are redundant, meaning that a TC is commonly 
present in more than one ortholog group. This complicates the derivation of 
expression values, since many of the ESTs will be mapped to several groups, thus 
yielding an overestimated expression value. Instead, in order to still take advantage of 
using ortholog groups but to avoid the redundancy in EGO, we downloaded TCs from 
a number of selected plant species (Arabidopsis thaliana, Hordeum vulgare, Triticum 
aestivum, Sorghum bicolor, Zea mays, and Oryza sativa) included in the EGO 
database (Table 2) and clustered them into a set of non-redundant ortholog groups 
using the algorithm OrthoMCL [21] (Fig. 1b). The OrthoMCL algorithm was 
developed to cluster proteins from whole genomes and identifies orthologs as 
reciprocal best hits between at least two species. In addition, since it is difficult to 
separate “recent” paralogs (i.e. gene duplications that occurred after speciation) many 
clusters contain both orthologs and recent paralogs.  
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Table 1. EST sets included in the comparative study. Species: name of the species. Stress: the 
type of stress the plants were exposed to. ESTs: number of ESTs in the set after removal of 
non-nuclear DNA sequences. Tissue: tissue of origin. Description: experimental details in brief. 
UniGene: NCBI UniGene library number. 

Species Set Stress ESTs Tissue Description UniGene 
Arabidopsis 
thaliana 
 

AtCI I Cold 1240 Whole plant Subtracted, samples 
collected after 1h, 2h, 
5h, 10h, 24h in 4ºC. 

10443 

 AtCI II Cold 18736 Rosette Samples collected after 
1h, 2h, 5h, 10h, 24h in 
4ºC. 

10441 

 AtCI III Cold 2038 Rosette Samples collected after 
1h, 2h, 5h, 10h, 24h in 
4ºC. 

10438 

 AtDI I Drought 4215 Rosette Control 10442 
 AtDI II Drought 3368 Rosette Control 10439 
Avena 
sativa 

AsCI Cold 8216 Seedling 
shoot 

Samples collected after
4h, 16h, 32h and 48h 
in 4ºC. Dark incubated.

- 

 AsR None 2510 Root Control - 
 AsL None 2173 Leaf Control - 
 AsEL Etiolated 2308 Leaf Control - 
Hordeum 
vulgare 

HvCI Cold 4406 Seedling 
shoot 

Samples collected after
2d in 5ºC. 

7260 

 HvER Etiolated 5241 Seedling 
root 

Control 7120 

 HvEL Etiolated 2275 Seedling 
shoot 

Control 7259 

 HvDI Drought 4815 Seedling 
shoot 

Control 7261 

Triticum 
aestivum 

TaCI Cold 1175 Seedling 
shoot 

Samples collected after
2d in 5ºC. 

5509 

 TaEL Etiolated 2432 Seedling 
shoot 

Control 5467 

 TaER Etiolated 4571 Seedling 
root 

Control 5428 

Oryza 
sativa 

OsCI Cold 3059 Seed and 
seedling 
shoot 

Subtracted, samples 
collected after 4-6d, 7-
9d, 10-14d in 10/13 ºC.

11160 

The TCs were clustered into 16,824 tentative ortholog groups (TOGs), where each 
group has >1 sequence. The remaining sequences, i.e. singletons, are not included in 
the output from OrthoMCL. Instead, they were manually added and given ortholog 
group numbers sequentially. In total, 25,093 TOGs were inferred from the 91,753 
downloaded TCs. 

Each contig and singleton from each EST set was mapped to the TOG containing 
the most similar TC. The most similar TC was identified through a BLASTn 
similarity search of the contigs and singletons against the TCs (Fig. 1a). We used an E 
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Table 2. Number of TCs for each species 

Species TCs 
Hordeum vulgare 
Triticum aestivum 
Sorghum bicolor 
Zea mays 
Oryza sativa 
Arabidopsis thaliana 

13 874 
17 131 
12 596 
15 661 
17 323 
15 168 

Total 91 753 

 
value threshold of 10-80 as an attempt to assure that the sequences were matched to a 
true ortholog. An expression value for each TOG was thereafter inferred by counting 
the number of ESTs in the contigs and singletons that were mapped to the TOG  
(Fig. 1c). Expression values were calculated for each set, hence giving an expression 
profile for each TOG.   

The number of contigs and singletons that had a significant match varied among 
the EST sets, where rice and Arabidopsis had the highest percentage of matches and 
oat the lowest (Fig. 2). The lower number of significant matches for oat is probably 
due to there not being any oat sequences among the TCs downloaded from TIGR 
 

 

Fig. 1. Overview of the derivation of TOG expression profiles. a) The best EGO TC similarity 
match for each contig and singleton in each set was identified through a BLASTn search. b) 
The downloaded TCs from the EGO database were clustered into a set of non-redundant 
tentative ortholog groups (TOGs) using the OrthoMCL algorithm. c) Each contig and singleton 
was mapped to the TOG containing the most similar TC, and an expression profile was inferred 
for each TOG by summing the number of ESTs included in the TCs mapped to it. 
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that can match oat-specific genes. In total 8,971 TOGs received an expression value 
in at least one of the 18 EST sets, of which 7,460 TOGs had an expression value in at 
least one of the cold stress sets.  

4   Cold Acclimation Genes in Arabidopsis Identified Through 
Microarray Analysis 

Arabidopsis thaliana has for a century been the model organism for the majority of 
processes in plants and it is the most studied species regarding cold acclimation in 
plants [26]. Several hundred cold-responsive genes in Arabidopsis have been 
identified through high-throughput gene expression profiling experiments [16, 27-31]. 
We therefore constructed a database, AtCG (Arabidopsis thaliana Cold-Induced 
Genes), of genes induced by cold in Arabidopsis, as reported from five previous 
microarray studies [28-32], and studied their TOG expression values in the different 
cold stress sets. For a gene to be included in the database, it had to be up-regulated in 
at least one time step in at least two of the five independent studies [28-32]. These 
criteria applied to 1,271 genes, for which coding sequences were downloaded from 
the TAIR web site2. The downloaded genes were searched by sequence similarity 
against the downloaded TCs from TIGR using BLASTn (E=0.0), where the stringent 
E value was used to assure that genes were mapped to the correct corresponding TC. 
The distribution of the number of significant similarity matches per AtCG gene in the 
different cold stress EST sets reveals that a majority of them did not receive a hit  
(Fig. 3). In addition, of those that did get a hit, the majority are weakly expressed with 
only one matching EST member. This means that a large proportion of the genes will 
not be detected as preferentially expressed in the cold sets by the statistical tests. It 
also indicates that microarray and EST sequencing studies seem to identify different 
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Fig. 2.  Percentage significant similarity matches for each species and EST set 
 
                                                           
2 http://www.arabidopsis.org/tools/bulk/sequences/index.jsp 
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Fig. 3. Distribution of number of significant similarity matches for the AtCG genes in the 
different cold stress EST sets. The AtCI III set had the least uneven distribution, with ~45% of 
AtCG genes having 0 matching ESTs. For all other EST sets, more than 80% of the AtCG 
genes had 0 matches. The intervals in the histogram were set (from left to right) to: 0, 1, 2, 3, 4, 
5, 6, 7, 8, 9, 10, 20, 30, 40, 60, 80, 100 or more ESTs. 

sets of cold regulated genes. The subsequent question was therefore: which cold 
regulated genes have been picked up by the EST sequencing experiments? 

5   Preferentially Expressed TOGs 

In a study by Romualdi et al. (2001), different test statistics for detecting 
differentially expressed genes in multiple EST sets were compared. The conclusion 
was that the general χ2 test was the most efficient in multiple libraries, especially for 
weakly expressed genes, and that the Audic and Claverie (1997) test was the most 
efficient for pairwise comparisons. Thus, we applied the test statistics developed by 
Audic and Claverie (AC), the χ2 2x2 test (Chi), the R statistic [18] and the general χ2 
test over multiple data sets (MultChi) to the unbiased sets in order to detect 
differentially expressed TOGs in the cold sets. Fisher’s exact test and Greller and 
Tobin’s test (1999) were excluded, as they appear to be too conservative [12]. The 
web tool developed by Romualdi et al. (2003) was used to infer differentially 
expressed TOGs from each test.  

In the initial testing of the statistics we applied the R statistic both pairwise and 
across all sets, even though it is intended for comparison over multiple sets. The p-
value threshold was set to 0.05 and TOGs were detected with and without Bonferroni 
correction. In this initial testing the larger unbiased EST set from Arabidopsis, AtCI 
II, in comparison to the drought stress sets, AtDI I and AtDI II, were used as control 
sets. The number of detected TOGs varies among the tests (see Table 3), revealing 
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that the test statistics do not entirely detect the same ones. Additionally, which TOGs 
are detected depends on the control set used, which can be deduced from the small 
intersection between sets of TOGs derived from the two control sets (Table 3, column 
‘Intersection’). Comparing the results gained with and without Bonferroni correction 
reveals that the tests detect a substantially larger number of TOGs when Bonferroni 
correction is not used. Additionally, a larger number of TOGs are detected when the 
R statistic is applied pairwise, since the union of the pairwise-detected TOGs is larger 
than the number inferred from the multi-comparison. 

When using EST gene expression studies the focus is on genes that are 
preferentially expressed in a cDNA library compared to another. However, since the 
tests only consider if there is a significant differential expression in the libraries, 
without preference to any particular library, there is no report on which library the 
gene is preferentially expressed in. Consequently, a proportion of the reported TOGs 
might be preferentially expressed in the control libraries. However, these genes are 
less interesting, as we want to extract those that are expressed during cold stress. 
Preferential expression of genes in a control set does not automatically indicate that 
these are down-regulated in cold. For example, housekeeping genes, which are 
expressed at a relatively constant level disregarding cold stress or not, may show a 
lower proportion of the total number of transcripts during over-expression of  
cold-responsive genes.  

In order to derive preferentially expressed TOGs, we calculated the relative EST 
frequency for each detected TOG in each set and marked them as up-regulated if the 
frequency was higher in the cold stress set than in the control set. TOGs were 
considered as preferentially expressed if they were: 1) detected as differentially 
expressed by any of the test statistics used; and 2) up-regulated in comparison to all 
control sets. This applied to 55 TOGs, which corresponds to 1.4% of the total number 
of TOGs expressed in AtCI II.  

The most important aspect of the initial study is that only a minor portion of the 
TOGs were detected as preferentially expressed. However, many of the TOGs are 
uniquely expressed in cold, i.e. have an expression value in the cold stress set but not 
in any of the control sets. Of the 2253 (58% of totally derived from AtCI II) TOGs 
that are uniquely expressed in this set, merely five are detected by any of the test 
statistics. There is a possibility that these TOGs represent genes that are cold induced, 
since they do not have a corresponding expression in any of the control sets. On the 
other hand, many of them are weakly expressed with only one EST member. 
Considering the larger size of the cold stress EST set compared to the control sets, 
these TOGs might contain false positives that have not been discarded in the 
comparison to the control sets (the weakly expressed genes have probably not been 
sampled in the controls). As an attempt to decrease the numbers of false positives but 
still pick up presumably cold induced genes among these uniquely expressed, we only 
included TOGs with ≥3 EST members, even though there is a risk of missing some 
cold induced genes. Setting a threshold reduced the number of uniquely expressed 
TOGs to 627 (16% of totally derived from AtCI II), but in total increased the number 
of derived TOGs to 653 (17%). 
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Table 3. The number of differentially expressed TOGs in the AtCI II set in comparison to the 
control sets, as derived by the different test statistics. BF indicates if Bonferroni correction was 
used (Y) or not (N). AtCI II vs. DI I/II represents the number of detected TOGs in the AtCI II 
in comparison to AtDI I or AtDI II, respectively. Intersection is the number of TOGs in the 
intersection of TOGs detected in comparison to AtDI I and AtDI II, respectively; Union is the 
number of TOGs in the union of TOGs detected in comparison to AtDI I and AtDI II, 
respectively; Cold vs. All represents the number of TOGs detected by the multi-comparison 
tests applied to all sets. 

Test  BF AtCI II 
vs. DI I 

AtCI II 
vs. DI II 

Intersection Union Cold 
vs. All 

AC Y 17 19 7 29 - 
Chi Y 24 8 2 30 - 
R Y 17 6 2 21 23 
MultChi Y 24 8 2 30 20 
AC N 226 135 45 316 - 
Chi N 360 214 54 520 - 
R N 269 243 66 446 302 
MultChi N 360 214 54 520 314 

Table 4. Results from the identification of preferentially expressed TOGs. TOGs: total number 
of TOGs expressed in the specified set. ≥ESTs: the threshold set for the minimum number of 
ESTs in the TOGs. Test statistics: number of TOGs derived using the specified test statistics. 
Uniq. expr.: number of TOGs uniquely expressed in the cold stress set. Pref. expr.: total 
number of preferentially expressed TOGs. AtCG: number of TOGs corresponding to a gene in 
the AtCG database. 

EST set TOGs ≥ESTs Test statistics Uniq. expr. Pref. expr. AtCG 
Unbiased       
AtCI II 3875 3 55 (1.4%) 627 (16.2%) 653 (16.6%) 90 (13.8%)
AtCI III 913 2 410 (44.8%) 338 (37.0%) 410 (44.9%) 43 (10.5%)
AsCI 1762 2 59 (3.3%) 458 (26.0%) 473 (26.8%) 36 (7.6%)
HvCI 1985 2 24 (1.2%) 117 (5.9%) 136 (6.9%) 11 (8.1%)
TaCI 598 1 121 (20.2%) 285 (47.7%) 308 (51.5%) 16 (5.2%)
Subtracted      
AtCI I 668 1 - - 668 (100%) 88 (13.2%)
OsCI 1431 2 - - 540 (37.7%) 59 (10.9%)

The combined method of deriving preferentially expressed TOGs was thereafter 
applied to the remaining unbiased EST sets (see Table 4). We used different 
thresholds for the minimum number of ESTs when deriving uniquely expressed 
TOGs, since the size of the cold stress sets differ markedly (Table 4, column 
‘≥ESTs’). For the subtracted EST sets no comparison to any control set was 
performed as this has already been done experimentally.   

6   Comparison of Derived TOGs 

The number of derived preferentially expressed TOGs varies among the sets (Table 4), 
with the largest number being derived for AtCI I and the smallest for barley. 
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Comparing the results with the previously identified cold-induced genes from the 
Arabidopsis microarray experiments (the AtCG set), several genes can be found 
among the derived TOGs. Although most of the AtCG genes have not been sampled 
in any of the cold experiments included here or are weakly expressed, about one third 
of the expressed genes have been identified by the method. In the AtCI II set a total of 
491 TOGs correspond to an AtCG gene, where 251 are represented by more than two 
ESTs (the specified threshold for this set), and of those, 35.9% (90 TOGs) were 
identified by the method. For AtCI III a total of 119 TOGs with more than one EST 
member correspond to an AtCG gene and of those 36.1% (43 TOGs) were derived by 
the method. For the oat, barley and wheat sets 24.3%, 44.3% and 14.4%, respectively, 
were derived. In the subtracted sets these numbers correspond to 38.4% and 43.7% in 
the AtCI I and rice set, respectively.  

However, there are many other TOGs that are preferentially expressed, but are not 
included among the AtCG genes, which is shown by the low percentages of AtCG 
genes among the total number of derived TOGs (Table 4). In the unbiased sets 5.2-
13.8% of the TOGs correspond to an AtCG gene, which resembles the number of 
AtCG genes identified in the sets from the subtracted libraries, i.e.13.2% and 10.9% 
in AtCI I and rice, respectively. There is also a clear difference in the number of 
detected AtCG genes in Arabidopsis and rice, in comparison to the remaining crop 
species, where substantially larger numbers of genes can be found among the first two 
species. This possibly indicates a difference in the cold response among the closely 
related species oat, barley and wheat, compared to the less cold tolerant species 
Arabidopsis and the very cold sensitive rice. 

Further analysis of the results reveals that the derived TOGs differ considerably 
among the sets, as the percentage in the intersection of TOGs among pairs of sets is 
generally low (1.0-11.5%) (Table 5). However, again there is a slight trend that the 
Arabidopsis and rice sets are more alike, as they have more TOGs in common, and 
that oat resembles Arabidopsis and rice more than barley or wheat. At first sight, 
these results could indicate that the method has problems in deriving cold induced 
genes, but when examining the annotation of the TOGs, we found that many of them 
have been shown to be related to cold and/or other stresses (a listing of annotations of 
the most highly expressed TOGs is available from the authors on request).  

For example, there is a dehydrin, At1g54410, which is induced by water stress, as 
well as different heat shock proteins that respond to stress [33]. There are also the 
cold acclimation proteins WCOR410b and WCOR615, and a low temperature 
responsive RNA binding protein. The cold-induced COR410 (Wcor410) is a also 
dehydrin [34], which is expressed during both water-deficiency and cold stress. 
Additionally, the hits include alcohol dehydrogenase (ADH), which has been shown 
to increase in seedlings and leaves of Arabidopsis, rice and maize plants exposed to 
low temperature [35, 36]. Jeong et al. [37] isolated a glyceraldehyde-3-phosphate 
dehydrogenase, from the mushroom Pleurotus sajor-caju, which showed an increase 
in expression when subjected to cold, but also in response to other stresses such as 
salt, heat and drought. When this gene was continuously expressed in transgenic 
potato plants an improved salt tolerance was achieved [37]. Hurry et al. (2000) 
established that low phosphate levels is important for triggering cold acclimatization 
of leaves in Arabidopsis and that, amongst others, fructose-1,6-bisphosphate aldolase, 
transketolase and glyceraldehyde-3-phosphate dehydrogenase increased in expression 
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in wild-type plants subjected to cold stress and these can also be found among the 
derived TOGs that are most highly expressed.  

Further, two glutathione-S-transferase genes are represented among the most 
expressed TOGs in barley. A low temperature regulated glutathione-S-transferase has 
been isolated in a freezing tolerant potato species, which did not accumulate in a 
freezing sensitive potato species [38]. Berberich et al. (1995) isolated a translation 
elongation factor 1 in maize, which increased in expression at low temperature in 
leaves, but, however, decreased in roots. This is also among the most expressed TOGs 
in maize. 

Among the most expressed TOGs for oat and barley, four and three, respectively, 
chlorophyll a/b binding proteins are represented. The oat plants were incubated in the 
dark during the cold treatment, and for the barley experiments dark incubation 
preceded the cold treatment. This possibly triggered the photoacclimation process, 
which is additionally indicated by the presence of photosystem I reaction center 
subunit XI (PSI-L) among the most highly expressed TOGs in the two sets. Light 
harvesting chlorophyll a/b binding proteins (LHCII) are parts of the light-harvesting 
complex (LHC), which transfers excitation energy between photosystem I and II, and 
under changing light conditions the LHCIIs balance this energy between the two 
photosystems [39]. PSI-L has also been shown to increase in expression during light 
[40]. On the other hand, several chlorophyll a/b binding proteins have been shown to 
respond to cold in a wheat microarray experiment [41], which can be explained as a 
response to the imbalance in the energy absorbed through photochemistry and the 
energy utilized through metabolism caused by the shift from warm to low 
temperatures. Light has also previously been shown to activate cold-stress signaling, 
in an Arabidopsis mutant study conducted by Kim et al. (2002), and it was suggested 
that cross-talk occurs between cold- and light-signaling pathways. 

There is also a large representation of ribosomal proteins among the derived TOGs. 
This possibly indicates an increased metabolic activity in the cell as a response to 
cold, which requires an increased synthesis of proteins. On the other hand, although 
ribosomal proteins are primarily part of the ribosome, the function of which is to 
catalyze the mRNA-directed protein synthesis, many of them have a function outside 
the ribosome. For example, a mutation in the 50S ribosomal protein L6 affected the 
membrane stability of cells, which at low temperature caused an influx of compounds 
that are normally unable to penetrate [42]. Hence, this protein is possibly important 
for the membrane stability during cold stress. Additionally, the 60S ribosomal protein 
L10 is also represented among the microarray-identified cold-induced genes in 
Arabidopsis (the AtCG set). 

According to the GO annotation of the TCs, a dozen transcription factors (TFs) can 
be found among the derived TOGs in each of the different sets, except for barley 
where only two TFs were represented. However, this is most likely not a complete set 
of expressed TFs, since many of the TOGs have an unknown function, and a number 
of TOGs are presumably included among these unknowns. The identified TF TOGs 
follow the trend with very little overlap among the sets. Then again, when considering 
TF family membership, some families are represented in almost all sets. For example, 
the AP2/EREBP domain-containing TFs are represented in oat, rice and the 
Arabidopsis sets, bZIPs are represented in rice, wheat, the AtCI II and AtCI III sets, 
and MYBs are represented in all sets except rice. Particularly interesting is the fact 
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that the ICE1 TF [43] has been detected in the AtCI II set and that there is a WRKY 
TF represented in oat [44]. The WRKYs constitute a large family of plant specific 
TFs, of which some are involved in cold and drought responses.  

In addition, studying the GO term annotation of the TCs in the derived TOGs 
reveals that for a large proportion the molecular function and/or biological process is 
unknown. An average of 38.2% of the TOGs in the unbiased sets and 31.4% in the 
subtracted sets are unknowns according to the GO annotation, and on average 51.1% 
and 38.6%, respectively, have an unknown biological process.  

Many of the derived preferentially expressed TOGs correspond to genes previously 
shown to be induced during a longer period of stress. RNA extracted from pooled 
tissues picked from plant individuals at multiple time points will inevitably foremost 
represent transcripts of such genes. Highly or moderately long-term expressed genes 
will be sampled at several time points and therefore have a larger representation in the 
pooled sample than those that are only transiently expressed. Pooled samples were 
used in the construction of cDNA libraries for the oat, Arabidopsis and rice cold stress 
EST sets. For the barley and wheat cold stress sets, the RNA was extracted from 
plants exposed to cold during two days. Here, the transcripts will represent a 
combination of genes that are either long-term expressed or transiently expressed after 
some time of cold treatment. Consequently, the derived TOGs mainly represent genes 
that are highly or moderately long-term expressed during cold. One example is 
alcohol dehydrogenase (ADH), the expression level of which in Arabidopsis, rice and 
maize plants was elevated during several days of cold treatment [35, 36]. In a 
microarray study by Gulick et al. (2000) where wheat plants were exposed to cold, 
the cold acclimation gene WCOR14a was up-regulated at all three of the sampled 
time points, i.e. 1, 6 and 36 days. Similar patterns of expression have been shown for 
Heat shock protein family 70 in spinach and tomato [33], a perennial ryegrass 
glycine-rich RNA binding protein (LpGRP1) [45], and several others among the 
derived TOGs.   

Table 5.  Percentage of preferentially expressed TOGs shared by pair of cold stress EST sets 

 AtCI I AtCI II AtCI III AsCI HvCI TaCI OsCI 
AtCI I - 5.1 6.5 4.4 2.3 1.0 5.7 
AtCI II  - 8.1 1.3 11.5 1.0 2.4 
AtCI III   - 2.8 0.6 1.6 3.5 
AsCI    - 2.4 2.8 4.0 
HvCI     - 1.6 1.7 
TaCI      - 1.3 

The over-representation of long-term expressed genes is further illustrated by the 
absence of the important CBF TFs among the derived TOGs. These TFs are transiently 
expressed very early in the cold acclimation process [46]. Coding sequences for 40 
CBF genes were downloaded [47], of which 28 had a significant similarity match 
against a TC (E≤10-80). These genes were mapped to seven different TOGs, where the 
three CBF genes in Arabidopsis, for example, were clustered together in a separate 
TOG. Of the seven TOGs, only one is among the derived preferentially expressed and 
is included among those derived from the oat cold stress set. 
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7   Discussion and Conclusions 

Cold acclimation is an essential process for plants in temperate climates to survive 
harsh winter conditions. Low temperature is a major factor limiting the growth, 
productivity and distribution of the plants. In addition, physical injuries may result 
from freezing at subzero temperatures. The low temperature response is highly 
complex and the challenge is to distinguish genes responsible for the regulation of the 
acclimation from those related to the metabolic adjustments to the temperature shift. 
In order to do this, gene expression studies, such as cDNA microarrays and EST 
sequencing, are valuable for identification of genes contributing to the acclimation 
process. Consequently, such techniques have been used to study the cold acclimation 
process in various species. Several EST sets have been generated from cold stress 
plant cDNA libraries, which represent a rich source of information on genes 
participating in the process.  

In this study we analyzed cold stress EST sets from a number of crop species as 
well as Arabidopsis thaliana, with the aim of identifying genes preferentially 
expressed in cold. Instead of deriving expression profiles for individual genes in the 
different species, we inferred expression values for orthologous genes, in order to get 
comparable expression estimates across multiple species and sets. This proved to be a 
successful approach, since expression values were easily derived and many TOGs 
with a function related to cold stress could be identified.  

On the other hand, the approach is not entirely faultless and has limitations. For 
some of the TOGs the OrthoMCL algorithm clustered too many TCs together. For 
example, the largest TOG consists of 188 TC with rather diverse annotations, and 
should preferably be split up into smaller groups. Unfortunately, the consequence of 
the erroneous clustering is that it will generate an overestimated expression value for 
some of the TOGs. This flaw partly depends on the algorithm not separating orthologs 
and paralogs. Hence, ESTs that correspond to different orthologs will be mapped to 
the same TOG. It also depends on the fact that TCs originate from ESTs, which are 
not full-length gene sequences and therefore many of the TCs are partial sequences 
that are difficult to cluster into correct, separate groups. 

Several test statistics were applied and assumed to correctly detect differentially 
expressed genes. This assumption was based on a comparative study by Roumaldi et 
al. (2001) where it was concluded that the statistics are capable of detecting all 
differentially expressed genes when dealing with highly expressed genes that also 
have a large extent of differential expression. On the other hand, when the expression 
levels and/or the extent of differential expression decrease, the number of false 
negatives increase. In addition, Roumaldi et al. did not investigate how many false 
positives were detected by the statistics, and therefore an extended study should be 
conducted in order to get an objective view of the performance of the statistics. In this 
study the number of false positives is unknown, although our analysis of the 
annotation of the TOGs indicates that the number is limited. 

The results show an unexpectedly diverse representation of genes in the different 
cold sets, adding valuable information on potential mechanisms behind the 
acclimation process. However, it can not be excluded that a portion of these genes are 
identified as a result of limitations in the method. For example, the experimental 
conditions when constructing the cDNA library and sequencing of ESTs affects which 
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genes are sampled, especially considering the time points of sampling and the 
temperatures, but also other variables such as the humidity and growth medium. This 
is supported by a microarray study by Vogel et al. (2004), aimed at identifying a set 
of genes that were cold-responsive both in plants grown in soil in pots and plants 
grown on plates containing solid culture medium. In the plate experiments both root 
and shoot tissue was used in the expression study, while only shoot tissue was used in 
the soil experiment. The results showed that only about 30% of the genes were 
differentially expressed in both growth media, and hence, there was a diverse 
representation of identified cold-regulated genes. Vogel et al. concluded that this 
likely reflected the differences in the culture conditions as well as differences in 
harvested tissue. The EST sets used in this study also differ in both growth media and 
tissue, and consequently, the diverse representation is also here likely to reflect some 
of these differences. 

Additionally, the control sets used also affect both how many and which specific 
TOGs are derived. For example, the AtCI sets were compared to drought stress sets, 
which most likely excluded cold induced genes that are also drought induced, whereas 
for oat and wheat etiolated and/or unstressed sets were used as controls. Another 
factor is that induced genes most probably differ among the species, which is further 
supported by a comparative microarray study between winter and spring wheat in 
response to cold [41], where the results showed a clear difference between genes 
induced by cold in the two cultivars.  

The method identified a large number of genes that were not identified in the 
microarray studies for Arabidopsis. Thus, this study indicates that the two different 
types of expression studies identify different sets of cold-induced genes. The EST 
sequencing technique has few parameters that affect the results. In addition, it works 
even if probes are missing and it focuses on expressed genes. However, it is less 
sensitive than microarrays, since the sets commonly originate from a pooled cDNA 
library including several time points. Microarray studies give a higher sensitivity and 
are commonly designed to gain information on several time points. On the other hand, 
there are many parameters in the analysis of the microarray experiments that can give 
very diverse results. Consequently, the methods should be used as complements to 
each other, instead of being seen as mutually exclusive. 

In conclusion, the method used here to identify preferentially expressed TOGs 
among multiple EST sets, despite its limitations, was able to identify many genes with 
a function related to cold and/or other stresses. Although the results showed a highly 
diverse representation of genes, the TOGs mainly represented genes that are long-
term expressed. Thus, the results generated here will provide useful information on 
genes that participate and are required over a longer time in the cold acclimation 
process. The method also identified a large proportion of genes with unknown 
function and the next step is to elucidate their role in the cold acclimation process.  
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Abstract. We analyse data from the Edinburgh Mouse Atlas Gene-
Expression Database (EMAGE) which is a high quality data source for
spatio-temporal gene expression patterns. Using a novel process whereby
generated patterns are used to probe spatially-mapped gene expression
domains, we are able to get unbiased results as opposed to using an-
notations based predefined anatomy regions. We describe two processes
to form association rules based on spatial configurations, one that asso-
ciates spatial regions, the other associates genes.

Keywords: association rules, gene expression patterns, in situ hybridiza-
tion, spatio-temporal atlases.

1 Introduction

Association rules are popular in the context of data mining. They are used in
a large variation of application domains. In the context of gene expression and
images, we can classify previous studies into three categories:

1. Association rules over gene expression from micro-array experiments.
2. Association rules over features present in an image.
3. Association rules over annotated images.

The first category aims to find rules that show associations between genes, and
perhaps other things, such as the type of treatment used in the experiment
[1,2]. Typical examples of such rules are: if gene a expresses then there is a
good chance that gene b also expresses. The second type leads to rules that say
something about the relationships between features in images. We found only
a few studies in this direction. One which first uses a vocabulary to annotate
items found in tiled images and then creates rules that describe the relationships
within tiles [3], another which aims to discriminate between different textures by
using associations rules [4,5]. Last, the third category extracts rules that show
how annotations of images are associated, which is useful to find further images
of interest based on an initial set found from a search query [6]. This is the
typical concept of “customers who bought this also bought that”.
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We introduce a novel application of mining for association rules in results
of in situ gene expression studies. In earlier studies in which association rules
were applied to gene expression results, these results originated from micro-
array experiments, where the aim is to find associations between genes [1,2] in
the context of broad tissue types. Here in contrast, we will operate on accurate
spatial regions with patterns derived from in situ experiments. This type of
accurate data enables us to extract two types of interesting association rules,
first we can extract the same type of relationships between genes. However, we
can also extract rules expressed in the form of spatial regions, thereby providing
knowledge on how areas in an embryo are linked spatially. The only other study
in the direction of spatial association rules the authors are aware of, is solely
based on synthetic data [7].

In the next section we describe the Edinburgh Mouse Atlas Project, a spatio-
temporal framework for capturing anatomy and gene expression patterns in de-
veloping stages of the mouse. Then, in Section 3 we explain the concepts and
process of extracting association rules. The spatial framework and association
rules are combined in Section 4, which forms the basis for our experiments and
results in Section 5. A discussion is given in Section 6.

2 Edinburgh Mouse Atlas Project

emage (http://genex.hgu.mrc.ac.uk/) is a freely available, curated database
of gene expression patterns generated by in situ techniques in the developing
mouse embryo [8]. It is unique in that it contains standardized spatial represen-
tations of the regions of gene expression for each gene, denoted against a set
of virtual reference embryo models. As such, the data can be interrogated in a
novel and abstract manner by using space to define a query. Accompanying the
spatial representations of gene expression patterns are text descriptions of the
sites of expression, which also allows searching of the data by more conventional
text-based methods terms.

Data is entered into the database by curators that determine the level of
expression in each in situ hybridization experiment considered and then map
those levels on to a standard embryo model. An example of such a mapping is
given in Figure 1. The strength of gene expression patterns are classified either
as no expression, weak expression, moderate expression, strong expression, or
possible detection.

In this study we restrict to a subset of the data contained in the database.
This subset of data originates from one study [9] and contains 1618 images of in
situ gene expression patterns in a wholemount developing mouse embryo model
of Theiler Stages 16, 17, and 18 [10]. The study includes 1030 genes; a subset of
genes were screened two or three times. By mapping the strong and moderate
expression patterns of these images on to the two-dimensional model for Theiler
Stage 17 shown in Figure 1(b), we can work with all these patterns at the same
time.

http://genex.hgu.mrc.ac.uk/
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(a) Original image shows ex-
pression of Hmgb1 in a mouse
embryo at Theiler Stage 17

(b) Standard embryo with mapped
levels of expression (red=strong, yel-
low=moderate, blue=not detected)

Fig. 1. An example of curating data; the gene expression in the original image on the
left is mapped on to the standard embryo model of equal developmental stage on the
right (entry EMAGE:3052 in the online database).

3 Association Rules

Various algorithms exist to extract association rules, of which the Apriori [11]
algorithm is the most commonly used and we too shall use it in this study.
It entails a two-step process, defined below, which consists of first generating
the set of frequent itemsets, from which association rules are extracted that are
above a certain confidence level.

Definition 1

1. Given a set of items I, the input consists of a set of transactions D, where
each transaction T is a non-empty subset of items taken from the itemset I,
so T ⊆ I.

2. Given an itemset T ⊆ I and a set of transactions D, we define the support
of T as supportD(T ) equals the proportion of transactions that contain T to
all transactions |D|.

3. By setting a minimum support level α, where 0 ≤ α ≤ 1, we define frequent
itemsets to be itemsets where supportD(T ) ≥ α.

Definition 2

1. An association rule is a pair of disjoint itemsets, the antecedent A ⊆ I and
the consequent C ⊆ I, where A ⇒ C and A ∩ C = ∅.

2. The concept of support of an association rule carries over from frequent
itemsets as supportD(A ⇒ C) = supportD(A ∪ C).
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3. We define the confidence of an association rule A ⇒ C as:

confidenceD(A ⇒ C) =
supportD(A ∪ C)

supportD(A)

In other words, frequent itemsets are items that frequently occur together in
transactions with respect to some user defined parameter, i.e., the minimum
support. In an analog way, the confidence of association rules shows how much
we can trust a rule, i.e., a high confidence means that if A occurs, there is a high
chance of C occurring with respect to the set of transactions.

The prototypical example to illustrate association rules uses the domain of
the supermarket. Here a transaction is someone buying several items at the
same time. An itemset would then be something as {jam, butter, bread}. If this
itemset is also a frequent itemset, i.e., it meets the minimum support level, then
a possible association rule would be {jam, butter} ⇒ {bread}.

We provide the definition of lift [12], which is a popular measure of interest-
ingness for association rules. Lift values larger than 1.0 indicate that transactions
(A ⇒ C) containing the antecedent (A) tend to contain the consequent (C) more
often than transactions that do not contain the antecedent (A). Lift is defined
as,

Definition 3. lift(A ⇒ C) = confidence(A ⇒ C)/support(C)

4 Applying Association Rules on the Spatial Patterns

We create a set of “probe patterns” by laying a grid over the standard embryo
model. Each point in the grid is a square of size 5 × 5 pixels. The whole image
is 268 × 259 pixels.

To create a relationship between the gene expression patterns in the images,
we first build a matrix of similarities between those patterns and the probe
patterns. Each element in the matrix is a measure of similarity between the
corresponding probe pattern and gene-expression region. We calculate the simi-
larity as a fraction of overlap between the two and the total of both areas. This
measurement is intuitive, and commonly referred to as the Jaccard index [13]:

similarity(d1, d2) =
S(d1 ∧ d2)
S(d1 ∨ d2)

,

where S(x) calculates the size of the pattern x. The pattern d1 ∧ d2 is the the
disjunction or intersection of the image d1 and the probe pattern d2, while the
pattern d1 ∨ d2 is the union of these regions. The similarity is higher when the
overlapping area is large and the non-overlapping areas are small.

In Figure 2, two gene expression pattern images are shown, together with
their patterns in the standard embryo model. Also, three examples of probe
patterns are shown. We pair probe patterns with gene expression patterns and
then calculate the Jaccard Index, which gives us a measure of overlap. A high
number means much of the two patterns overlap, where 1.0 would mean the
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Fig. 2. Similarity matrix. Each original gene-expression assay shown on the left-hand
side is mapped on to the standard model embryo, a Theiler Stage 17 wholemount. The
probe patterns, shown at the top are then compared with the mapped gene-expression
patterns using the Jaccard Index as a similarity measure. These are depicted in the
table. The actual simularity matrix has 1618 rows and 1675 columns.

unlikely event of total overlap. A very small number, such as 0.00029, means
only a little area of the probe pattern overlaps with a large gene expression
pattern, and 0.0 would mean no overlap occurs at all. This is important to note
as later we will use a threshold to filter these latter two occurrences.

From the similarity matrix, or interaction matrix, two different sets of trans-
actions are constructed, which in turn lead to two different types of association
rules.

1. The items I are genes from the data set, where a transaction T ⊆ I consists
of genes that all have an expression pattern intersecting with the same probe
pattern.

2. The items I are the probe patterns, where a transaction T ⊆ I consists
of probe patterns all intersecting with the expression patterns in the same
image.

To create the first type of transactions, we take for each probe pattern r,
every gene g from which its associated gene expression pattern ge satisfies the
minimum similarity β, i.e., similarity(r, ge) > β, to form the itemset.

The second type of transactions is created in a similar way. For each gene
expression pattern g in the database we create an itemset that consists of a set
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of probe patterns that intersect with the gene expression pattern ge. Each probe
pattern r must satisfy the minimum similarity β, i.e.., similarity(r, ge) > β, to
get included in the itemset.

When the transactions are formed, the standard Apriori algorithm is used to
create frequent itemsets, where the minimum support is set to different values
for the different types. The common procedure is to start with a high minimum
support, e.g., 90%, which often does not yield any results, and then reduce the
threshold as far as the algorithm will support it. At some point either the amount
of memory required or the amount of time will render the algorithm useless, at
which time we stop and take the results from previous tried minimum support
level. From the frequent itemsets we build association rules. Generally we want
rules we can be confident about, hence we set the minimum confidence level to
0.97.

5 Experiments and Results

We generated a 1675 square probe patterns of size 5×5 to cover the whole stan-
dard embryo model. These parameters were chosen first to match the number of
images used in this study. Also, the 5 × 5 probe patterns allow sufficiently large
transactions and a sufficiently number of transactions. When forming transac-
tions, we used a minimum similarity of β = 0.005. This latter parameter setting
was chosen after first performing the whole process with β = 0.00, which re-
sulted in frequent itemsets and consequently, association rules, with a very high
support (above 80%). This generally happens when items are over-represented,
and then dominate the analysis. This is caused by gene expression patterns that
cover an extremely large area of the embryo. As such patterns will intersect al-
ways they do not make an interesting result for finding associations. Also, such
association rules are obvious ones.

For example, when using no minimum similarity, e.g., β = 0.00, and searching
for associations by genes, the highest supported association rule is Hmgb2 ⇒
Hmgb1 with a support of 0.881, a confidence of 0.993, and a lift of 1.056. These
genes are known to be highly associated and are common to many processes [14],
hence they express over much of the embryo.

By using the similarity measure to our advantage we can filter out these over-
represented genes as in these cases the similarity measure will be small due to the
large non-overlapping areas of expression. We found a threshold of β = 0.005 is
sufficient to exclude these patterns. Smaller values rapidly decrease the number
of genes left after filtering, and this will make the analysis useless. The runtime
of the Apriori algorithm on these data sets is a few seconds on a 2.33Ghz Intel
Core Duo chip.

5.1 Associations by Genes

Table 1 shows the association rules found when transactions are genes that have
regions of expression intersecting with the same probe pattern. Here a minimum
support level of 0.06 is used, and a minimum confidence of 0.97. The lift values
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Table 1. Association rules based on itemsets of genes and where a transaction is a
set of genes exhibiting expression all intersecting with the same probe pattern, created
with a minimum support of 0.06 and a minimum confidence of 0.97.

Rule Antecedent Consequent Support Confidence Lift

1 Lhx4 Otx2 Dmbx1 0.065 0.971 10.871
2 Lhx4 Dmbx1 Otx2 0.065 0.990 9.226
3 Brap Zfp354b 9830124H08Rik 0.060 0.979 10.225
4 9830124H08Rik Trim45 Brap 0.061 0.979 11.813
5 9130211I03Rik Zfp354b 9830124H08Rik 0.062 0.980 10.230

(a) Rule 1 & 2 (b) Rule 3 (c) Rule 4 (d) Rule 5

Fig. 3. Spatial regions corresponding to the conjunction of all transactions, i.e., probe
patterns, that lead to each association rule.

of the resulting rules are high; rule 2 for instance has the smallest lift of 9.2.
This tells us that for all these rules, if the antecedent occurs, it is far more likely
that the consequent occurs than that the consequent does not occur. In other
words, these rules are trustworthy under assumption of the provided data.

We can provide more background information about each rule by showing the
transactions they were inferred from. As in this case the transactions are the
probe patterns, we can display them all at once in the standard embryo model.
Figure 3 shows the spatial regions within the embryo model of each rule. Note
that rule 1 and rule 2 have the same set of genes and therefore reference the same
spatial region. Both these rules associate the genes Lhx4, Otx2, and Dmbx1 in
the midbrain. Rules 3, 4, and 5, all associate genes in the forebrain, 1st branchial
arch and forelimb. However, rule 4 is quite different to rules 3 and 5, as it has
two continuous regions instead of three. Important to note is the accuracy of
the expression patterns in the latter three rules. All three rules share common
genes, but the differences in genes are cause for subtle changes in the patterns
seen in Figure 3.

5.2 Associations by Spatial Regions

When calculating the association rules based on spatial regions representing
items in transactions, which are in turn representing probe patterns intersecting
with patterns of the same gene, we end up with millions of rules. The reason for
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this is that many rules will state obvious knowledge. This is a common effect
in data mining exercises, and it allows one to verify the quality of knowledge
extracted. In the context of spatial transactions, most of the rules we extracted
state: if a probe pattern exhibits expression of gene g, then it is very likely a
neighbouring probe pattern will also exhibit expression of gene g. Although from
a data miner’s perspective, such rules aid in improving trust in the correctness of
the system, they do not provide new information to biologists, as gene expression
patterns are inherently local.

The next step, after extracting the association rules, is to select the rules
that are newsworthy. As local rules are reasonably obvious, many of these rules
state that if a gene exhibits expression in a probe area than it is likely the
adjacent probe area also exhibits the same gene. We therefore sort all the rules
by the relative distances of the probe patterns in each rule. This way, rules that
show relationships between probe patterns further away from each other can be
distinguished from association rules operating on local patterns. This sorting
uses the sum of the absolute Euclidean distance of every pair of probe patterns
in each rule divided by the number of pairs. The higher this sum, the larger the
relative distances between pairs of probe patterns. We will show the two rules
with the largest average distance between the probe patterns.

Figure 4 shows an association rule based on probe patterns as items. The
three square patterns in Figure 4(a) form the antecedent of the rule, while the
square pattern in Figure 4(b) forms the consequent of the rule. It has a support
of 0.130, which is quite high. The confidence of 1.00 means that if the patterns
in the antecedent are expressing a particular gene then under the data provided,
the regions in the consequent must also exhibit expression of the same gene.
The lift is 3.53; this tells us that rules which contain the antecedent will be more
likely to also contain the pattern in the consequent than not contain the pattern
in the consequent. This confirms the rule provides valuable information about
the data.

This rule is extracted from gene expression patterns involving the following
list of genes: 9130211I03Rik 9830124H08Rik Abcd1 Ascl3 BC012278 BC038178

(a) Antecedent (b) Consequent

Fig. 4. Spatial region based association rule with a support of 0.130, a confidence of
1.00, and a lift of 3.53. This should be interpreted as “if a gene exhibits expression in
all areas shown in (a), then it shall also be exhibiting expressing in (b)”. The average
Euclidean distance between the probe patterns is 85.0 pixels.
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Bhlhb2 Brap Cebpa Chek2 Cited4 Cops6 Creb3l4 Cxxc1 Elf2 F830020C16Rik
Fgd5 Gmeb1 Jmjd2a Jrk Mefv Mid2 Mtf1 Nab2 Neurog3 Phtf1 Piwil1 Pole3
Prdm5 Rfx1 Rnf20 Rxra Snf8 Tcf12 Tcfcp2 Thap7 Trim11 Trim34 Wbscr14
Zbtb17 Zfp108 Zfp261 Zfp286 Zfp354b Zfp95.

Figure 5 shows a similar association rule. It has a support of 0.101, a confidence
of 1.00, and a lift of 3.53. More of these rules were extracted and show us there
is a strong relationship between the areas which project onto the developing
eye/forebrain, hindbrain and limb/kidney. It involves the following list of genes:
9130211I03Rik Abcd1 Ascl3 BC012278 BC038178 Bhlhb2 Brap Brca1 Cebpa
Chek2 Cited4 Cxxc1 Elf2 F830020C16Rik Fgd5 Gmeb1 Jmjd2a Jrk Mid2 Mtf1
Nab2 Neurog3 Phtf1 Piwil1 Pole3 Prdm5 Rfx1 Rnf20 Snai2 Snf8 Tcf12 Tcfcp2
Thap7 Trim11 Trim34 Trim45 Wbscr14 Zbtb17 Zfp108 Zfp113 Zfp261 Zfp354b
Zfp454 Zfp597 Zfp95.

(a) Antecedent (b) Consequent

Fig. 5. Spatial region based association rule with a support of 0.101, a confidence of
1.00, and a lift of 3.53. This should be interpreted as “if a gene exhibits expression in
all areas shown in (a), then it shall also be exhibiting expressing in (b)”. The average
Euclidean distance between the probe patterns is 84.5 pixels.

6 Discussion

We show a novel application of association rules extracted from unique data;
accurate spatial localization of gene expression patterns derived from in situ
experiments. Approaching the data from two different angles allows us to derive
two different types of associations. The first type shows relationships between
genes, which form a popular field of study for data mining applications. The
second type extracts rules that link spatial regions of expression patterns within
the embryo. So far, just a few studies consider such rules and they operate
on synthetic data. In this study we have shown that this type of analysis can
yield potentially interesting and novel associations. The next step will include
both automatic (e.g. GO term enrichment and pathway analysis) and manual
analysis of the biological meaning of these rules. The identification of spatial
associations within the embryo using unbiased sampling is, so far as we can
determine, completely novel.

Using our approach of generated probe patterns to represent items in conjunc-
tion with a similarity measure between a gene expression pattern and a particular
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probe pattern provides two major advantages. It allows to filter out expression
patterns that exhibit an area so large they threaten to dominate the frequent
itemsets. These expression patterns generally do not add much knowledge as
they show ubiquitous gene-expression over almost the whole embryo.

A further advantage is a significant decrease in the influence of the human
bias that is present in the annotations of in situ images. Similar experiments
as reported in this study, but performed on the annotations proved difficult
due to a lack of richness, often resulting in support levels too low to consider
useful, for instance less than 3%. There are a number of reasons why human
annotations lack richness compared to the spatial annotations present in the
curated database. Most important is the interest of the annotator as this will
result in a focus on particular features present in the image. Then there is the
knowledge of the annotator, which will significantly influence what features will
be picked up for annotation, and may also result in error. Last we mention time
constraints, which always form a major bottleneck in interactive annotations.
The result is that manual text annotations are at best low-resolution descriptions
of the data but are typically partial and biased observations.

Last, we want to mention the results we showed from tracing back the trans-
actions that are the cause for a certain association rule. In other analyses, such
as supermarket data, these transactions are rather meaningless. However, here
in the spatial context and in the biological context of genes, these transactions
provide supporting evidence to the biologist to understand and verify the con-
sequence of the association rules.

Our near future goal is to provide an interface freely accessible via any web
browser to steer the process of the extraction of both types of association rules.
By providing a feedback mechanism we then allow biologists to evaluate the
usefulness of the rules.

Longer term goals are to include the temporal aspects present in the database,
thereby providing rules that state relationships between different stages of devel-
opment. Also, providing comparative analysis of association rules across species,
specifically between the mouse and human model, to highlight similarities and
differences in gene and spatial interactions.
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Abstract. It has previously been demonstrated that gene expression
data correlate with event-free and overall survival in several cancers. A
number of methods exist that assign patients to different risk classes
based on expression profiles of their tumor. However, predictions of ac-
tual survival times in years for the individual patient, together with
confidence intervals on the predictions made, would provide a far more
detailed view, and could aid the clinician considerably in evaluating dif-
ferent treatment options. Similarly, a method able to make such predic-
tions could be analyzed to infer knowledge about the relevant disease
genes, hinting at potential disease pathways and pointing to relevant
targets for drug design. Here too, confidences on the relevance values for
the individual genes would be useful to have.

Our algorithm to tackle these questions builds on a hierarchical
Bayesian approach, combining a Cox regression model with a hierarchical
prior distribution on the regression parameters for feature selection. This
prior enables the method to efficiently deal with the low sample num-
ber, high dimensionality setting characteristic of microarray datasets. We
then sample from the posterior distribution over a patients survival time,
given gene expression measurements and training data. This enables us
to make statements such as ”with probability 0.6, the patient will survive
between 3 and 4 years”. A similar approach is used to compute relevance
values with confidence intervals for the individual genes measured.

The method is evaluated on a simulated dataset, showing feasibility
of the approach. We then apply the algorithm to a publicly available
dataset on diffuse large B-cell lymphoma, a cancer of the lymphocytes,
and demonstrate that it successfully predicts survival times and survival
time distributions for the individual patient.

1 Introduction

Gene expression profiles have been shown to correlate with survival in several
cancers [1,13]. One important goal is the development of new tools to diag-
nose cancer [5] and to predict treatment response and survival based on expres-
sion profiles [14,12]. A classification of patients in different risk classes has been
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demonstrated to be a first step [12], and can aid the clinician in evaluating differ-
ent treatment options. However, predicting actual survival times together with
confidence intervals on the predictions would be a valuable progress. Further-
more, an analysis of such a predictor could hint at relevant genes that correlate
with survival, which may provide new information on pathogenesis and ethiol-
ogy, and may further aid in the elucidation of disease pathways and the search
for novel targets for drug design.

One of the main statistical problems in gene expression data analysis stems
from the large number of genes measured simultaneously, typically in the range of
several thousands to tens of thousands, while usually only a few dozen to several
hundred patients are available, even in the larger studies. This causes problems
with multiple testing in hypothesis testing approaches, and yields regression
models with thousands of unknowns but only a small number of data points
to estimate model parameters, and is a severe limitation [11]. For this reason,
dimension reduction methods such as clustering or principal components analysis
are typically carried out prior to further analysis. Unfortunately, criteria used in
dimension reduction are often unrelated to the prediction model used to analyse
the data later and to survival, and may remove relevant genes.

By combining dimension reduction and parameter estimation for regression
parameters into one single step, one can avoid the problems stemming from a
separate dimension reduction. Feature selection can be combined into the re-
gression using a Bayesian approach, penalizing overly complex models using a
special feature selection prior on the regression parameters. On can then max-
imize the posterior, and use the resulting regression parameters for predictions
on new patients [7].

However, from a theoretical point of view, instead of using the maximum
a-posteriori regression parameters for predictions, one should average over all
possible regression parameter values, weighting each with its probability when
making predictions. Let D be the training data given, let x be the vector of gene
expression values measured for a new patient, and let t be the patient’s survival
time. Then, instead of maximizing the posterior p(θ|D) and using the resulting
vector θ to predict, for example, the mean of a distribution p(t|x, θ), predictions
ought to be based on the distribution

p(t|x, D) =
∫

Ω

p(t|x, θ)p(θ|D) dθ, (1)

where the integration is over the full parameter space Ω. Computationally, this
requires an integration over the full (and potentially very high dimensional)
parameter space, and is far more involved than a simple maximization of the
posterior p(θ|D).

In this report, we evaluate equation (1) using a Markov Chain Monte Carlo
(MCMC) approach. This allows us to sample survival times directly from the
distribution p(t|x, D), which are used to compute means and variances over sur-
vival times for the individual patient. The distribution over predicted survival
times can be visualized, providing far more information than just a mere pre-
dicted risk class or a single survival time in years. In addition, we demonstrate
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sampling from the posterior distribution p(θ|D), which provides relevance val-
ues with confidence intervals for the distinct gene expression values measured,
revealing relevant survival related genes.

After a presentation of the method, we show its application to a simulated
dataset first, and then present results on a publicly available clinical dataset on
diffuse large B-cell lymphoma, a cancer of the white blood cells.

2 Approach

2.1 The Cox Regression Model

Let x ∈ IRn be the vector of gene expression measurements for a given patient
of interest, where n is the number of genes measured, and let T be a random
variable corresponding to the survival time of the patient. The Cox regression
model [3] postulates that the risk of failure in the next small time interval Δt,
given survival until t, is given by

λ(t|x, θ) = lim
Δt↓0

P {T < t + Δt|t ≤ T }
Δt

= λ0(t)e<θ,x>, (2)

where θ ∈ IRn is a vector of regression parameters, and λ0(t) is an arbitrary
baseline hazard function describing the hazard when x = 0. Given x and θ,
the hazard completely specifies the survivor function F (t) = P {T ≥ t} and the
probability density function f(t) = −dF (t)/dt.

Survival data in clinical studies is usually right-censored, i.e., for some pa-
tients, only a lower bound on the survival time is known. Under the conditions
of random censoring over time, independence of the censoring times for distinct
patients from one another, and independence of the censoring process from x and
θ, the maximum likelihood solution to the regression problem is the parameter
vector θ maximizing

p(D|θ) ∝
m∏

j=1

f(t(j)|x(j), θ)1−δ(j)
F (t(j)|x(j), θ)δ(j)

, (3)

where m is the number of patients in the clinical study and x(j) and t(j) are
the vector of the gene expression measurements for patient j and the patients
survival time or censoring time, respectively. The indicator variable δ(j) is 1 if
t(j) is censored, and 0 otherwise.

2.2 Bayesian Extension of the Cox Model

In the setting where one measures far more genes than one has patients in the
study, n >> m, typical of microarray measurements, the optimization problem
of maximizing equation (3) with respect to θ is underdetermined. A predictor
based on a vector θ obtained from such a maximization will usually overfit the
data. This problem can be controlled using Bayesian regularization.
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The posterior distribution over the regression parameters θ given the training
data D is given by

p(θ|D) =
p(D|θ)p(θ)

p(D)
∝ p(D|θ)p(θ). (4)

Here, p(D|θ) is given by the likelihood (3), according to the Cox regression
model. p(θ) is a prior distribution over the regression parameters θ, reflecting
our subjective prior beliefs about the parameters, and p(D) =

∫
p(D|θ)p(θ) dθ.

The central assumption we make at this point is that most of the gene ex-
pression measurements xi for given genes i are not related to survival. This is
modeled using independent mean-zero normal distributions on the components
θi of the parameter vector θ. Furthermore, we assume that most of the normal
distributions are strongly peaked around zero, by using independent gamma dis-
tributions on the standard deviations of the normal distributions on the regres-
sion parmameters. Thus, the prior distribution p(θ) on the regression parameters
is given by

p(θ) =
n∏

i=1

∞∫

0

1√
2πσ2

i

exp
[
−1

2
θ2

i

σ2
i

]
arσr−1

i

Γ (r)
e−aσi dσi, (5)

where a and r are scale and shape parameters of the gamma distribution, and
Γ (·) is the gamma function. Figure 1 shows the resulting prior for the two-
dimensional case. The plot clearly shows how the prior favours solutions with
most of the weights θi in the proximity of zero, thus penalizing models with a
large number of relevant genes.

One can now maximize the posterior (4) and use the resulting weights θ to
make predictions for new cases [7]. However, from a theoretical point of view, one
should not focus on just one single underlying vector of regression parameters
θ. In fact, the distribution p(θ|D) may have multiple modes. To determine the
relevance of individual genes, the full distribution p(θ|D) should be considered.
Similarly, predictions of the survival time t for a new patient with gene expression
values x, given the training data D, should be based on the full distribution

p(t|x, D) =
∫

Ω

p(t|x, θ, D)p(θ|D) dθ. (6)

Mean and variance of the distributions p(θ|D) and p(t|x, D) can then be used
to asses the relevance of individual gene expression measurements and to make
survival time predictions for newly diagnosed patients, respectively.

2.3 Hybrid Monte Carlo Algorithm

Unfortunately, the integrals required to calculate means and variances of equa-
tions (4) and (6) are not analytically tractable. In addition, the integration in
(6) over θ has to be carried out in a very high dimensional space, depending
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Fig. 1. 3-D plot of the two-dimensional prior p(θ) for a = 1 and r = 1.0001. It can
clearly be seen how the prior favors sparse regression parameter vecors with many of
the θi near zero.

on the number of gene expression values measured. Computationally, this is a
challenging problem.

We propose to use the Hybrid Monte Carlo (HMC) algorithm for this pur-
pose. The algorithm was developed by [4] for problems arising in quantum chro-
modynamics, good reviews can be found in [10] and [2]. HMC samples points
from a given multi-dimensional distribution π(ν), expressed in terms of a po-
tential energy function E(ν) = − lnπ(ν), by introducing momentum variables
ρ = (ρ1, ..., ρn) with associated kinetic energy K(ρ), and iteratively sampling for
the momentum variables from K(ρ) and following the Hamiltonian dynamics
of the system in time. Doing so, the algorithm generates a sequence of points
distributed according to π(ν). Moments of the distribution π(ν) can then be
estimated from the samples drawn. In our application, estimates derived from
p(θ|D) will then provide some information on the relevance of individual genes.

The optimum survival time prediction y for a given patient depends on the
error function err(t, ttrue) used to measure the error of predicting a survival
time t when the true survival time is ttrue. When the squared error function
err(t, ttrue) = (ttrue − t)2 is used, it is optimal to predict the mean

∫ ∞

0

tp(t|x, D) dt =
∫ ∞

0

∫

Ω

tp(t|x, θ)
p(D|θ)p(θ)

p(D)
dθ dt. (7)
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This expression can be approximated in two steps:
1. Draw θ(k) from p(D|θ)p(θ)/p(D), using the Hybrid Monte Carlo algorithm.
2. Given θ(k), draw t(k) from p(t|x, θ(k)). This is easily done for the exponential

distribution used in the Cox regression model using rejection sampling.

These two steps are repeated a large number of times, say for k = 1, ..., N , and
(7) is then approximated as

∫ ∞

0

tp(t|x, D) dt ≈ 1
N

N∑

k=1

t(k). (8)

Similarly, the samples drawn can be used to compute the variance of p(t|x, D).

3 Results

As a proof of principle, we applied the approach presented to a simple simu-
lated dataset first, where the true underlying processes determining survival are
known. Then, the method was applied to a publicly available dataset on diffuse
large B-cell lymphoma (DLBCL), a cancer of the B-lymphocytes.

3.1 Simulated Data

Data Simulation: Gene expression levels and survival times were simulated for
240 patients and 7400 genes, using the Cox model, with constant baseline hazard
λ0(t) = 0.18. It was assumed that only the first gene x(j)

1 has an influence on the
survival time t(j) of patient j, all other genes were assumed not to be correlated
to survival. The expression level x(j)

i was drawn from a normal distribution with
mean zero and standard deviation 0.5 for all genes i = 2, ..., 7400 and all patients
j = 1, ..., 240. The “relevant” gene x(j)

1 was either drawn from a normal distrib-
ution with mean -0.6 and standard deviation 0.5, or from a normal distribution
with mean +0.6 and standard deviation 0.5, corresponding to two assumed sub-
classes with different survival characteristics. Patients were randomly assigned
to one of these two classes. Survival times were then simulated by sampling from
the Cox model. Each patient was subject to random, uniform censoring over the
time interval [0, 10].

Gene relevances θ: The data was split in training and validation subsets,
with 2/3 of the patients in the training subset, and 1/3 reserved for validation.
Parameters for the prior distribution over the regression parameters θ were set
to r = 1.6 and a = 40. HMC sampling was started several times with different
starting points, with similar results. 500 initial points of the Markov chain were
discarded, 2500 points were sampled from p(θ|D) and used to compute mean and
variance. Gene x1 is correctly identified as correlated with survival, with mean
E[θ1] = 0.7274 and standard deviation 0.0949. All other weights θ2, ..., θ7400 have
means smaller than 0.0025 and standard deviation smaller than 0.01. Figure 2
shows the projection of the points θ sampled onto the first two dimensions θ1

and θ2.
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Fig. 2. The 3000 points drawn from the distribution p(θ|D), projected onto the first
two dimensions θ1 and θ2, for the simulated dataset

Survival time predictions: Survival time predictions for the validation sam-
ples were then made as described. Figure 3 (left) shows the true survivor func-
tions F (t) for the groups predicted to survive up to and including 5 years, and
longer than 5 years in the validation subset. Shown along with the survivor
functions are two standard deviation error bars on the estimates. A logrank test
of the null hypothesis of equality of the survivor functions gives a p-value of
1.7× 10−6 (n = 80), which is highly significant for rejecting the null hypothesis.

Time dependent receiver operator characteristic [6] curves are useful to evalu-
ate the performance of a predictive algorithm for censored survival times. ROC
curves plot all achievable combinations of sensitivity over specificity for a given
classifier on two-class classification problems. In the context of survival analy-
sis, a threshold t on the survival time is used to distinguish short from long
survivors. The area under the ROC curves (the AUC) can then be plotted for
different threshold times t. This value AUC(t) will be in the interval [0, 1], with
larger values indicative of better performance of the predictor, and a value of
0.5 equivalent to guessing a survival time.

Figure 3 (right) plots the area under the ROC curve for different threshold-
times t in the interval [0, 20], confirming that the sampling algorithm can be
used to successfully predict survival times on the simulated dataset.

3.2 Diffuse Large B-Cell Lymphoma

Diffuse large B-cell lymphoma (DLBCL) is a cancer of the lymphocytes, a type
of white blood cell. It is the most common type of lymphoma in adults, and
can be cured by anthracycline-based chemotherapy in only 35 to 40 percent of
patients, the remainder ultimately succumbing to the disease. The dataset used
was collected by [12], it consists of 7,399 gene expression values measured in 240
patients, using the lymphochip assay.

The data was preprocessed to reduce dimensionality prior to analysis with
the Markov Chain. Several runs on the full dataset were conducted first, but no
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Fig. 3. Left: Survivor functions F (t) estimated from the data for the two subgroups
predicted to live short (≤ 5 years) versus long (> 5 years). Validation samples were
split in short and long survivors based on the survival time predictions made, plotted
are survivor functions for the two subgroups estimated from the true survival times,
together with two standard deviation error bars (p = 1.7 × 10−6, n = 80). Right:
Time dependent area under the receiver operator characteristics (ROC) curve for the
simulated dataset.

sufficient convergence of the chains was achieved in acceptable running times.
Genes with more than 40 percent missing values or with variance less than
0.45 were removed. Genes were then clustered using hierarchical clustering, with
Pearson’s correlation coefficient as similarity measure. Clusters were represented
by their means. Clustering was interrupted when similarity dropped below 0.5 for
the first time, at which point the genes were clustered in 1582 distinct clusters.
Finally, the data was normalized such that each gene had mean zero and variance
one. Patients were then split in training (n = 160) and validation (n = 80)
subsets, using the same split as in the original Rosenwald publication.

Gene relevances θ: 11, 000 points θ(k) were drawn from the distribution
p(θ|D), using the hybrid Monte Carlo algorithm. Parameters used in the prior
distribution p(θ) were a = 30 and r = 1.6, and constant baseline hazard
λ0(t) = 0.18. The first 1, 000 steps of the Markov Chain were discarded, to
allow the chain to converge to its stationary distribution. To check for conver-
gence of the chain, different random starting points were used in different runs,
with very similar results.

The genes receiving weights most strongly corresponding to short survival in
the runs conducted are LC 25054, E1AF, ETV5, DKFZp586L141, SLCO4A1,
MEF2C, CAC-1 and a few others. Genes most strongly associated with long
survival are RAFTLIN, RGS16, MMP1, several MHC genes (including DP, DG,
DR and DM alpha and beta genes), CD9, TP63, CD47, and a few others. Several
of these genes have previously been reported, a biological validation is under way
and will be published elsewhere.

Survival time predictions: Survival times for the patients in the validation
subset were predicted using the two-step-procedure presented. Figure 4 shows
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Fig. 4. Left: Survivor functions estimated from the true survival times, for the sub-
groups of the validation dataset predicted to live long (> 5 years) and short (≤ 5
years), respectively, in the DLBCL dataset (p = 0.01195, n = 80). Right:Area under
the ROC curve plotted over time, for the DLBCL dataset.

the survivor functions estimated from the true survival times, for the subsets of
patients in the validation subset predicted to live short (≤ 5 years) versus long
(> 5 years), along with two standard deviation error bars on the estimate. A
logrank test of the null-hypothesis of equality of the survivor functions of the
two subgroups yields a p-value of 0.01195 (n = 80). Figure 4 shows the area
under the time-dependent ROC curves of the survival time predictions, plotted
over time.

One of the major advantages of the Bayesian approach presented is the ability
of the method to access the full distribution p(t|x, D). This enables us to com-
pute variances on the predictions made, and makes it possible to visualize the
distribution over survival times for the individual patient, providing significantly
more information than is available from “classical” regression methods. Figure 5
illustrates this clearly. The plot shows histograms of the predicted survival times
for selected patients, generated from the survival time predictions made. Shown
are survival time predictions for two representative patients, patient 18 and
patient 21.

Patient 18 has a true survival time of only 0.9 years, even though the pa-
tient has a good prognosis according to clinical staging using the International
Prognostic Index (IPI). The prediction made using the approach presented is
very unfavorable, with a mean predicted survival time of merely 1.3 years, and
a standard deviation over predictions of 1.4 years. The empirical distribution
over survival time predictions is shown in Figure 5 (left), and reflects this un-
favorable outcome. The low standard deviation over the predictions indicates
a strong confidence in the predictions made, and this distribution would have
been an early warning that the patient may be at higher risk than indicated by
clinical staging.

Patient 21 is a long survivor, the true survival time is not known. The patient
was still alive at 6.4 years, at which time he dropped out of the study. Figure 5
(right) shows relative frequencies of predicted survival times for this patient, the
mean of the predictions made is 4.6 years, however, the standard deviation is
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Fig. 5. Left:Distribution over predicted survival times for patient 18, an uncensored
patient with true survival time 0.9 years. The mean predicted survival time for the
patient is 1.3 years, with a standard deviation of 1.41 years. Right:Distribution over
predicted survival times for patient 21. The true survival time for this patient is un-
known, the patient dropped out of the study after 6.4 years. The mean predicted
survival time for the patient is 4.6 years, with a standard deviation of 5.4 years.

5.4 years, indicating less certainty in the predictions made for this patient. The
patient falls into the medium risk segment of the International Prognostic Index
(IPI), which coincides with the distribution over predicted survival times made
by our approach.

4 Discussion

We have analyzed the performance of the method presented on a simulated and
a real-world dataset. Results on the simulated data show that the method is
able to automatically recognize relevant genes and make predictions of survival
directly on high dimensional data, without additional dimension reduction steps.
In addition, variances for the survival times predicted can be computed, yielding
significantly more information to a clinician than a mere prediction of a risk
class. The Kaplan-Meier plots and the receiver operator characteristics analysis
in Figure 3 confirm that the method developed has successfully learned the
underlying mechanisms influencing survival from the data.

Obviously, an analysis of a real-world dataset is more complex than process-
ing the simulated data. The level of noise in gene expression measurements is
unknown, and relevant survival related factors are likely not available. The num-
ber of relevant genes affecting survival in DLBCL is unknown, as is the level of
redundancy in the data. Last but not least, the Cox regression model used may
not appropriately reflect the distribution over survival times, and certainly is a
crude approximation to the true distribution at best.

For running time reasons, it turned out to be necessary to carry out some
dimension reduction on the DLBCL data prior to analysis by the method pre-
sented in this article. Several runs of the Hybrid Monte Carlo algorithm were
conducted on the full dataset first, each requiring approximately three days
on the machine used (Pentium IV, 3 GHz) to sample 10, 000 points from the
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distribution p(θ|D). However, during these 10, 000 steps, no sufficient conver-
gence of the Markov Chains was achieved, and much longer sampling appears to
be necessary. This is likely due to the high redundancy of microarray gene ex-
pression measurements, and correspondingly multiple modes of the distribution
p(θ|D). For this reason, the data was clustered with respect to the genes, reduc-
ing dataset dimensionality and removing redundant information. This contrasts
to the maximum a-posteriori approach we have previously presented, where the
analysis could be carried out on the full data without clustering the genes first [7].

This additional clustering step necessary to reduce dataset dimensionality,
and the complications arising from it, may explain the slightly inferior results
of the Markov Chain Monte Carlo approach presented when compared to the
maximum-a-posteriori (MAP) approach laid out in [7]. From a theoretical point
of view, the MCMC approach should be favored, since it makes use of the full
distribution p(θ|D) for predictions, and not just the single parameter vector
θ∗ maximizing p(θ|D). In addition, confidence intervals are readily available in
the MCMC approach, whereas they cannot directly be computed for the MAP
solution since the integrals involved are not analytically tractable, and additional
approximations and assumptions would be necessary.

The predictive performance of the MCMC approach is comparable to other,
recently published results. For example, [8] have recently published AUC plots for
partial Cox regression models, involving repeated least squares fitting of residuals
and Cox regression fitting, on the same dataset we used, and report AUC values
between 0.62 and 0.67 for the best model in their publication, depending on time
t. Similarly, [9] have presented a 6-gene predictor score for survival in DLBCL,
applying their method to the Rosenwald data, the area under the time dependent
ROC curves is approximately 0.6 for all timepoints t. Results of the MCMC
approach we present yields comparable results, but in addition, can provide
confidences on the predictions made.

5 Conclusion

From the methodological point of view, this work raises two questions that may
deserve further evaluation. Our comparison of results of the MCMC approach
and the MAP approach to making predictions indicates that relevant informa-
tion may get lost in the clustering process. This is an interesting observation
in so far that most approaches in use for survival time predictions from gene
expression data today make use of extensive dimension reduction steps prior to
carrying out the actual data analysis. Such steps are often based on arbitrary
cutoff levels determining more or less directly how many genes are used for the
prediction. The choice of such cutoff levels is often a difficult problem, but results
may depend significantly on them. If too many genes are used, a predictor may
be prone to overfitting, and may struggle with multiple modes and redundant
information in the data. On the other hand, if too much data reduction is carried
out, relevant information may be thrown away. The proper tradeoff is a delicate
balance, and difficult to achieve.
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The second question raised directly relates to the degree of redundancy in
gene expression measurements. Given that some of the genes measured on mi-
croarrays are highly correlated, and given the analysis problems stemming from
high dimensional data with only few samples in clinical studies, clearly larger
studies with more patients and more sophisticated analysis methods are highly
desirable. The prior distribution used over the regression parameters in this work
aims at dealing with this problem by favoring solutions with only few relevant
genes. At the same time, however, a more thorough study of correlation between
genes may be useful to guide the design of future clinical studies, and algorithms
should exploit the correlation structure in the data. After all, what is the point
of measuring expression values of more and more genes, if all we can do with the
additional information is to come up with more and more sophisticated methods
to reduce dataset dimensionality again?

To summarize, we have presented a novel, Markov-Chain based approach to
predict survival times in years and months, together with confidences, from gene
expression data. The method provides feedback on the relevance of individual
genes by weighting the gene expression measurements, and it considers the full
distribution p(θ|D) over the weights when making predictions, instead of merely
using the single vector θ∗ maximizing p(θ|D). By computing first and second
order moments of the distribution p(θ|D), certainties in the gene relevances can
be given.

Similarly, the full distribution p(t|x, D) is evaluated when making survival time
predictions for a new patient x, given the training data D. The method allows
the computation of moments of the survival distribution, and the full distribution
p(t|x, D) can be visualized for the individual patient, as shown in Figure 5.

From a clinical point of view, the methodology presented permits the analysis
of distributions over true survival times in years and months for the individual
patient, directly from gene expression data. Such an analysis may aid a clini-
cian in evaluating treatment options, in particular since the method presented
provides probabilistic statements along with the prediction made, such as the
variance, and full distributions over survival times are available. Patients may
benefit from such advanced predictions in the future, and receive more appro-
priate therapies based on a refined assessment of their individual risk.
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Abstract. In single-nucleotide polymorphism (SNP) association stud-
ies interactions are often of main interest. Logic regression is a regression
methodology that can identify complex Boolean interactions of binary
variables. It has been applied successfully to SNP data but only iden-
tifies a single best model, while usually there is a number of models
that are almost as good. Extensions of logic regression that consider sev-
eral plausible models are Monte Carlo logic regression (MCLR) and a
full Bayesian version of logic regression (FBLR) proposed in this paper.
FBLR allows the incorporation of biological knowledge such as known
pathways. We compare the performance in identifying SNP interactions
associated with the case-control status of the three logic regression based
methods and stepwise logistic regression in a simulation study and in a
study of breast cancer.

1 Introduction

In recent years developments in sequencing technology extended the possibilities
for researchers to study the effect of genetic variations on the risk of develop-
ing a complex disease, such as cancer. The most common sequence variations
are single-nucleotide polymorphisms (SNPs), which consist of a single base pair
difference in the DNA. Some SNPs have been shown to be associated with dis-
eases, e.g. SNPs in N-acetyltransferase 2 (NAT2), which codes for an enzyme
that transforms certain carcinogens, influence the risk of getting colon and blad-
der cancer [1]. In SNP association studies interest focuses not only on the effect
of individual SNPs but also on their interactions. One way of incorporating such
interactions is by estimating haplotypes from the genotype data. However, if
only a few SNPs from each gene are included in the study it is reasonable to use
the individual SNPs in the analysis.

A method to identify complex interactions in situations with many binary
predictors is logic regression. As described in [2] the method has been applied
successfully to SNP data. A potential problem is that logic regression identi-
fies a single best-fitting model, while in practice usually a number of models
fit almost equally well. This problem arises from the large number of possible
predictors and can be overcome by considering several plausible models. In [3]
it is proposed to incorporate logic regression into a Bayesian framework and to
sample from the a posteriori distribution of logic models. The taken approach
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is not fully Bayesian as no prior is set on the regression parameters, they are
instead estimated using maximum likelihood. This requires setting a fixed max-
imum number of predictors and a fixed penalty parameter on model size, which
influences the results that are obtained.

In this article we propose a full Bayesian version of logic regression for SNP
data that uses only simple AND-combinations of binary variables and their com-
plements as predictors.This allows for an easier interpretation of the resulting
models and facilitates the inclusion of available prior information, such as known
pathways. We compare how the different methods based on logic regression per-
form in identifying SNP interactions both in a simulation study and in an ap-
plication to a case-control study on breast cancer. In both situations we also
experiment with the inclusion of a priori pathway information.

2 Methods

2.1 Logic Regression

Logic regression is a regression method designed for data with many binary pre-
dictor variables, especially if interactions between these variables are of main
interest [4]. The method constructs new predictors as logic (Boolean) combina-
tions of the binary variables Xi, e.g. X3 ∧ (XC

2 ∨ X4). Logic regression models
are of the form

g[E(Y )] = β0 +
k∑

i=1

βiLi , (1)

where each Li represents a logic combination of binaries, g is an appropriate
link function and βi, i = 0, 1, . . . , k, are unknown regression parameters. This is
a generalized linear model with binary predictors, as each Li itself is a binary
variable. For case-control data g is taken to be logit(x) = log(x/(1 − x)), where
x ∈ (0, 1). A logic combination can be represented by a logic tree, where each
”leaf” contains a variable or its complement and each knot contains one of the
operators AND and OR. Figure 1 shows such a logic tree. The number of possible
logic trees is huge even for a moderate number of binaries, and studies involving
SNPs usually comprise at least 100 of them.

To find a good-fitting model in the large space of possible models simulated
annealing, a stochastic search algorithm, is used. Starting from a logic model, at
each iteration a candidate model is proposed by randomly changing one of the
logic trees, e.g. by replacing a leaf or growing/pruning a branch. A better fitting
model is always accepted, a worse fitting one only with a certain probability.
The fit is measured by the deviance, i. e. −2 · maxβ �(β), where � is the log-
likelihood and β the vector of regression parameters. The algorithm starts with
a high probability of accepting worse models to avoid getting stuck in a local
minimum. The acceptance probability is then lowered consecutively. More on
simulated annealing and its convergence properties can be found in [5]. The best
model will likely overfit, as the deviance does not penalize model size which
is defined as the total number of leaves on all trees in the model. To avoid
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Fig. 1. A logic tree. White numbers on black background denote the conjugate of a
variable.

overfitting cross-validation is used, choosing the model size as the one with the
lowest mean cross-validation deviance.

To apply logic regression to SNP data, it is necessary to recode the variables
to make them binary. A SNP can be regarded as a variable with the possible
values 0, 1 and 2, representing the number of variant alleles. In [2] it is proposed
to code each SNP variable into two binary variables, Xi,d = 1 if SNPi has at
least one variant allele and Xi,r = 1 if it has two variant alleles, both being 0
otherwise. These binary variables have a biologic interpretation: Xd stands for
the dominant and Xr for the recessive effect of the SNP.

2.2 Monte Carlo Logic Regression

A problem with logic regression is that usually there are many other models
that fit the data almost as good as the best. In Fig. 2 a typical cross-validation
result is displayed. The best model would have three leaves on three trees, but for
many other model sizes and numbers of trees the mean cross-validation deviance
is similar. Therefore it is reasonable to consider more than one plausible model,
especially if a SNP association study has exploratory character, i.e. if the focus
is on obtaining possible associations rather than one best model.

The uncertainty regarding model choice can be taken into account by using
the framework of Bayesian statistics, in which all parameters of a model are
treated as random variables. A prior distribution is set on all parameters. It
can be uninformative or incorporate prior knowledge about the parameters. The
prior distribution p(θ) is updated by the data vector Y resulting in the posterior
distribution p(θ|Y ) using Bayes formula

p(θ|Y ) =
p(Y |θ) · p(θ)

p(Y )
, (2)

where θ is the parameter of interest and p(Y |θ) is the likelihood. It is possible
to assign a prior distribution to a whole space of models. Equation (2) usually
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Fig. 2. Cross-validation result. Labels show number of trees in the model, lines indicate
± 1 standard error. Dashed line shows mean cross-validation error of best model.

cannot be solved analytically. Instead a Markov Chain Monte Carlo (MCMC)
algorithm can be used to obtain a sample from the posterior distribution by
constructing a Markov chain that has the posterior as its stationary distribution.
To sample from a model space with changing dimensionality a special case of
MCMC, the reversible jump algorithm, is needed, see [6] for details. The method
that results from replacing the simulated annealing algorithm in logic regression
by an MCMC scheme is called Monte Carlo Logic Regression (MCLR) in [3]. As
in simulated annealing, in the reversible jump algorithm a candidate model is
proposed and accepted with a certain probability. One difference is that the
formula for the acceptance probability does not change with the number of
iterations.

In MCLR the prior distribution consists of a geometric prior on model size
and a uniform distribution on all models of the same size. The prior for a model
M is thus given by

p(S) · p(M |S) ∝ aS · 1
N(S)

a ∈ (0, 1) , (3)

where N(S) is the number of models of size S. The parameter a from the geo-
metric part of the prior has the effect of penalizing larger models as they have
less prior weight. The penalty parameter a and a maximum number of trees K
have to be preset. The parameter β is not assigned a prior distribution, it is
estimated by maximum likelihood, making MCLR not a full Bayesian method.

The MCMC algorithm is run and after an initial burn-in the found models are
stored. Summary statistics of these models can then be computed, such as the
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proportion of models containing a particular SNP and the proportion of models
containing two SNPs together in one logic tree. This gives an idea of which SNPs
and SNP interactions might be associated with the outcome of interest.

Despite the uniform distribution on models of the same size not all logic
expressions of the same size receive the same prior weight because some expres-
sions have more representations as logic trees than others. An example is given
in Appendix A.

2.3 Full Bayesian Logic Regression

In MCLR the penalty parameter a and the maximum number of trees K have to
be set. It is difficult to choose these parameters from prior knowledge and their
values can have a large influence on the results that are obtained, as will be seen
in the simulation study. By assigning a prior distribution to the β parameters
and thus extending MCLR to a full Bayesian method, the problem of setting
fixed values for these parameters can be overcome.

A large number of sampled models can be summarized better if each of them
is easy to interpret. For the proposed Full Bayesian Logic Regression (FBLR)
we thus use only AND-combinations of binaries and their complements as pre-
dictors. Any AND-combination can be uniquely represented by a sorted tuple of
indices of the included binaries, for example X4 ∧XC

1 ∧X7 by (1C, 4, 7). So there
is no problem with an unequal prior weight for logic expressions. By de Morgans
rule, (Xi ∧ Xj)C = XC

i ∨ XC
j , the complement of any AND-combination is an

OR-combination. It does not matter for the fit whether Li or LC
i is included

in a model, only the sign of the corresponding βi changes, so that all possible
OR-combinations are also implicitly included as predictors.

A prior distribution on β leads to an automatic penalization of larger models,
because for a β of higher dimension the prior mass is spread out more widely,
leading to a lower posterior probability than the one of a smaller model with an
equal likelihood p(Y |θ), as computed by (2). Here, the prior on β is chosen to
be normal with expectation 0 and covariance matrix v · I. As v has an influence
on how much larger models are penalized it is not set to a fixed value, but is
assigned its own distribution. The prior on all unknown parameters can then be
written in factorized form as

p(θ) = p(k) · p(v) · p(β|v, k) ·
k∏

i=1

p(si) · p(bin|si) , (4)

where k is the number of predictors in the model, si is the size of the ith predictor
and bin is the vector of binaries making up that predictor. With the automatic
penalization of larger model, p(k) can be set to be uniform on {0, . . . , K}, where
K is chosen high enough not to be influential, usually K = 10 suffices. p(v) is
an inverse gamma with parameters 0.001 and 0.1. The distribution on a single
predictor is chosen similar to the prior in MCLR, setting p(si) to a (truncated)
geometric distribution with parameter a′ and p(bin|si) to a uniform distribu-
tion on all interactions of size si. The search for interactions can be restricted
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within specific groups of SNPs, making it possible to include prior information,
e.g. about known pathways, so that only biologically plausible interactions are
considered. For interactions of maximum order 2 we simply set a′ to 1, i.e. we do
not put an extra penalty on interactions. If higher interactions are included a′

should be set to a value below 1, e.g. 0.7, to prevent predictors from becoming
to large.

With the distributions of β and v being normal and inverse gamma, sam-
ples from the posterior distribution of models can be obtained by adapting a
sampling algorithm from the Bayesian MARS classification model described in
[7]. The algorithm uses latent variables that make it possible to integrate out
β analytically, so that the marginal likelihood p(Y |M) for a model M can be
used in the acceptance probability instead of p(Y |M, β∗) with a specific value
β∗. This leads to higher acceptance rates and thus makes the algorithm more
efficient. For details on the algorithm the reader is referred to the original paper.
The moves to candidate models for FBLR and how the acceptance probability
has to be modified is described in Appendix B.

After a sample from the posterior has been generated it can be computed in
what fraction of models a predictor is included and predictions can be made,
e.g. by averaging over the predictions by the models in the sample.

Recently another independently developed approach inserting logic regression
in a full Bayesian framework has been published [8]. The approach is based on
haplotype data and the search is constrained to all logic trees consistent with
a perfect phylogeny. We agree that reducing the large number of possible logic
regression models by restricting the model space to biologically plausible ones is
a good idea. In our algorithm the possibility to search for SNP interactions only
within known pathways is in the same spirit.

3 Results

3.1 Simulation Study

The performance of identifying SNP interactions of the methods described in
the previous section is compared in a simulation study. The simulated data sets
are designed to be simplified versions of SNP data sets used in current research.
Each consists of 1000 persons with 50 SNPs each, where each SNP is drawn
from a binomial distribution with parameters 2 and 0.3. The assumption of
a binomial distribution is equivalent biologically to the SNP being in Hardy-
Weinberg equilibrium. The case-control status Y of each person is determined
by drawing from a Bernoulli distribution with the logit of the case probability
η = log

(
P (Y =1)
P (Y =0)

)
given by

– Model 1: η = −0.70+1.0 · (X1d∧XC
2d)+1.0 · (X3d ∧X4d)+1.0 · (X5d ∧X6d)

– Model 2: η = −0.45+0.6 · (X1d∧XC
2d)+0.6 · (X3d ∧X4d)+0.6 · (X5d ∧X6d)

– Model 3: η = −0.40 + 1.0 · (X1d ∧ (XC
2d ∨ X3d))

– Model 4: η = −0.70+1.0·(X3d∧XC
11d)+1.0·(X8d∧X12d)+1.0·(X13d∧X14d)
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Models 1 and 2 represent situations where several independent small SNP in-
teractions influence the probability of being a case, each interaction having a
moderate or low effect, respectively. The third model contains a more compli-
cated interaction with a moderate effect. A model with a complicated interaction
and a low effect is not included as then none of the investigated methods is likely
to find any interaction. In model 1 to 3 the SNPs are independent whereas in
model 4 some SNPs are correlated. With model 4 it is thus possible to evaluate
the effect of linkage disequilibrium, which is often observed in practice. For this
model SNPs 1-5 and 6-10 form correlated groups, where each SNP has a correla-
tion of 0.9 with its direct neighbors within the group. Note that the interactions
(X3d ∧ XC

11d) and (X8d ∧ X12d) in the model contain SNPs from the correlated
groups. As mentioned in [9] SNP association studies are usually concerned with
low penetrance genes and therefore no high effects are used for the simulation.
The intercept β0 is chosen so that each data set contains about 500 cases and
500 controls. Note that for model 3 the true model can only be approximated
by FBLR as the complicated interaction is not in its search space.

For each of the models ten data sets are created and the methods described
in the last section as well as a stepwise logistic regression algorithm are applied
to them. Stepwise logistic regression is implemented by polyclass [10], using the
BIC for model selection. For logic regression we employ 10-fold cross-validation
for models having model size 1 to 10 and containing 1 to 3 trees using 25,000
iterations in each cross-validation step. MCLR is run with a burn-in of 10,000
and 100,000 iterations, once with each of the two standard settings of [3], which
are K = 2, a = 1

2 and K = 3, a = 1√
2
. The proposed full Bayesian version is

based on at most two-factor interactions with a burn-in of 10,000 and 100,000
iterations. We run it once with and once without pathway information, where
it is assumed to be known that SNPs 1 to 20 and 21 to 50 belong to distinct
pathways and interactions are only modelled within them.

All computations are performed with the statistical software environment R
[11], using the package LogicReg for logic regression and MCLR and the package
polspline for stepwise logistic regression. Code for the full Bayesian algorithm
is available from the first author upon request.

It is counted how many of the two-SNP interactions of the true model are
correctly identified, how many SNP interactions not in the true model are iden-
tified and how many of these incorrect interactions include SNPs that are not in
the true model. For the third model the three two-factor interactions included
in the three-factor interaction are counted. For the fourth model the number
of identified interactions in which a SNP from the true model is replaced by
one correlated to it is also evaluated. For MCLR and FBLR the following al-
gorithm is used to determine which interactions are counted as identified. First
all two-factor interactions included in the sampled model are sorted according
to their inclusion proportion. Then the largest jump in the inclusion proportion
is determined. An example is given in Fig. 3, where the largest jump in the
inclusion probability is after the fourth most common interaction. If there is
another jump afterwards that is at least two thirds of the height of the largest,
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then all interactions above that second jump are deemed identified, otherwise
all above the largest jump are used. In the situation of Fig. 3 the jump after the
sixth interaction is only slightly less than the one after the fourth, therefore the
algorithm identifies the first six interactions. If the largest jump is not at least
2.5% or the most frequent interaction is not present in at least 10% of models
no interaction is counted as identified.
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Fig. 3. Identification of interactions. Black dots show interactions identified by the
algorithm.

Table 1 shows the results for the first three models averaged over the ten
data sets. For model 1 with several interactions having moderate effects logic
regression performs worst. It has the fewest correct interactions and the highest
number of incorrect interactions. One reason for the large number of incorrect
interactions is that logic regression identifies incorrect three-SNP interactions
several times which are counted as three incorrect two-SNP interactions. The
results of MCLR with K = 2 are not very good either, which is due to the
fact that the true model would need three trees to be fitted. This shows that
the results of MCLR can differ a lot for different values of K. Both settings
of MCLR identify a high number of incorrect interactions between the SNPs
of the true model. FBLR performs very well, finding on average 2.6 of the 3
correct interactions with no false interactions. The inclusion of pathway infor-
mation slightly improves the results. The stepwise algorithm also shows good
performance. The results for model 2 with several interactions with low effects
show a similar pattern, the main difference to model 1 being that stepwise lo-
gistic regression does not produce good results anymore. For model 3 MCLR
identifies the most correct interactions with similar results for both settings.
The search for complicated models seems to be beneficial here, although logic
regression again does not perform well. FBLR has fewer correct identifications
than MCLR, which reflects that the true model is not in the space of models



98 A. Fritsch and K. Ickstadt

Table 1. Results of the simulation study for models 1 to 3

Model 1 Correct interactions Incorrect interactions Incorrect with SNPs
not in true model

Logic regression 1.3 2.9 2.6
MCLR K = 2, a = 1

2 1.8 1.4 0.2
MCLR K = 3, a = 1√

2
2.6 1.3 0.5

FBLR w/o pathways 2.6 0.0 0.0
FBLR with pathways 2.7 0.0 0.0
Stepwise logistic 2.4 0.2 0.0

Model 2
Logic regression 0.0 1.3 1.3
MCLR K = 2, a = 1

2 0.5 0.3 0.3
MCLR K = 3, a = 1√

2
0.9 0.7 0.5

FBLR w/o pathways 1.0 0.3 0.3
FBLR with pathways 1.1 0.1 0.0
Stepwise logistic 0.5 0.7 0.7

Model 3
Logic regression 0.1 2.1 2.1
MCLR K = 2, a = 1

2 1.5 0.3 0.3
MCLR K = 3, a = 1√

2
1.4 0.4 0.4

FBLR w/o pathways 0.7 0.0 0.0
FBLR with pathways 0.9 0.2 0.2
Stepwise logistic 0.4 0.0 0.0

searched through. Nevertheless it also has fewer incorrect interactions and out-
performs stepwise logistic regression. With included pathway information it has
a few more correct interactions, but also more incorrect ones. Table 2 contains
the simulation results for model 4 where the data sets include correlated SNPs.
In addition to the correct interactions the table shows how many interactions
containing a SNP correlated to the true one are identified. All methods identify
less correct interactions, as often a correlated interaction is found instead. Com-
pared to the results of model 1 logic regression and MCLR identify less incorrect
interactions. These are probably also replaced by the correlated interactions.
The inclusion of pathway information into FBLR has the largest effect for this
model. Otherwise the overall pattern of results is similar to the one of model
1. For MCLR and FBLR in some cases a true and a corresponding correlated
interaction are both identified. This is an advantage over methods that identify
a single best model as it can be concluded that the data does not contain enough
information to distinguish between the two interactions, whereas a best model
would probably contain only one of them.

3.2 Application: Breast Cancer Study

We apply the methods for identifying SNP interactions to data from the Inter-
disciplinary Study Group on Gene Environment Interaction and Breast Cancer
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Table 2. Results of the simulation study for model 4

Model 4 Correct/ correlated Incorrect interactions Incorrect with SNPs
interactions not in true model

Logic regression 0.4 / 0.4 2.2 1.4
MCLR K = 2, a = 1

2 1.5 / 0.5 0.8 0.0
MCLR K = 3, a = 1√

2
2.0 / 0.5 0.3 0.1

FBLR w/o pathways 1.9 / 0.6 0.0 0.0
FBLR with pathways 2.4 / 0.7 0.0 0.0
Stepwise logistic 1.3 / 0.7 0.0 0.0

in Germany, short GENICA. Data are available for 1191 participants, which in-
clude 561 cases and 630 controls. Cases are women of European descent, that
were first diagnosed with breast cancer within six months prior to study begin
and were not older than 80 years. Controls came from the same study region and
were frequency matched according to birth year into 5-year intervals. Sequence
information on 68 SNPs are available for the participants. The SNPs come from
different pathways including xenobiotic and drug, steroid hormone metabolism
and DNA repair. Some SNPs belong to more than one pathway. A number of
epidemiological covariates is also available, but for the present analysis we focus
on the SNP data alone. After converting the SNP variables to binary ones all
variables having less than 10 observations equal to 1 are removed, leading to 113
binary predictor variables used in the analysis. For a more detailed description
of the GENICA study see [12] and for a statistical analysis using a variety of
methods [13].

All methods are applied with the same settings as in the simulation study.
The strongest influential factor found by FBLR is

ERCC2 6540C
d ∧ ERCC2 18880d , (5)

an interaction between two SNPs in the ERCC2 gene from the DNA repair
pathway. It is included in 96.8% of the models, the second most common in-
teraction is the same interaction without the complement on ERRCC2 6540,
which is included in 3.4%. No other interaction is included in more than 1% of
the models. The odds ratio for fulfilling (5) is estimated to be 2.8. Main effect
variables included in more than 1% of the models are CYP1B1 1358r (10.9%),
ERCC2 18880d (3.7%), MTHFR 1r (1.8%) and ERCC2 6540d (1.7%). CYP1B1
plays a role both in the xenobiotic and drug and steroid metabolism pathways
and MTHFR is a factor relevant for nutrition. Using pathway information and
restricting the algorithm to search for interactions only within pathways did not
change the results as the only relevant interaction found is the one in ERCC2,
which is within a gene and therefore within a pathway.

The best logic regression model found contains only the interaction (5) with
an estimated odds ratio of 3.1. The model found by stepwise logistic regression
is

logit(p(Y = 1)) = 0.20−0.96 ·X10d+0.15 ·X11d−1.10 ·X10d×X11d−0.96 ·X16r ,
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where X10 = ERCC2 6540, X11 = ERCC2 18880 and X16 = CYP1B1 1358.
The main effects of the ERCC2 SNPs need to be included as the stepwise model
cannot choose an interaction including the complement of one of the variables.
So an interaction as in (5) has to be described in more complicated terms. It is
an advantage of all logic regression based methods that biologically meaningful
variables like (5) can be included directly as predictors.

The tables 3 and 4 show the SNPs and two SNP combinations included most
often in the MCLR models. The most important variables are again the ERCC2
SNPs and their interaction, followed by the CYP1B1 SNP. Note that the specific
form of the interaction of the two ERCC2 SNPs cannot be seen directly in table
4, as MCLR only counts how often two SNPs occur together in a logic tree
without regarding complements. MCLR suggests an interaction of the ERCC2
SNPs with CYP1B1 1358. This interaction is not very plausible as the genes
come from pathways with a different biologic function. It is more likely that
MCLR suggests an incorrect interaction between SNPs that are associated with
the outcome, which also has happened frequently in the simulation study. The
gene PGR plays a role in signal transduction, therefore the next frequently found
interaction is not very plausible either.

Table 3. The five SNPs that occur most often in MCLR models

SNP Included in fraction of models
K = 2, a = 1

2 K = 3, a = 1√
2

ERCC2 6540d 1.0 1.0
ERCC2 18880d 1.0 1.0
CYP1B1 1358r 0.278 0.397
MTHFR 1r 0.040 0.102
PGR 1d 0.036 0.092

Table 4. The five two SNP combinations that occur most often together in a logic tree
in MCLR models

SNP1 SNP2 Included in fraction of models
K = 2, a = 1

2 K = 3, a = 1√
2

ERCC2 6540d ERCC2 18880d 0.971 0.981
ERCC2 6540d CYP1B1 1358r 0.200 0.255
ERCC2 18880d CYP1B1 1358r 0.195 0.255
ERCC2 18880d PGR 1d 0.030 0.066
ERCC2 6540d PGR 1d 0.030 0.063

4 Summary and Conclusions

In this paper we compared several methods based on logic regression for identify-
ing SNP interactions that modify the risk of developing a disease: logic regression,
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Monte Carlo logic regression and full Bayesian logic regression. All these methods
have the advantage over logistic regression, that biologically meaningful interac-
tions involving complements of one of the variables can be directly identified with
the method. This leads to better interpretable models in the GENICA study.

While the results of logic regression itself can probably be improved by care-
fully examining cross-validation plots and looking at several of the best models,
its use as an automatic method can definitely not be recommended, because
of the high number of false positive SNPs and SNP interactions found in the
simulation study.

In the simulation study it was shown that considering more than one model
improves the identification of SNP interactions. Bayesian statistics provides a
coherent framework to do so. Monte Carlo logic regression can possibly identify
complex interactions, but it often gives the impression that SNPs associated
with the outcome interact, even if they are in fact independent. In practice it
would also be necessary to run MCLR with different settings of the maximum
number of trees K and the penalty parameter a since these influence the re-
sults that are obtained. Another drawback is that from the output of MCLR
it is not possible to directly infer whether an interaction between two variables
involves a complement, as in the ERCC2 interaction found in the breast cancer
study.

The proposed full Bayesian logic regression does not require the setting of
fixed parameters of crucial importance. Since it uses only AND-combinations of
binary predictors the method can only approximate more complex interactions.
However, a clear advantage of the method is that identified two-SNP interactions
can be relied upon, as only very few false positive interactions were found in
the simulation study. For the GENICA study only the interaction in ERCC2
has been identified, which corresponds to the results found in [12]. The use
of biological knowledge via the inclusion of pathway information improved the
results considerably for the data sets containing correlated SNPs. Including such
information is also likely to reduce the number of iterations needed, as it reduces
the space of models that has to be considered.

Acknowledgments. The authors would like to thank the GENICA network
for letting us use their data. Thanks to Holger Schwender and Anna Gärtner for
helpful discussions.
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Vollmert, C., Illig, T., Ko, Y., Brüning, T. and Brauch, H. for the GENICA net-
work: ERCC2 Genotypes and a Corresponding Haplotype Are Linked with Breast
Cancer Risk in a German Population. Cancer Epid. Biomark. Prevent. 13 (2004)
2059-2064.

13. Ickstadt, K., Müller, T. and Schwender, H.: Analyzing SNPs: Are There Needles
in the Haystack? Chance 19 Number 3 (2006) 21-26.

A Unequal Prior Weight for Logic Expressions in MCLR

MCLR assigns a uniform prior distribution for all models of the same size. Still
not all logic expressions of the same size receive the same prior weight, as they
can have a different number of representations as logic trees. For example, there
are twelve trees of size three equivalent to the tree in the left panel of Fig. 4 but
only four equivalent to the tree in the right panel. This can be seen by first noting
that the two branches can be interchanged in both trees. In addition the leaves
in the left tree can all switch position without changing the expression the tree
represents. For the right tree only the leaves X1 and XC

2 can be interchanged.
That makes 2 · 3! = 12 or in the other case 2 · 2! = 4 trees. Thus the first
expression has a prior weight four times that of the second.

B Proposing a Candidate Model in FBLR

To propose a candidate model in FBLR, one of the following moves is carried
out on the current model

– Birth: Adding a randomly chosen predictor Li of size one.
– Death: Removing a randomly chosen predictor Li of size one.
– Change-birth: Adding a randomly chosen binary Xj to a predictor.
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Fig. 4. Two logic trees with a different number of representations

– Change-death: Removing a randomly chosen binary Xj from a predictor.
– Change: Replacing a randomly chosen binary Xj in a predictor.

To pick a move, first the choice is made, whether to add, remove or change a
predictor with the respective probabilities 0.25, 0.25 and 0.5. If a predictor is to
be changed, a binary Xj is added to it, removed from it or changed with equal
probability.

As described in [7] the acceptance probability depends on the Bayes factor of
the two models and on a factor

R =
p(θ∗) · q(θ(t−1)|θ∗)

p(θ(t−1)) · q(θ∗|θ(t−1))
, (6)

where p(.) is the prior given by (4) and q(.) is the proposal distribution. The
value that R takes for the moves of FBLR is shown in Table 5.

Table 5. Value of R for the different move types. N1 is the number of predictors of
size 1 currently in the model, a′ is from the geometric prior on predictor size, int is the
number of possible interactions for the binary being removed from respectively staying
in the predictor to be changed and int is the average number of interactions for a SNP.

Move R

Birth 1/(N1 + 1)
Death N1

Change-birth 1/a′ · int/int
Change-death a′ · int/int

Change 1
Birth from null 1/4
Death to null 4
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Abstract. Investigation of 3D chromatin structure in interphase cell
nuclei is important for the understanding of genome function. For a re-
construction of the 3D architecture of the human genome, systematic
fluorescent in situ hybridization in combination with 3D confocal laser
scanning microscopy is applied. The position of two or three genomic loci
plus the overall nuclear shape were simultaneously recorded, resulting in
statistical series of pair and triple loci combinations probed along the
human chromosome 1 q-arm. For interpretation of statistical distribu-
tions of geometrical features (e.g. distances, angles, etc.) resulting from
finite point sampling experiments, a Monte-Carlo-based approach to nu-
merical computation of geometrical probability density functions (PDFs)
for arbitrarily-shaped confined spatial domains is developed. Simulated
PDFs are used as bench marks for evaluation of experimental PDFs and
quantitative analysis of dimension and shape of probed 3D chromatin
regions. Preliminary results of our numerical simulations show that the
proposed numerical model is capable to reproduce experimental obser-
vations, and support the assumption of confined random folding of 3D
chromatin fiber in interphase cell nuclei.

Keywords: 3D genome structure, chromatin folding, fluorescent in situ
hybridization (FISH), confocal laser scanning microscopy (CLSM), finite
point sampling, confined random point distribution, stochastical analy-
sis, Monte-Carlo simulation.

1 Motivation

The dynamic 3D folding of the chromatin fiber in the interphase nucleus is a
key element in the epigenetic regulation of gene expression in eukaryotes [2], [7].
Chromatin structure can be studied by 3D confocal laser scanning microscopy
(CLSM) after fluorescent in situ hybridization (FISH) labeling of specific se-
quence elements in the genome under conditions that preserve biological struc-
ture. Using Bacterial Artificial Chromosomes (BACs), FISH enables selective
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visualization of complete individual chromosomes or subchromosomal domains,
or smaller genomic regions of only few hundreds kilobase pairs (Kb = 10−3 Mb).
In the present study four CSLM imaging channels were used for the simultaneous
visualization of three genomic sequence elements (using three spectrally differ-
ently labeled BACs) and the overall size and shape of the interphase nucleus
(using DAPI labeling of all nuclear DNA). For probing large chromatin regions
with a finite number of sampling points, multiple measurements in different cells
have to be performed. However, reconstruction of 3D chromatin structure in a
’piece-by-piece’ manner from such series of finite point samplings assumes the
existence of a mechanically conservative 3D structure that exhibits only small
topological cell-to-cell variations. In contrast, distance measurements in different
cells show extensive cell-to-cell variations that are not due to measuring errors
and therefore indicate a flexible and dynamic structure of interphase chromatin
[5]. Repetitive measurements in many otherwise identical cells yield statistical
series of simultaneously labeled pairs or triplets of BACs, i.e. coordinates of their
mass center points, and the corresponding geometrical features (e.g. pairwise dis-
tances) that are used for quantitative analysis of probed chromatin regions. In a
number of previous studies [4], [5], [8], statistical models of 3D chromatin folding
were proposed. These models provide a qualitative description for some basic ex-
perimental observations, for example the D(L) ≈

√
L relationship between 3D

physical distance (D) and genomic length (L) for each two probes along the
DNA on a small L < 2 Mb genomic scale. However, the saturation plateau of
D(L) ≈ const observed on larger genomic scales L > 2 Mb is not yet satisfactory
explained in the literature. The distribution of fluorescent probes for a random
folded DNA fiber and probability densities for the corresponding geometrical fea-
tures (e.g. BAC distances) are derived by authors on the basis of some general
thermodynamic principles, e.g. equilibrium state, resulting in a general integral
form for sought probability density function (PDF). Closed form solutions of
such integrals can only be obtained for some particularly simple geometries of
spatial domains, e.g. a spherical ball. However, for the validation of some struc-
tural hypotheses and comparative analysis of experimental data, PDFs for a
wide range of geometrical features and domain shapes may be of interest. In this
article, we present a general approach for numerical computation of arbitrary
geometrical PDFs using Monte-Carlo simulations, which is applied for interpre-
tation of statistical series resulting from 4 channel CLSM of human fibroblast
cell nuclei. Exemplarily, we restrict our simulations to a natural assumption of
uniform confined point distributions, although any arbitrary non-uniform point
density function can be used instead. Our simulation results show that the pro-
posed model is capable to reproduce experimental PDFs and provides numerical
bench marks for quantitative analysis of probed spatial confinements in terms
of dimension and shape. Furthermore, we present a confined random folding
model of 3D chromatin fiber, which gives a qualitative explanation for biphasic
behavior of the D(L) relationship.
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Fig. 1. Left column: 3D CLSM image of a DAPI-stained human fibroblast nucleus
(bottom), single slice of 3D image with one BAC in red-color channel (top). Arrows
point to two spots of the same BAC corresponding to two sister-chromosomes. Right
column: 3D view (bottom) and single 2D slice (top) of the binarized image.

Fig. 2. Segmented 3D CLSM image. Numbered nodes indicate positions of mass centers
of the whole nucleus (0) and three BACs in two sister-chromosomes (1-6), respectively.
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2 Methods

2.1 Image Acquisition and Preprocessing

3D confocal laser scanning microscopy images of DAPI-stained human fibrob-
last nuclei are used for geometrical reconstruction of 3D chromatin structure in
interphase nuclei of human fibroblasts, see Fig. 1. Besides overall nucleus shape,
up to 3 BAC regions are simultaneously labeled via the FISH technique resulting
in 4 channel 3D image of the nucleus. 3D images of all channels are consistently
preprocessed using following basic steps [3]:

– Fourier band-pass image smoothing,
– threshold-based image segmentation.

After thresholding and segmentation, target structures are represented in the
binarized images by clearly bounded white regions, see Fig. 1 (right column).
Pointwise representation of segmented nuclear and BAC regions is obtained by
computing their mass centers:

xmc
i =

1
N

N∑

j=1

xj
i , (1)

where xj
i is the i-th coordinate of the j-th of totally N voxels of one segmented

region (e.g. particular BAC or entire nucleus domain). Since each BAC label
produces two signals corresponding to two sister-chromosomes, totally 7 mass
center points are localized after preprocessing 4 channel 3D images of the nucleus,
see Fig. 2.

2.2 Strategies of Finite Point Sampling of 3D Chromatin Fiber

Due to the limited number of independent color-channels, only few gene loci
along the chromatin fiber can simultaneously be sampled in one single cell. For
continuous dense sampling of larger chromosome regions and assessment of sta-
tistical cell-to-cell variations in chromatin structure, each combination of BACs
is probed in 50 different cells resulting in statistical series of coordinates of mass
center points. On the basis of these statistical series, probability distributions for
geometrical features (distances, angles, etc.) are calculated. Two strategies for
placement of sampling probes along the DNA fiber and assessment of statistical
series are applied:

1. series of BAC pairs with increasing genomic distances,
2. series of BAC triplets.

Series of BAC pairs with increasing genomic distance are used for assessment
of the D(L) relationship between physical D and genomic L distances for each
BACs at small L = 0.1 − 3 Mb and large L = 3 − 28 Mb genomic scales, see
Fig. 3 (left).
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Fig. 3. Left: the relationship D(L) between physical distances Di = |OPi| and genomic

lengths Li =
� Pi

O
dl for a finite number of sampling points (i = 1...N) sequentially

placed along the DNA provides insights into 3D chromatin folding. Right: schematic
view of the moving mask approach in case of 5 BAC triplets, green frames show over-
lapping pairs of BACs.

Series of BAC triplets are measured for assessment of geometrical features of
3-point combinations (e.g. triangle angles, etc.), which indicate structural vari-
ability of probed 3D domains along the DNA fiber. Stochastical analysis of sta-
tistical distributions of geometrical features of BAC triplets is applied for the
estimation of cross section dimension and shape of sampled chromosome regions.
For dense sampling of larger genetic regions in a piece-by-piece manner, a mov-
ing mask technique is applied. That is three BACs are placed along the DNA
in a way that each next triplet has an overlap with the previous one by two
common BACs, see Fig. 3 (right). This approach is applied for 3D visualization
of finite point sets using multidimensional scaling of cross-distance matrices, see
Section 3.4.

2.3 Geometrical Features of BAC Combinations

Spatial distribution of BAC pairs and triplets is analyzed using following geo-
metrical features:

– pairwise distances between BACs,
– radial distances of BACs w.r.t. the nucleus center,
– angles of triangles spanned by BAC triplets,
– spatial orientation of BAC triplets w.r.t. the nucleus center.

Fig. 4 gives an overview over geometrical features of BAC triplets used for nu-
merical computation of PDFs via the Monte-Carlo approach as described in
Section 2.5.

Pairwise distances between BACs are computed as Euclidean distances for all
3 pairs of BACs in each triplet dij = |BiBj | ∈ [0, Smax], ∀i = 1..3, j > i, where
Smax is the maximum cross section of the cell nucleus.

Radial distances of BACs w.r.t. the mass center of the nucleus are computed as
Euclidean distances between mass centers of the nucleus O and each BAC region
Bi, i.e. ROBi = |OBi| ∈ [0, Smax

2 ].
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Fig. 4. Left: geometrical features of BAC triplets Bi: pairwise distances dij = |BiBj |,
radial distances w.r.t. a fixed point ROB1 , triangle angles α, orientation of BAC triangle
w.r.t. a fixed point (n · ROM ). Right: maximum triangle angle αmax as a feature of
triangle shape.

Maximum angle of BAC triangle αmax serves as a feature of triangle shape, see
Fig. 4 (right). The PDF of αmax ∈ [60, 180] provides insights in the overall shape
of the probed domain.

Spatial orientation of BAC triplets w.r.t. the nucleus center is characterized by
a scalar product s = (n · ROM ) ∈ [−1, 1], where n is the triangle normal and
ROM is the vector pointing from center of the nucleus to the middle of BAC
triangle. s = 0 means that ROM lies in the triangle plain, while |s| = 1 indicates
that ROM is perpendicular to the triangle plain.

2.4 Stochastical Analysis of Finite Point Sampling of a 3D Domain

Series of finite point samplings of 3D chromatin fiber in different cells yield sta-
tistical distributions of invariant geometrical features (e.g. pairwise distances,
angles etc.), which are analyzed using geometrical probability techniques. Sto-
chastical analysis of such statistical series is aimed at

– investigation of the order of randomness and
– quantification of dimension and shape of probed chromatin regions,

and is based on construction of geometrical PDF.
Formally, the PDF of a probability distribution is defined as a non-negative

function p(x) > 0 of a statistically distributed variable x such that the integral

P (A ≤ x ≤ B) =
∫ B

A

p(x)dx ≤ 1, (2)

gives the probability P (A ≤ x ≤ B) for the variable x being found in the interval
A ≤ x ≤ B. From (2) it immediately follows that

∫ +∞

−∞
p(x)dx = 1. (3)

For a discrete distribution of xi ranging in the interval xi ∈ [A, B], ∀i = 1...N ,
the PDF can be constructed using the histogram function hj(xi), which is defined
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as an array of tabulated frequencies of xi being found within the j-th of totally
n intervals j

n (B − A) ≤ xi ≤ (j+1)
n (B − A):

pj(xi) = C
hj(xi)

N
, (4)

where C is the normalization constant resulting from the condition (3)

C =

⎛

⎝
n∑

j=1

hj(xi)
N

(B − A)
n

⎞

⎠
−1

. (5)

For a uniform random distribution of N sampling points ri with Cartesian
coordinates xj in a spherical k-dimensional ball Bk = {ri(xj) :

∑k
j=1 x2

j ≤
R2}, where R denotes the radius of Bk, the PDFs pk(d) for pairwise distances
d = ||rp=1..N − rq=(p+1)..N || between the points can be obtained in a closed
form [6]:

B1 : p1(d) = 1
R (1 − d

2R )

B2 : p2(d) = 2d
R2 − d2

πR4

√
4R2 − d2 − 4d

πR2 arcsin
(

d
2R

)

B3 : p3(d) = 3d2

R3 − 9d3

4R4 + 3d5

16R6

(6)

Plots of pk(d) in case of unit 1D/2D/3D-balls (i.e. 2R = 1) are shown in Fig. 5.
As one can see, PDFs for pairwise distances essentially depend on the spatial
dimension k of Bk. These PDFs can be seen as characteristic signatures of
random point distributions for 1D, 2D and 3D isotropic spherical confinements,
respectively. Interestingly, the distance with the highest probability (dm ∈ [0, 1] :
max(p(d)) = p(dm)) for a unit spherical ball of dimension higher than 1 is not
the smallest-possible, but some intermediate one:

B1 : dm = 0

B2 : dm = 0.42

B3 : dm = 0.52

(7)

These key-values together with further standard PDF features such as first four
statistical moments Mi:

M1 = 1
n

∑n
i=1 p(di)

M2 =
√

1
n−1

∑n
i=1(p(di) − M1)2

M3 = 1
n

∑n
i=1

(
p(di)−M1

M2

)3

M4 =
(

1
n

∑n
i=1

(
p(di)−M1

M2

)4
)

− 3

(8)
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Fig. 5. Plots of theoretical probability density functions pk(d) for pairwise distances
between randomly distributed points in case of spherical k-dimensional balls (k =
1, 2, 3) with a unit cross section dimension (S = 2R = 1)

Fig. 6. Left: results of numerical computation of PDFs of pairwise distances for a unit
3D spherical domain with N = 270 (blue) and N = 5219 (green) random points vs
theoretical solution (red). Right: L2 error norm of numerically computed PDFs w.r.t.
theoretical solution as a function of log(N), where N is the number of random points
in the Monte-Carlo simulation.

can be used for quantification of the order of randomness of BAC distributions on
the basis of experimental PDFs of pairwise distances. If, for instance, we would
observe in our experiment a PDF for pairwise distances, which behaves very
much the same as p3(d) in (6), we would have a strong evidence for a completely
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random distribution of measured points within a probed spatial domain. And
the other way round: if we assumed that the underlying 3D point distribution
is confined, random and isotropic, statistical features of the experimental PDF
p̄(d) such as (7) gave us an estimate for the upper bound of the cross section
dimension S̄ of the probed spherical domain, namely

S̄ =
(

S

dm

)
d̄m ≈ 1.92 d̄m, (9)

where S = 1 is the cross section dimension of the reference unit ball and d̄m :
max(p̄(d)) = p̄(d̄m).

2.5 Numerical Computation of PDFs for an Arbitrary Domain

The approach for bench marking experimentally observed PDFs of pairwise dis-
tances vs theoretically predicted PDFs can be extended to the case of an ar-
bitrary geometrical feature and arbitrarily-shaped k-dimensional confinement
Ω ⊂ R

k with the boundary Γ ⊂ Ω. For more complex geometries, the PDF
for pairwise point distances or any other geometrical feature can not be derived
in a closed form. However, it can be computed numerically, for example, via a
Monte-Carlo simulation. The basic steps of our simulation scheme are as follows

1. specify the domain Ω in a suitable parametric form (e.g. surface or volumetric
meshes, point clouds, etc.),

2. generate sufficiently large number of random points ri within the bounding
box of Ω and select only the points lying inside the domain ri ∈ Ω

3. compute geometrical features (distances, angles, etc.) for all pairs and triplets
of ri ∈ Ω,

4. compute corresponding histogram and PDF for simulated statistical series
of geometrical features.

At the end, the PDF for a geometrical feature and spatial confinement is given by
an (n−1)-array of tabulated values corresponding to n intervals of the histogram
function. Further details on computation of PDFs for some special cases of 3D
domain geometry are in Section 3.

2.6 Confined Random Folding Model

For the interpretation of the D(L) relationship between physical and genomic
distances (see Fig. 3 (left)), a confined random folding model of 3D chromatin
fiber is proposed. We consider 3D chromatin fiber or one of its fragments to be
randomly folded within a confined spatial domain Ω ⊂ R

3 :
∑3

i=1(xi − xmc
i )2 ≤

R2, ∀xi ∈ Ω, where xi are coordinates of points, xmc
i is the mass center of Ω,

and R is a characteristic dimension of the confinement Ω. The simulation of a
randomly folded 3D fiber begins with the generation of a confined random point
distribution for Ω as described in Section 2.5. These points are understood as
vertex nodes of a 3D fiber randomly folded in Ω, see Fig. 11. An algorithm
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is developed to perform the reconstruction of a non-closed, loop-free 3D fiber
connecting all points of Ω pairwise using the closest neighborhood connectivity.
Details on the validation of the confined random folding model are in Section 3.5.

3 Experimental Results

In this section, we present the results of stochastical simulations of confined
random point distributions and 3D chromatin fiber folding carried out for the
interpretation of experimental observations.

3.1 Numerical Simulation vs Theoretical Solution

First, numerical algorithms for computation of geometrical PDFs are validated
by a direct comparison with closed form solutions (6). Fig. 6 (left) shows the
results of numerical computations of the PDF of pairwise distances p3(d) for
N = 113 and N = 5219 sampling points of Monte-Carlo simulations. Plot
6 (right) illustrates the reduction of the numerical error vs theoretical solu-
tion with increasing number of sampling points. From numerical point of view,
N = 350 sampling points is an acceptable lower bound for accurate computa-
tion of smooth PDFs. However, one should take into account that N = 350
sampling points correspond to N2−N

2 = 61750 pairwise distances, i.e. single dis-
tance measurements! One can also reversely calculate the number N of virtual
sampling points corresponding to Nd distance measurements: N ≈

√
2Nd. This

means that Nd = 500 distance measurements correspond to only N = 31 virtual
sampling points, and, in order to simulate N = 100 sampling points, Nd = 9900
distance measurements are required.

3.2 Impact of Domain Geometry

In order to investigate impact of domain geometry on the PDF pattern, nu-
merical simulations are carried out Fig. 7 show the simulation results for PDFs
of different geometrical features discussed above and several values of Z-scaling
factor. As one can see, domain geometry has a strong impact on PDF patterns,
which can be exploited for the interpretation of experimental PDF curves.

3.3 Geometrical PDFs of Experimental Series

Our measurements did focus on two regions of the q-arm of human chromosome
1 in G1-phase human primary fibroblasts. The human transcriptome map [1]
shows the presence of a gene-dense region of highly expressed genes (named a
region of increased gene expression (ridge)) and a gene-sparse region (named
antiridge), each comprising several Mb. One ridge (R) and one antiridge (AR)
region along the q-arm of human chromosome 1 were probed on a scale 0.7 - 3.3
Mb, see Fig. 9 (left). Distances for each BAC triplet were measured in about 50
clonally grown fibroblast cells and for each of these measurements all geometrical
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Fig. 7. Simulated PDFs of geometrical features for isotropic (Z = 1.0) an Z-scaled
spatial domains: (a) pairwise distances, (b) maximum angles of point triplets, (c) radial
distances w.r.t. a fixed point, (d) triangle orientation ratio

Fig. 8. Geometrical PDFs of statistical series of probing five ridge (blue curves) and
antiridge (green curves) regions of human chromosome 1: (a) pairwise BAC distances,
(b) maximum angles of BAC triplets, (c) radial distances of BACs w.r.t. the nucleus
center, (d) orientation ratio of BAC triangles. Red curves denote simulated PDFs.
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features described in Section 3.2 were computed.Altogether, R/AR chromatin
regions sampled by five BAC triplets were totally probed Nt = 200 − 272 times,
which corresponds to Nd = 3Nt = 600 − 816 pairwise distances Rij/ARij and,
recalling the discussion in Section 3.1,

√
2Nd ≈ 35 − 40 virtual sampling points,

respectively. Experimentally assessed geometrical PDFs for entire R/AR series
of five BAC probes vs simulated PDFs are plotted in Fig 8. Quantitative compar-
ison between experimental pex

i and simulated psim
i PDF patterns carried out on

the basis of least square norms ||pex
i − psim

i || and statistical moments M3 (skew)
and M4 (kurtosis) indicates a random distribution of BACs within anisotrop-
ically shaped 3D confinements, whereas some significant differences in spatial
structure of R and AR regions were observed:

– AR domain probed by five BACs is more compact and smaller in size (1.45×
0.42 × 0.28 μm) than R domain (3.16 × 1.62 × 0.26 μm),

– AR BACs have in average larger radial distances (r̄AR = 6.62 ± 1.98 μm)
w.r.t. the nucleus center compared to R BACs (r̄R = 5.98 ± 2.23 μm)

3.4 3D Visualization of Average Cross-Distance Matrix

Ridge and antiridge BAC triplets have been placed according to the scheme
shown in Fig. 3 (right). This BAC placement strategy was introduced for consis-
tent 3D visualization of finite point probes of chromatin regions using a multidi-
mensional scaling (MDS) approach [9], which requires a matrix of cross-distances
dij between all BACs, see Fig. 9 (left). The result of 3D visualization of aver-
age R/AR distance matrices after decomposing dij via the MDS is shown in
Fig. 9 (right). In view of large statistical deviations in cell-to-cell distance mea-
surements which order of magnitude lies in the range of ±50% of the average
distances, the probed chromatin regions can not be regarded as rigid objects
with a same constant shape. Thus, 3D loops depicted in Fig. 9 (right) represent
an average shape of probed R/AR regions resulting from a statistical series of
distance measurements.

3.5 Validation of Confined Random Folding Model

A pure geometrical approach has been applied for qualitative validation of a
confined random folding model of 3D chromatin fiber. A synthetic 3D fiber is
constructed using the basic computational steps described in Section 2.6. The
initial random point cloud consisting of N = 528 vertices and the corresponding
3D fiber are shown in Fig. 10. The D(L) relationship between Euclidean distance
D and genomic length L of all vertices w.r.t. a fixed starting point of the fiber is
shown in Fig. 11 (right, red curve). This is a typical behavior of D(L) function
with large periodic oscillations appearing after the

√
L regime for small L. At

this point, we want to draw attention to the fact that the result of numerical
computation of D(L) essentially depends on the choice of the starting point for
the construction of 3D fiber. For example, if the starting point is selected on the
boundary of a spherical confinement with the radius R, the maximum possible
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Fig. 9. Left: Genomic (Mb) and Euclidean (μm) distances for five AR/R BACs. Right:
3D visualization of average cross-distance matrices for five ridge (white polygon) and
antiridge BACs (red polygon) probed along human chromosome 1 on a genomic scale
0.7 − 3.3 Mb.

Euclidean distance is Dmax = 2R, whereas if the starting point is selected in the
center of the sphere, the maximum value is Dmax = R. Also, periodic patterns
of D(L) for different starting points are shifted w.r.t. each other with a random
phase. From experimental point of view it has following consequences: since
experimental D(L) curves are constructed from sequential measurements of the
same genetic region in different cells, the physical position of the starting BAC,
as well as overall 3D folding of the probed genomic region are varying from
cell to cell. This means that an experimentally obtained D(L) relationship is,
in fact, the result of averaging N single D(L) curves, where N is the number
of measurements in different cells. The result of numerical simulation of such
average D(L) is shown in Fig. 11 (right, black curve). As one can see it exhibits
a biphasic behavior very much similar to experimentally assessed D(L) curve
in Fig. 11 (left). Obviously, the saturation plateau of experimentally assessed
D(L) relationships results from statistical smoothing of single D(L) curves due
to measurements in different cells. However, one can still recognize remaining
quasi-periodic oscillations of single random D(L) curves in the average D(L) on
large genomic scale L > 2 Mb.

4 Conclusion

In this article, we have presented a novel approach for stochastical analysis and
visualization of finite point sampling of 3D chromatin in interphase cell nuclei.
The core idea of our approach consists in application of geometrical probability
techniques for interpretation of statistical series of finite point sampling of chro-
matin regions. Numerically computed probability density functions (PDFs) serve
as bench marks for the validation of experimentally observed statistical distrib-
utions of canonic geometrical features of two- and three-point combinations, e.g.
pairwise and radial distances, angles, etc. We have introduced a general Monte-
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Fig. 10. Left: initial random distribution of N = 528 points for a unit spherical con-
finement. Right: randomly folded 3D fiber computed on the basis of the initial point
cloud.

Fig. 11. Left: experimentally assessed relationship D(L) between physical and genomic
distances on a scale 0.1−28 Mb for human chromosome 1. Right: numerically computed
D(L) for a synthetic fiber randomly folded within a unit 3D spherical confinement
(cf. Fig. 10): red curve corresponds to D(L) for a single (starting point dependent)
simulation, black curve shows an average D(L) for N/2 = 264 simulation runs with
varying starting points.

Carlo-based simulation scheme for computation of PDFs of geometrical features
of random point distributions for arbitrarily-shaped confined 3D domains, and
derived numerical criterions for the estimation of the order of randomness of ob-
served statistical distribution as well as dimension and shape of probed chromo-
some regions. Preliminary experimental results of sampling human chromosome
1 in primary human fibroblasts in G1 cell cycle phase by five overlapping ridge
and antiridge BAC triplets on a genomic scale 0.7−3.3 Mb support the assump-
tion of confined random folding of 3D DNA fiber in interphase cell nuclei. We
have proposed a geometrical model of confined random chromatin folding, which
is capable to reproduce experimentally observed relationship between physical
and genomic distances on a large genomic scale. Further sampling experiments
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with 4 simultaneous BAC labels and larger statistical series (≈ 104 distance
measurements) are required to provide a more consistent source of geometrical
information for distinctive analysis of 3D chromatin structure.
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Abstract. Attempts have been made to predict the binding structures of the 
human immunodeficiency virus-1 protease (HIV-1Pr) with various inhibitors 
within the shortest simulation time consuming.  The purpose here is to improve 
the structural prediction by using statistical approach.  We use a combination of 
molecular docking and non-parametric binomial distribution test considering 
the combination of binding energy, hydrogen bonding, and hydrophobic-
hydrophilic interaction in term of binding residues to select the most probable 
binding structure.  In this study, the binding of HIV-1Pr and two inhibitors: 
Saquinavir and Litchi chinensis extracts (3-oxotrirucalla-7, 24-dien-21-oic acid) 
were investigated.  Each inhibitor was positioned in the active site of HIV-1Pr 
in many different ways using Lamarckian genetic algorithm and then score each 
orientation by applying a reasonable evaluation function by AutoDock3.0 
program.  The results from search methods were screened out using non-
parametric binomial distribution test and compared with the binding structure 
from explicit molecular dynamic simulation.  Both complexes from statistical 
selected docking simulation were found to be comparable with those from X-
ray diffraction analysis and explicit molecular dynamic simulation structures. 

Keywords: HIV-1 protease, Docking, Binomial Distribution Test, Saquinavir, 
3-Oxotirucalla-7, 24-Dien-21-Oic Acid.  

1   Introduction 

Human Immunodeficiency Virus-1 Protease (HIV-1Pr) has an important role in the 
replication of HIV-1 by processing two precursor polyproteins, Pr55gag and 
Pr160gag-pol, into structural proteins and replication enzymes. This enzyme is a type 
of aspartic protease, and has a C2 symmetric homodimer. Each monomer consists of 
99 amino acid residues and contributes a loop structure containing the active site triad 
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Asp25(25’)-Thr26(26’)-Gly27(27’). A cavity for the insertion of the substrate is 
formed by the loop structures containing the active site triads and flap regions (flaps) 
which are presumably related to the entry and affinity of the substrate to the enzyme 
[1-3].  

Up to now, much research effort has been focused on computational methods for 
the prediction of this difficult-to-obtain structural information. In general, docking 
study has been widely used to generate the enzyme-substrate structures. The 
candidate from docking typically selected from the lowest energy structure. However, 
this criteria of energy screening is not always give the correct binding structure, 
especially for the highly flexible ligand [4].  The purpose here is to improve the 
structural prediction by using statistical approach; non-parametric binomial 
distribution test to include the essential amino acids in the binding pocket.   

For preliminary study, the prediction was done for the known structure from X-ray 
diffraction analysis in the case of HIV-1Pr – Saquinavir complex, a peptidomimetic 
inhibitor of HIV protease in order to proof the efficiency of this method. In addition, 
since several research groups develop a number of HIV-1Pr inhibitors from natural 
product but its HIV-1Pr complex is still unknown, efforts have been also done for the 
unknown HIV-1Pr – inhibitor complex.  For our investigation, the binding structure 
of HIV-1Pr and Litchi chinensis seed extracts (3-oxotrirucalla-7, 24-dien-21-oic acid) 
was predicted and compared with the simulated from molecular dynamic (MD).  The 
inhibitory activity of 3-oxotrirucalla-7, 24-dien-21-oic acid is reported in IC50 of  20 
mg/L by Chao-me Ma and co-workers in 2000 [5] and this compound was found in 
chemical constituents in seed of Litchi chinensis by Pengfei Tu and co-workers in 
2002 [6].  The extracts from such a natural product still have relatively high IC50, in 
order to get the lower IC50 value the molecular modeling is, therefore, a very useful 
tool.  

2   Methods 

2.1   Preparation of HIV-1Pr 

The initial HIV-1Pr structure was obtained from HIV-1Pr with saquinavir at 2.3 Å 

resolution (1HXB entry in PDB database) [7]. The structural water and inhibitor from 
the selected PDB database were then removed in the preparation of the HIV-1Pr. 
Hydrogen atoms were added in the structure and a short minimization run was 
performed to remove any potentially bad contacts with the program package 
AMBER, Version 7 [8,9]. A cutoff distance at 12 Å for non-bonded pair interaction 
was used in the minimizations.  Then the obtained structure model was protonated at 
catalytic Asp25. 

2.2   Preparation of Inhibitors: Saquinavir and 3-Oxotirucalla-7, 24-Dien-21-Oic 
Acid 

Geometry of saquinavir (compound 1) and 3-oxotirucalla-7, 24-dien-21-oic acid 
(compound 2), as shown in Fig. 1, were optimized using semi-empirical calculation, 
AM1 in the program package Spartan’04. 
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Fig. 1. Chemical structures of saquinavir (compound 1) and 3-oxotirucalla-7, 24-dien-21-oic 
acid (compound 2) 

2.3   Preparation of HIV-1Pr – Inhibitor Complex by Molecular Docking and 
Molecular Mechanics Methods 

Each structure of HIV-1Pr – inhibitor was obtained by docking compound 1 and 
compound 2 to HIV-1Pr, respectively. HIV-1Pr was kept rigid while inhibitors are 
flexible (21 flexible torsions in compound 1 and 13 flexible torsions in compound 2), 
as shown in dash line in Fig.1, and Gasteiger charges were used. Grid maps have been 
calculated using the module AutoGrid in AutoDock 3.0 program [10-12] for protease 
structure. The center of grid was assigned at the center of the cavity, between two 
catalytic aspartics. A number of grid points in x y z, is 60 60 60 with the spacing 
0.375 Å. This parameter set covers the active site extensively and let the ligand move 
and explored the enzyme active site without any constraints regarding the box size. 
The inhibitor was positioned in the active site of HIV-1 protease in many different 
ways using Lamarckian genetic algorithm (LGA). The solvation effect was also  
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included in this docking study via atomic solvation parameters for each atom in the 
macromolecule of AutoGrid 3.0 module. Each hydrogen bonded to N and O atom in 
hydrogen grid maps was calculated using self-consistent hydrogen bonding 12-10 
parameters in the AutoGrid. 

2.4   Molecular Dynamic Simulations 

The energy minimized conformation of HIV-1Pr – compound 2 from previous 
docking calculation was used as starting structure. The molecular mechanics 
potential energy minimizations and MD simulations were carried out with the 
program package AMBER, Version 7 [8,9]. Calculations were performed using the 
parm99 force field reference for HIV-1Pr and compound 2.  The atom types for 
compound 2 were assigned by mapping their chemical properties (element, 
hybridization, bonding schemes) to AMBER atom type library and the Gasteiger 
charges were used.  

The enzyme-inhibitor complex was solvated with WATBOX216 water model 
(9298 water molecules) in cell dimension 61.06 x 66.56 x 75.88 Å [3] and treated in 
the simulation under periodic boundary conditions. All of MD simulations reported 
here were done under an isobaric-isothermal ensemble (NPT) using constant pressure 
of 1 atm and constant temperature of 298 K. The volume was chosen to maintain a 
density of 1 g/cm3. A cutoff distance (12 Å) was applied for the non-bonded pair 
interaction. Three sodium and eight chloride ions were added to neutralize and buffer 
the system. The potential energy minimizations were performed on the systems using 
the steepest descent method and followed by conjugate gradient method. After a short 
minimization, molecular dynamic simulations were performed to get an equilibrium 
structure. The temperature of the whole system was gradually increased by heating to 
298 K for the first 60 ps, and then it was kept at 298 K from 61-1800 ps. The 
temperature was kept constant according to the Berendsen algorithm [13]. All 
trajectories were kept and analyzed in detail. 

2.5   Non-parametric Binomial Distribution Test 

The enzyme-inhibitor (compound 1 and compound 2) complexes from 100 runs 
molecular docking were collected in order to explore all probable binding structures. 
The vicinity residues in the binding pocket within a trial distance (3 Å) measured 
from the inhibitor were selected as vital amino acids for enzyme-inhibitor complex 
formation. As shown in Fig. 2, the average hydrogen bond formation of total 100 runs 
is only 0-1 bond but 1-2 hydrogen bonds are found for the 25% lower of energy 
ranking.  Therefore, only the lower quartile structures will be taken into consideration 
here. The present or absent of amino acid was treated as binomial variable x.  In this 
case, the probability of present or absent of amino acid was assumed to be 50% 
equally. Binomial Distribution Test–value (BDT-value), P+(x) and P-(x), for the 
observed number of present (r+) and absent (r-) can be calculated directly from this 
binomial distribution: 
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If P+(x) < α amino acid x will be present, on the other hand, if P-(x) < α amino acid x 
will be absent. In this case, α = 0.05 indicating that if more than 95% of cases were 
found then the present of absent of the residue will be accepted. 
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Fig. 2. Comparison of hydrogen bond distribution between total docking structures (gray) and 
the 25% lower of energy ranking structures (white) 

3   Results and Discussion 

3.1   Non-parametric Binomial Distribution Test of HIV-1Pr – Inhibitor 
Complexes 

As in most of the existing methods, the protein-ligand complex was composed of a 
rigid protein structure and a flexible ligand. A flexible ligand has three translational 
degrees of freedom, three rotational degrees of freedom and one dihedral rotation for 
each 2 rotable bond. The docking search is computed over a 6+n dimensional space 
where n is the number of rotable bonds in the ligand. Fig. 3 shows the combined 
statistical-docking algorithm with the docking simulations. One docking trial allows a 
protein and a ligand to dock into its binding site, a docking attempt consists of a series 
of independent structures or the so-called clusters. For each cluster in the lower 
quartile, all vicinity residues (acidic, basic, polar, and non-polar groups) were tested 
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Fig. 3. The statistical-based protein-ligand docking procedure 

Table 1. Criteria for screening crucial residues of HIV-1Pr-compound 1 complex 

Present residues Chain A: Asp25, Ala28,      

Gly48, Gly49, Ile50 

Chain B: Asp25’, Gly27’,     

Ala28’, Asp29’,     

Gly48’, Gly49’,       

Ile50’ 

Absent residues Chain A: Leu23, Met46,      

Leu76,  Thr80,      

Val82, Asn83, Ile84 

Chain B: Thr26’, Leu76’, 

Thr80’, Arg87’ 

 
 
 
 

docking an inhibitor with HIV-1Protease using LGA 

100 run (selected residues within 3 Å) 

dividing structures into 4 energy levels 

the lowest energy level  

non-parametric Binomial Distribution Test 

potential candidate  
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for the possibility of appearance. The criteria for essential-inessential residues were 
concluded and reported in Table 1 (HIV-1Pr – compound 1 complex) and Table 2 
(HIV-1Pr – compound 2 complex). Using these criteria (Table 1-2), the inessential 
residues will be neglected. 

Table 2. Criteria for screening crucial residues of HIV-1Pr-compound 2 complex 

Present residues Chain A: Asp25, Gly27, Gly48 Chain B: Asp25’, Gly27’, 

Ala28’, Asp29’, 

Asp30’ 

Absent residues Chain A: Val32, Ile47, Val82,  

Ile84 

Chain B: Val32’, Ile47’ 

 

 

  

Fig. 4. The structure of HIV-1Pr – compound 1 from (a) X-ray crystallography, (b) the 
minimized structure after molecular docking, and (c) the statistical selected docking structure. 
The binding residues were shown in stick. 
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3.2   Structural Comparison Between Docking Statistical Test, and X-ray 
Crystallographic Structure of HIV-1Pr – Compound 1 Complex 

The X-ray studied structure of HIV-1Pr complexed with compound 1 is shown in  
Fig. 4a. The inhibitor was bound with protease enzyme using both catalytic and flap 
regions at Asp25, Asp25’, and Gly48 respectively. Compared with experimental 
investigation, the lowest energy structure from docking (Fig. 4b) give the 
inappropriate binding structure in both its orientation and the binding sites.  After 
screening using amino acid residues in our non-parametric binomial distribution test 
criteria, the more appropriate binding residues (Asp25’ and Gly48) were observed 
in Fig. 4c and the more similar inhibitor structure orientation was also found as 
shown from the superimposition of all atoms in enzyme–compound 1 complexes in 
Fig. 5. 

(a) (b)  

Fig. 5. Superimposition of all atoms in enzyme–compound 1 complexes (a) between the X-ray 
crystallographic structure (black) and the lowest energy docking structure (gray) (b) between 
the X-ray crystallographic structure (black) and the statistical selected docking structure (gray) 

3.3   Structural Comparison Between Docking and Explicit Water MD 
Simulation of HIV-1Pr – Compound 2 Complex 

Firstly, the 100 run docking calculations were used in a prior prediction of binding 
affinities and to simulate a crystal geometry as a candidate of the ligand/protein 
complex. However, from the obtained lowest energy minimized structure, the 
direction of OH group in compound 2 points to the flap site (O:Gly48’) instead of 
catalytic site of enzyme. The reason for this observation may due to the highly 
flexibility of ligand and rigidity of HIV-1Pr leading to the inappropriate binding 
structure from docking study. One way to solve problem is to take the flexibility of 
both enzyme and ligand into account. Therefore MD simulation was performed using 
this docking structure. The total energy (ET), Potential Energy (EP) and Kinetic 
energy (EK) over simulations from 0-1800 ps were investigated and the equilibrium 
was obtained after 600 ps. After the equilibrium stage, compound 2 was found to bind 
to the enzyme at catalytic site with more than 89% hydrogen bond formation with 
Asp25 and Asp29. As shown in Table 3, the energy minimized structure obtained 
from molecular dynamics simulations directs CO and OH group of compound 2 to the 
catalytic site of enzyme, O:Asp25 and N:Asp29, respectively. The structure of  
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Table 3. Possible hydrogen bond between compound 2 and HIV-1Pr after reach equilibrium in 
explicit MD simulation 

 % H-bond formation Average distance /  Å 

Case 1: HIV-1Pr as donor and compound 1 as acceptor 

Asp25:OD2H  -   compound1:O78   1.98 3.067 

     Asp29:NH  -  compound 1:O21 94.70 2.968 

      Asp30:NH  -  compound1:O21   1.73 3.211 

      Ala28’:NH - compound 1:O78   3.27 3.054 

Case 2: compound 1 as donor and HIV-1Pr as acceptor 

compound 1:O78H79 – Asp25:OD1   0.04 3.168 

compound 1:O78H79 – Asp25:OD2 89.18 2.946 

compound 1:O78H79 – 

Asp25’:OD1 
12.98 2.929 

compound 1:O78H79 –Asp25’:OD2   2.00 2.949 

HIV-1Pr – compound 2 from docking method and MD simulation were compared in 
Fig. 6.  The binding residues as discussed above were labeled and shown in stick.  

Root mean square deviation (RMSD) of all atoms for complex of enzyme-
compound 1 in docked - MD structure and statistical docked-MD structure are 3.63 Å 
and 3.84 Å respectively, indicating somehow conformational difference and 
molecular displacement in inhibitor structure after both docking results (Fig.7). 
However binding site of the statistical docked structure is the same as equilibrated 
MD structure as shown in Fig. 8; both structures bound to Asp25 and Asp29. 
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Fig. 6. The structure of HIV-1Pr – compound 2 from docking method (top) and the minimized 
final structure after explicit MD simulation (below). The binding residues were shown in stick. 
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(a) (b)  

Fig. 7. Superimposition of all atoms in enzyme–compound 2 complexes (a) between the final 
MD simulations structure (black) and the lowest energy docking structure (gray) (b) between 
the final MD simulations structure (black) and the statistical selected docking structure (gray) 
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Fig. 8. Binding structure of enzyme-compound 2 complex from statistical selected docking 
structure (left) compare to that from MD simulation (right). The binding residues were shown 
in stick. 

4   Conclusions 

A combination of molecular docking and non-parametric binomial distribution test 
considering the binding energy, hydrogen bonding, hydrophobic-hydrophilic 
interaction in term of residue binding to select the most probable binding structure can 
reduce simulation time consuming.  In this study, binding mode and orientation in 
HIV-1Pr – inhibitors (saquinavir and 3-oxotrirucalla-7, 24-dien-21-oic acid) 
complexes were found to be comparable with those from X-ray diffraction and 
explicit molecular dynamic simulation structures. Our statistical selected docking 
simulation provides the significant improvement of enzyme-inhibitor binding 
prediction. 
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Abstract. In a previous paper [1] we showed that Y-linked satellite-DNA 
sequences of Rumex (Polygonaceae) present reduced rates of evolution in 
relation to other autosomal satellite-DNA sequences. In the present paper, we 
re-analyze the same set of sequences by using the satDNA Analyzer 1.2 
software, specifically developed by us for analysis of satellite DNA evolution. 
We do not only confirm our previous findings but also prove that the satDNA 
Analyzer 1.2 package constitutes a powerful tool for users interested in 
evolutionary analysis on satellite-DNA sequences. In fact, we are able to gather 
more accurate calculations regarding location of Strachan positions and 
evolutionary rates calculations, among others useful statistics. All results are 
displayed in a very comprehensive multicoloured graphic representation easy to 
use as an html file. Furthermore, satDNA Analyzer 1.2 is a time saving feature 
since every utility is automatized and collected in a single software package, so 
the user does not need to use different programs. Additionally, it significantly 
reduces the rate of data miscalculations due to human errors, very prone to 
occur specially in large files. 

1   Introduction 

Despite of sex chromosomes having evolved independently in several different 
groups of organisms (such as fishes-[2]-, reptiles -[3]- birds – [4]- , mammals –[5]-, 
insects – [6] - or plants – [7]), they seem to share some common evolutionary features 
[8]. The commonality is the presence of a pair of heteromorphic sex chromosomes in 
males (XY) consequence of differentiation and degeneration of Y chromosome. In 
fact, sex chromosomes undergo a process of gradual suppression of recombination 
that converts the Y chromosome in a relict chromosome with no counterpart to 
recombine with. Thus, this process leads to progressive divergence and to the erosion 
of the Y chromosome [9]. The final outcome of this process is the accumulation of 
mutations in dispensable regions of Y architecture (high rates of mutation have been 
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described in Y-linked genes- [10]; [11]) and the subsequent loss of function of many 
genes within the Y chromosome [12]. Y-chromosome degeneration is also 
accompanied by the accumulation of a set of diverse repetitive sequences such as 
mobile elements and satellite DNAs [13]; [14];[15]; [16]).  

In the present work, we want to emphasize the role of satellite-DNA sequences in 
the Y degeneration process. Models of evolutionary dynamics for satellite DNA 
predict its accumulation in chromosomal regions where recombination rates are low 
[17]. Good examples of this are the non-recombining Y chromosomes ([16]; [18]). 
However, little is known about how this occurs or about how the absence of 
recombination affects the subsequent evolutionary fate of the repetitive sequences in 
the Y chromosome. In the present study, we focus on satellite-DNA sequences 
accumulation and evolution using as models the dioecious species of Genus Rumex, 
R. acetosa and R. papillaris, and by means of new computing utilities gathered 
together in satDNA Analyzer 1.2 package (http://satdna.sourceforge.net).  

2   Antecedents and Motivation 

Males of R. acetosa and R. papillaris have a karyotype with 15 chromosomes 
including a complex XX/XY1Y2 sex-chromosome system, while females have 14 
chromosomes, being 2n= 12 + XX. During meiosis, the two Y chromosomes pair only 
with the ends of each X arm (own observations). All the data indicate that the Ys and 
the X chromosomes are highly differentiated and that the Y chromosomes are 
degenerated, as they are heterochromatic and rich in satellite-DNA sequences [19]. In 
fact, two satellite-DNA families have been found in both species to be massively 
accumulated in the Y chromosomes, the RAYSI family [20]; [21] and the RAE180 
family [22]. Additionally, other satellite-DNA family, RAE730, has been described in 
heterochromatic segments of some autosome pairs [23].  

To elucidate evolutionary rates of Y-linked sequences in relation to autosomal 
ones, we performed a comparative analysis between R. acetosa and R. papillaris 
sequences belonging to three different satellite-DNA families separately. Basically, 
we performed distance calculations according to the Jukes-Cantor method [24] and 
from these, we estimated evolutionary rates for both Y and autosomal-linked families. 
We found that Y-linked satellite sequences evolve two-fold to five-fold slower than 
autosomal-linked ones. Additionally, we proposed that shared polymorphisms should 
be removed when analyzing closely related species for more accurate calculations, 
since they might indicate ancestral variation before splitting of both species but not 
true divergence. In contrast, non-shared polymorphisms would be automorphies and 
represent different transitional stages in the process of intraspecific homogenization 
and interspecific divergence (for full details see [1]).  

This study was reinforced by analyzing concerted evolution status (see [25]) of 
every three satellite-DNA sequences. We followed the method described in [26] 
which allows to analyze the pattern of variation at each nucleotide site between a pair 
of species for every of three marker studied (see Materials and Methods for further 
details).  

Our aim is to confirm our previous findings by using the software satDNA 
Analyzer 1.2 and analyzing the same set of sequences described before. This supposes 
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a non-time demanding method since every step is automatized (location of different 
Strachan positions, removing shared polymorphisms from alignment and all statistics 
such as average consensus sequences, the average base pair contents, the distribution 
of variant sites, the transition to transversion rate and different estimates of intra and 
inter-specific variation) and collected in an unique package, so the user does not need 
to resort to different softwares. Additionally, the use of the software prevents from 
data miscalculations due to human errors, very prone to occur specially in large files. 

3   Materials and Methods 

3.1   Biological Material and Laboratory Procedures  

Sequences analyzed in the present work were taken from the EMBL database 
(http://www.ebi.ac.uk/embl/) with accession numbers AJ580328 to AJ580343, 
AJ580382 to AJ580398, AJ580457 to AJ580463, AJ580468 to AJ580485, AJ580494 
to AJ580496, AJ634478 to AJ634526, AJ634533 to AJ63456 and AJ639709 to 
AJ639741. These sequences belong to three different satellite-DNA families 
(RAE180, RAE730 and RAYSI) that we previously isolated in R. acetosa and R. 
papillaris. Biological material procedence and laboratory methodologies are fully 
described in [1]. 

3.2   Sequence Analysis 

For the present work, we have revisited the sequences described above by using a new 
computing tool , satDNA Analyzer 1.2, a software package for the analysis of 
satellite-DNA sequences from aligned DNA sequence data implemented in C++. It 
allows fast and easy analysis of patterns of variation at each nucleotide position 
considered independently amongst all units of a given satellite-DNA family when 
comparing sets of sequences belonging to two different species. The program 
classifies each site as monomorphic or polymorphic, discriminates shared from non-
shared polymorphisms and classifies each non-shared polymorphism according to the 
model proposed by [26] in six different stages of transition during the spread of a 
variant repeat unit toward its fixation (for a detailed explanation of this method, see 
also [27]). Briefly described, the classs 1 site represents complete homogeneity 
between two species, whereas classes 2 to 4 represent intermediate stages in which 
one of the species shows polymorphism. The frequency of the new nucleotide variant 
at the site considered is low in stage 2 and intermediate in stage 3, while class 4 
comprises sites in which a mutation has replaced the progenitor base in most members 
of repetitive family in the other species (almost fully homogenized site). Class 5 
represents diagnostic sites in which a new variant is fully homogenized and fixed in 
all members of one of the species while the other species retain the progenitor 
nucleotide. Class 6 represents an additional step over stage 5 (new variants appear in 
some of the members of the repetitive family at a site fully divergent between two 
species). Furthermore, this program implements several other utilities for satellite-
DNA analysis evolution such as the design of the average consensus sequences, the 
average base pair contents, the distribution of variant sites, the transition to 
transversion rate, and different estimates of intra and inter-specific variation. 
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Aprioristic hypotheses on factors influencing the molecular drive process and the 
rates and biases of concerted evolution can be tested with this program. Additionally, 
satDNA Analyzer generates an output file containing an alignment to be used for 
further evolutionary analysis by using different phylogenetic softwares. The novelty 
of this feature is that it allows to discard the shared polymorphisms for the analysis, 
which as we have demonstrated in [1], can interfere with the results when analyzing 
closely related species. 

satDNA Analyzer 1.2 is freely available at http://satdna.sourceforge.net where 
supplementary documentation can be also found. satDNA Analyzer 1.2 has been 
designed to operate under Windows, Linux and MAC operating systems.  

4   Results and Discussion 

4.1   Subfamilies Detection 

One of the main problems researchers have to face up is the recurrent formation of 
subfamilies in satellite-DNA sets of sequences, due to differential regions within the 
repeats or by the presence of diagnostic positions specifically fixed in one or another 
species ([28], [29]). The non-detection of these types of sequences before carrying out 
further evolutionary analysis can lead to the comparison of non-orthologous 
sequences and then to subsequent miscalculations. In this work we test the ability of 
satDNA Analyzer 1.2 to detect such cases. We previously described two paralogous 
RAYSI subfamilies in R. acetosa, called RAYSI-S and RAYSI-J [1]; [21]. We have 
used as input for our software a set of sequences of RAYSI isolated from R. acetosa 
genome. The study of Strachan stages included as a feature of our software reveals the 
existence of 72 diagnostic (fixed or almost fixed) positions, what shows the capacity 
of satDNA Analyzer 1.2 to discriminate both subfamilies (see Figure 1A). This 
approximately corresponds with our previous estimation of 83 of such as sites. 
Additionally, 20 sites are in transition stage 6, indicating the beginning of a new cycle 
of mutation-homogenization. This is supported by the fact that the mean inter-family 
divergence between both types of sequences is around 18% (see Figure 1B) while the 
mean intra-family percentage of differences is 4.2% and 5.1% for RAYSI-S and 
RAYSI-J respectively. Both subfamilies additionally have diagnostic deletions found 
at different positions in the RAYSI monomers also recognized by satDNA Analyzer 
as irrelevant positions due to indels. 

We then have divided the RAYSI sequences of R. acetosa in two different files for 
RAYSI-J and RAYSI-S respectively. For further analysis, we combined both sets of 
sequences with RAYSI sequences belonging to R. papillaris. The study of diagnostic 
sites shows that RAYSI sequences of R. papillaris belong to the RAYSI-J subfamily 
since they share more diagnostic positions with this subfamily than with RAYSI-S 
(see also [21]).  

4.2   Evolutionary Analysis and Concerted Evolution 

In the present work, we have analyzed the rate of concerted evolution of the three 
satellite-DNA families studied in R. acetosa and R. papillaris: the Y-linked RAYSI 
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and RAE180 families and the autosomal RAE730 family. Essentially, we wanted to 
address the problem of differences in the evolutionary patterns of sequences 
accumulating in Y chromosomes with respect to those accumulating in autosomes. It 
is particularly interesting taking into account the non-recombining nature of Y 
chromosomes. For that task, we used three sets of sequence alignments previously 
analyzed for us [1] as inputs for satDNA Analyzer 1.2. Specifically, for RAYSI 
analysis we used a set including RAYSI-J sequences which is the only subfamily 
present in both R. acetosa and R. papillaris.  

In relation to interspecific divergence, satDNA Analyzer 1.2 reveals that the 
variability of the Y-associated satellite DNAs, RAYSI-J and RAE180 is much higher 
than in the autosomic RAE730 sequences. We pointed before that these results might 
indicate ancestral variation in Y-linked sequences, but not true divergence, due to the 
significant presence of shared polymorphic positions. We assumed that these sites are 
ancestral and appeared prior to the split between R. acetosa and R. papillaris. In this 
sense, satDNA Analyzer 1.2 includes a utility to discard shared polymorphisms from 
the analysis for statistics calculations and for further phylogenetic analysis (see 
supplementary information at http://satdna.sourceforge.net). Then, we performed a 
second analysis excluding shared polymorphisms. This latter analysis shows that the 
mean genetic distance for RAE730 sequences between R. acetosa and R. papillaris 
are two-fold to three-fold higher than intraspecific variation. Considering that R. 
acetosa and R. papillaris diverged 2 million years ago [30], we estimated a rate of 
sequence change for these three families using other utility of satDNA Analyzer 1.2 
(Table 1). This rate of sequence change for RAE730 satellite DNA is around two-fold 
higher than the rates for the RAYSI and the RAE180 satellite DNAs. These results 
perfectly correlate with those gathered before manually (see Table 1).  

A B

 

Fig. 1. (A) Partial alignment of RAYSI (RAYSI-S and RAYSI-J) sequences of R. acetosa, 
displaying a summary of different positions and the legend. These are screenshots captured 
from a much larger output file. Note the significant presence of transition stages 5. (B) Example 
of a table representation in the output.html file generated by satDNA Analyzer 1.2, showing the 
number of nucleotide differences between RAYSI subfamilies S and J.  
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We have also studied the transitional stages in the process of concerted evolution 
according to the Strachan model [26]. SatDNA Analyzer 1.2 distinguishes Strachan 
stages from 1 to 6. For practical purposes we grouped together stages 2 and 3 in 
Initial Stages Class (ISC) and stages 4 and 5 in Fully or almost Fully Homogenized 
Class (FHC). RAE730 sequences show higher percentage of FHC sites (47 sites) in 
relation to Y-linked RAYSI-J and RAE180 (4 and 3 respectively). In fact, most 
positions in Y-linked sequences seem to be in ISC yet (312 for RAYSI-J and 33 for 
RAE180). As shown in Table 1, these calculations differ slightly to our previous 
results gathered manually. It is probably due to the fact that we considered some 
indels as positions in the manual calculations. However, this reveals more accuracy in 
results obtained by satDNA Analyzer 1.2, especially significant in long satellite-
DNAs (see Table 1). The mean length of satellite-DNA families has been suggested 
to be 165 bp in plants [31], but significantly longer sequences have been described in 
both plants and animals (as the case of RAYSI in Rumex with 930-bp repeats- [20]- or 
some mammals- [32] described a satellite-DNA family with repeats of 2600 bp in 
bovids) for which satDNA Analyzer 1.2 would be especially suitable.  

We have gathered data that correlate significantly with those in [1]. Particularly, 
we found that within the RAE180 repeat units approximately 59% of the sites 
represent shared polymorphisms between R. acetosa and R. papillaris. However, we 
detected only one nearly fixed difference (0.5% of the sites) between these two 
species and 17% of polymorphic transitional stages. These data contrast with those 
found for the RAE730 sequences. In this case, 5.5% of nucleotide sites represent  
 

Table 1. Comparative between data from Navajas-Perez et al., 2005a (stated as previous data) 
and data gathered by satDNA Analyzer in this paper. (Top) Mean intraspecific variability and 
interspecific divergence of three satellite-DNA families considering shared polymorphisms 
(SP), (Down) Analysis after excluding shared polymorphic sites (see text for details). Notes: 
(ISC) Initial Stages Class and (FHC) Fully or Almost Fully Homogenized Class.  

Mean distance Differences between species
With SP Intraspecific

(R.acetosa/R.papillaris)
Intersp. Evolutionary

Rate
FHC

 (stages 4+5)
ISC

( stages 2+3)
RAE730

previous data 0.055/0.036 0.099
satDNA Analyzer 0.055/0.036 0.099

RAYSI-J
previous data 0.048/0.054 0.063

satDNA Analyzer 0.051/0.056 0.065
RAE180

previous data 0.195/0.203 0.228
satDNA Analyzer 0.199/0.211 0.235

Without SP 
RAE730

previous data 0.046/0.029 0.088 22x10-9 47 281
satDNA Analyzer 0.046/0.028 0.087 21.65x10-9 28 222

RAYSI-J
previous data 0.037/0.042 0.047 11.74x10-9 3 407

satDNA Analyzer 0.036/0.043 0.047 11.63x10-9 4 312
RAE180

previous data 0.036/0.037 0.045 11.25x10-9 3 74
satDNA Analyzer 0.028/0.029 0.033 8.25x10-9 1 33
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shared polymorphic sites, while 4% are fixed differences between R. acetosa and R. 
papillaris and 30% transitional stages. Clearly, the data support the contention that 
the rate of concerted evolution is lower for the RAE180 satellite DNA at the Y 
chromosomes than for the RAE730 autosomic satellite DNA, as it is for RAYSI 
sequences, since R. acetosa and R. papillaris differ by only 0.4% of the sites and 
show 33% transitional stages. However, as opposed to RAE180, RAYSI sequences of 
the two species share only 6% of polymorphisms. This difference in the number of 
shared polymorphisms could be explained by the fact that RAE180 sequences are 
older than RAYSI, and therefore have accumulated a higher number of ancestral 
polymorphisms. Recent data gathered using Southern-blot hybridization may indicate 
that RAE180 sequences indeed have an older origin than do RAYSI sequences (own 
observations). 

Additionally, we have tested this software with different sets of sequences 
gathering same and satisfactory results. However, these results were out of the 
purposes of this paper and are not shown. In the present work, we do demonstrate the 
utility of satDNA Analyzer in sets of sequences with main problems when carrying 
out evolutionary analysis on satellite DNAs, which are: low rates of concerted 
evolution and subfamilies formation. To summarize, satDNA Analyzer 1.2 constitutes 
a unique tool for evolutionary analysis of satellite-DNA. In this work we have proved 
that aprioristic hypotheses on factors influencing the molecular drive process and the 
rates and biases of concerted evolution can be tested with this program, as 
comparative analysis of rate between Y-linked and autosomal sequences or subfamily 
detection. Furthermore, satDNA Analyzer 1.2 supposes a non-time demanding 
method since every utility is automatized and collected in an unique package, so the 
user does not need to resort to different softwares. The results are displayed in a very 
comprehensive multicoloured graphic representation easy to use as an html file (see 
Figures 1A and 1B). Additionally, the use of the software prevents from data 
miscalculations due to human errors, very prone to occur specially in large files. 
Other utilities not shown in this work (as for example design of the average consensus 
sequences, the average base pair contents, the transition to transversion rate) are 
included in the software, constituting a complete package for satellite-DNA 
researchers. 
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Abstract. Most of the clustering methods used in the clustering of chemical 
structures such as Ward’s, Group Average, K- means and Jarvis-Patrick, are 
known as hard or crisp as they partition a dataset into strictly disjoint subsets; 
and thus are not suitable for the clustering of chemical structures exhibiting 
more than one activity. Although, fuzzy clustering algorithms such as fuzzy c-
means provides an inherent mechanism for the clustering of overlapping 
structures (objects) but this potential of the fuzzy methods which comes from 
its fuzzy membership functions have not been utilized effectively.  In this work 
a fuzzy hierarchical algorithm is developed which provides a mechanism not 
only to benefit from the fuzzy clustering process but also to get advantage of 
the multiple membership function of the fuzzy clustering. The algorithm divides 
each and every cluster, if its size is larger than a pre-determined threshold, into 
two sub clusters based on the membership values of each structure. A structure 
is assigned to one or both the clusters if its membership value is very high or 
very similar respectively. The performance of the algorithm is evaluated on two 
bench mark datasets and a large dataset of compound structures derived from 
MDL’s MDDR database. The results of the algorithm show significant 
improvement in comparison to a similar implementation of the hard c-means 
algorithm. 

Keywords: cluster analysis, chemoinformatics, fuzzy c-means, bioinformatics,  
chemical information systems. 

1   Introduction 

The clustering of drug like compound structures is important in many phases of drug 
discovery and design like the virtual screening, prediction and modeling of structure 
properties, virtual library generation and enumeration etc. Drug discovery is a 
complex and costly process, with the main issues being the time and costs of finding, 
making and testing new chemical entities (NCE) that can prove to be drug candidates. 
The average cost of creating a NCE in a major pharmaceutical company was 
estimated at around $7,500/compound [1]. For every 10,000 drug candidate NCE 
synthesized, probably only one will be a commercial success and there may be 10-12 
years after it is first synthesized before it reaches the market [2].  
                                                           
* Corresponding author. 
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Currently, many solution- and solid- phase combinatorial chemistry (CC) strategies 
are well developed [3]. Millions of new compounds can be created by these CC based 
technologies but these procedures have failed to yield many drug candidates. 
Enhancing the chemical diversity of compound libraries would enhance the drug 
discovery. A diverse set of compounds can increase the chances of discovering 
various drug leads and optimization of these leads can lead to better drugs.  In order to 
obtain a library of high chemical diversity, a number of structural processing 
technologies such as diversified compound selections, classification and clustering 
algorithms have been developed. However, the need for more robust and reliable 
methods is still seriously felt [4].  

The term cluster analysis was first used by Tryon in 1939 that encompasses a 
number of methods and algorithms for grouping objects of similar kinds into 
respective categories [5].  The main objective of clustering is to organize a collection 
of data items into some meaningful clusters, so that items within a cluster are more 
similar to each other than they are to items in the other clusters. This notion of 
similarity and dissimilarity may be based on the purpose of the study or domain 
specific knowledge. There is no pre-notion about the groups present in the data set. 

Willett [6] has found that, among the hierarchical methods, the best result was 
produced by Ward's, Group Average and Complete Linkage hierarchical methods and 
Jarvis-Patrick was found to be the best method among the non-hierarchical methods 
tested. They have evaluated almost 30 hierarchical and non hierarchical methods on 
10 datasets each containing a group of compounds exhibiting a particular property or 
biological activity such as anesthetic activity, inhibition activity, molar refractivity, 
where 2D fingerprints been used as compound descriptors. In another study [7], 
Barnard and Downs have further investigated Jarvis-Patrick method in more detail 
using a small dataset of 750 diverse set of compounds from the ECDIN database 
using 29 physiochemical and toxicological information. Though satisfactory 
correlations have been obtained yet to obtain the best correlations for different 
properties and activities different parameter setting was necessary. 

In [8], Downs and Willett have analyzed the performance of Ward’s, Group 
Average, Minimum Diameter and Jarvis Patrick methods on two datasets: a small 
subset of 500 molecules and another one of 6000 molecules from Chemical Abstract 
Service [9] database. They have incorporated the same 29 physiochemical properties. 
The performance of Jarvis Patrick’s method was very poor. The Minimum diameter 
method was found to be the most expensive, and the performance of the Ward’s 
method was the best.  

Another work on the clustering of chemical dataset was reported by Brown and 
Martin [9] where Ward’s, Jarvis-Patrick’s (fixed and variable length nearest neighbor 
lists), Group Average and Minimum Diameter (fixed and variable diameter) methods 
have been evaluated on four datasets, each with single activity containing active as 
well as inactive compounds, summing to a total of 21000 compounds. They have 
employed a number of descriptors like MACCS 2D structural keys, Unity 2D keys, 
Unity 2D fingerprints, Daylight 2D fingerprints and Unity 3D pharmacophore 
screens. The performance of wards was found to be the best across all the descriptors 
and datasets, whilst the Group average and minimum diameter methods were slightly 
inferior. The performance of Jarvis Patrick method was very poor for fixed as well as 
for variable length nearest neighbor lists. 
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Recently, fuzzy clustering methods have been applied for clustering of chemical 
datasets. In [10] Rodgers et al have evaluated the performance of fuzzy c-means 
algorithm in comparison with hard c-mean and Ward’s methods using a medium size 
compound dataset from Starlist database for which LogP values were available. Their 
results show that fuzzy c-means is better than Ward’s and c-means. They have used 
simulated property prediction method [11] as performance measure, where the 
property of the cluster is determined by the average property of all the molecules 
contained in the cluster. This average property of the cluster is called the simulated 
property of each of the structure in the cluster. The simulated property of each 
molecule is correlated with the actual property of the compound to find the 
performance. In [12], we have used fuzzy Gustafson-Kessel, fuzzy c-means, Ward’s 
and Group Average methods to cluster a small size dataset from MDL’s MDDR 
database containing about 15 biologically active groups. Instead of using simulated 
property prediction method, the active cluster subset method where the proportion of 
active compounds in active clusters is used as performance measure, was employed. 
Our results show that the performance of Gustafson-Kessel algorithm is the best for 
optimal number of clusters. The Ward’s, fuzzy c- means and Group Average methods 
are almost the same for optimal number of clusters.  

Bocker et al [13] have revised the hierarchical k-means algorithm and developed an 
interface to display the resultant hierarchy of compound structures in the form of a 
very useful colorful dendrogram. The same system has also been used for the display 
of results for an improved median hierarchical algorithm [14]. 

 

Fig. 1. The upper graph describes the non-overlapping compound structures whereas where as 
the lower graph describes the overlapping clusters. The vertical axis plots the strength of 
activity of the compound structure and horizontal axis plots the number of activities. 
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The main problem of the current clustering methods used in the field of 
chemoinformatics is their non overlapping nature, where these methods consider the 
datasets as having very distinct and clearly separable boundaries among the various 
clusters. It is contradictory to the real problems at hand, where the boundaries are 
very vague and so it is not always as simple to delineate the clusters as these 
traditional methods tackle them. In Figure 1, two types of datasets are depicted a) 
where the boundaries of the clusters are well defined and can easily be separated and 
b) where the boundaries of the clusters are vague and so difficult to delineate. The 
second case is a challenge for the current methods where their performance is 
expected to be not as good as when each data element is not limited to belong to only 
one cluster. 

In case of chemical compounds that are biologically active, it is often the scenario 
that they exhibit more than one activity simultaneously and grouping such compounds 
under one cluster is not justified. For example, the MDDR database [15], which 
currently contains around 16 million compounds, the number of compounds active 
against multiple targets is considerably large. 

Thus the previous researches show the effectiveness of hierarchical methods on 
one hand and that of the fuzzy methods on the other hand. The fuzzy clustering 
methods have the promise to care for the overlapping nature of chemical structures. In 
this work an improved hierarchical fuzzy algorithm is employed for the clustering of 
chemical structures that exhibit multiple activities. It has also been shown on a dataset 
sufficiently quantified in terms of the activities that the method result in better 
clustering when higher overlapping is allowed in the clustering process. The results 
have also been compared with a similar implementation of the k-means method.  

In the next section the dataset and the corresponding structural descriptors used in 
this work are described. Section 3 discusses the hierarchical implementation of the 
fuzzy c – means in detail. In section 4 the results are discussed and section 5 
concludes the work. 

2   Dataset Preparation and Descriptors Generation 

In this work three datasets have been utilized to evaluate the performance of the 
proposed algorithm: two benchmark datasets known as the Fisher’s Iris dataset [16] 
and Golub’s Lekuemia datasets [17] and one drug dataset composed of bioactive 
molecules exhibiting overlapping as well as non-overlapping activities collected from 
the MDDR database. The MDDR database contain 132000 biologically relevant 
compounds taken from patent literature, scientific journals, and meeting reports [15]. 
Each entry of the database contain a 2D molecular structure field, an activity class and 
an activity class index fields besides many other fields like biological investigation 
phase, chemical abstract service (CAS) [18] compound identity , and patent 
information fields. The activity index is a five digit code used to organize the 
compounds’ structures based on biological activity; for example the left most one or 
two digits describe a major activity group and the next three digits describes sub 
activities inside the bigger activity. For example, the activity index 31000 shows a 
large activity of antihypertensive agents and the activity indexes 31250, 31251 show 
Adrenergic (beta) Blocker, Adrenergic (beta1) Blocker respectively. The dataset used 
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here comprised of 12 major activities where each group can further be divided into a 
few sub categories. Initially 55000 compounds have been extracted from the database 
using a number of filtering strategies (as described in the following equations 1 and 
2). The number of compounds in dataset1 (DS1) was 29843 and dataset2 (DS2) 6626. 
The dataset DS1 contain exactly non-overlapping structures where each compound in 
the dataset can exhibit only and only one activity among the list of activities selected 
for this work. The dataset DS2 contain bioactive (compounds exhibiting only two 
activities) such that each compound exhibit two activities only. Let A be the set of 
activities selected and l be the number of activities in this set, then the DS1 is a 
superset of sets Di, a set of compounds exhibiting activity Ai ∈ . If 1DSz ∈ is an 
arbitrary compound, then 

{}{ }liiAiAiDzDS i ,...,2,1,|1 =−∉∧∈∈=  (1) 
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By combining these two datasets, another dataset DS3 has been organized in the same 
way as depicted in fig 1. It contains single activity compounds from DS1 and in 
between any two activity groups there are bi-activity molecules from DS2 which will 
belong to both the groups on its right and left. 

The descriptors generation or features extraction is an important step in 
computational clustering of molecular structures and other problems such as 
classification and quantitative property/activity relationship modeling. A number of 
modeling tools are available that can be used to generate structural descriptors. In this 
work, we use the Dragon software [19] to generate around 99 topological indices for 
the molecules. Topological indices are a set of features that characterize the 
arrangement and composition of the vertices, edges and their interconnections in a 
molecular bonding topology. These indices are calculated from the matrix information 
of the molecular structure using some mathematical formula. These are real numbers 
and possess high discriminative power and so are able to distinguish slight variations 
in molecular structure. This software can generate more than 1600 descriptors which 
include connectivity indices, topological indices, RDF (radial distribution function) 
descriptors, 3D-MORSE descriptors and many more.  

Scaling of the variables generated is very important in almost all computational 
analysis problems. If magnitude of one variable is of larger scale and the other one is 
of smaller scale then the larger scale variable will dominate all the calculations and 
effect of the smaller magnitude variables will be marginalized. In this work all the 
variables used were normalized such that the maximum value for any variable is 1 
and the minimum is 0. 
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Table 1. Selected Topological Indices 

TI Description 
Gnar Narumi geometric topological index 
Hnar Narumi harmonic topological index 
Xt Total structure connectivity index 
MSD Mean square distance index (Balaban) 
STN Spanning tree number (log) 
PW2 path/walk 2 – Randic shape index 
PW3 path/walk 3 – Randic shape index 
PW4 path/walk 4 – Randic shape index 
PW5 path/walk 5 – Randic shape index 
PJI2 2D Petitjean shape index 
CSI Eccentric connectivity index 
Lop Lopping centric index 
ICR Radial centric information index 

In order to reduce the descriptor space and to find the more informative and 
mutually exclusive descriptors a feature selection method principal component 
analysis (PCA) [20] was used. PCA was carried out using the MVSP 3.13 [21]. It has 
been found that 13 components can represent more than 98% of the variance in the 
dataset.  The input to our clustering system is thus a 13 X 28003 data matrix. The 13 
selected topological indices are shown in Table 1. 

3   Methods 

Fuzzy clustering is the intrinsic solution to the problem of overlapping data, where the 
data elements can be member of more than one cluster. The traditional clustering 
methods do not allow this shared membership by restricting the data elements to 
belong to only one of the many clusters exclusively. There can be almost three types 
of partitioning concepts, the traditional hard or crisp one where a compound can 
belong to only one cluster and so the membership degree of the compound is said to 
be 1 in any one cluster and zero in the rest of the clusters. Another approach is 
provided by the fuzzy logic where the membership degree of a compound can be [0, 
1] and so the compound can belong with varying degree to more than one cluster [22-
23]. In both of these partitioning scenarios, the membership ikμ  follow a few 

conditions such as the sum of the membership values over a range of clusters c is 
always equal to one: 
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Where n is the number of compounds in the dataset, c is the number of clusters and i 
and k are the indexes for the clusters and data elements respectively. 

In the third case, called the possibilistic partitioning [24], this constrain is also 
relaxed and the sum of the membership degrees is not required to be equal to one, 
however, clustering algorithms based on this theory are out of the scope of this work. 

3.1   Fuzzy Clustering Algorithm 

In the literature there are a large number fuzzy based clustering algorithms [22-26] 
that are variations of the most fundamental and  widely used fuzzy c-means, a fuzzy 
counter part of the ordinary c-means (or k-means) algorithm, first characterized by 
Dunn [27] and then formalized by Bezdek [28]. The algorithm is based on the 
iterative minimization of an objective functional and so independent of the 
initialization conditions and sequence of input presentation. The objective functional 
is given as: 
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where Zk is the kth feature vector representing a molecule of the dataset Z containing a 
total of n molecules, Vi is the prototype (center or codebook) of ith cluster of the total 
number of clusters c, ||.||2 is the square of distance between each molecule and each 

cluster center, and ikμ  is the membership value of molecule Zk to be part of prototype 

Vi. A represents a positive definite norm inducing matrix dependent on the type of 
distance (in case of Euclidean distance it is a unity matrix).  The stepwise description 
of the algorithm is given below: 

 
Step1. Initialize the fuzzification index m, the partition matrix U, the number of 
clusters c and tolerance ε. 

Repeat the following steps  

Step2. Compute the cluster prototypes 
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where the subscripts l  and l-1 represent the current and previous iterations 
respectively.  

Step3. Compute the distances between compound Zk and cluster center Vi  
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Step4. Update the partition matrix 
If DikA >0 
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else 

0=ikμ  (6d) 

Step5. if ε<− − )1()( ll UU  Stop 

           else go to Step 2 
 

The fuzzification parameter m is a measure of the fuzzfication that can have any 
value from 1.1 to ∞. As the value of m is increased the memberships of molecular 
structures to the clusters become fuzzier. For a value of m = 1, the algorithm will 
simply becomes the crisp or hard c-means, but it should be avoided as it will result in 
a divide by zero error in equation 6(c). Many researches suggest a value of 2.0 for m, 
as the first fuzzy c-means algorithm suggested by Dunn also used the same value [29]. 
The stopping condition ε = 0.001 is usually enough for convergence, but we have 
kept it at 0.0001, just to be on the safe side. 

3.2   Fuzzy Hierarchical Clustering 

The algorithm is a recursive procedure of fuzzy clustering, where each cluster formed 
is further re-clustered. The number of child clusters in each recursive call can be 2, 3 
or any other number greater than 1. However, here in every recursive call the value of 
c is kept at 2 to obtain binary tree like order on the structures, a fashion more suitable 
and historical to the chemical structures based on their biological activities.  The 
inputs are a n X m data matrix Z composed of n (number of structures in each 

recursive call) rows of feature vectors m
kZ ℜ∈ and m columns of features. The 

output of each recursive call is a c X n membership matrix U. The two child clusters 
are formed using the membership matrix U, where a structure Zk can be a member of 
either one of the two clusters if the membership of one is greater than the other to 
some extent, or can be part of both the clusters if their membership degrees do not 
show much difference. Once a cluster is partitioned into its child clusters, the 
membership matrix is discarded but the algorithm keeps the necessary global 
information in the constituent clusters by adding the structures which are closely 
related to both the clusters. Thus in each recursive call a new membership matrix is 
generated and optimized based on the local information of the cluster. 

This recursive process of clustering continues until every cluster is a singleton (a 
cluster containing only one structure) or when an optimal partition is obtained. For 
this purpose the partition validity measure suggested by Bocker et al [13] is adopted. 
The clustering process is repeated for a number of threshold and at the end of each 
repetition, the number of singletons, the number of non singleton clusters, and a 
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distance measure Dmax (Equation 7) are calculated and plotted against the thresholds 
to find the optimal threshold. 

nkczdD
i

ik ≤≤= ∑ 1)],,(max[max  (7) 

where d is the Euclidean distance, between the structure ik cz ∈ and the prototype of 

the cluster ci , and n is the number of structures in each cluster. The value of Dmax 
represents the maximum deviation of the clusters from their prototypes. 

Once the optimal threshold is obtained from the graph by visual inspection (one 
shown in Fig 2(a)-(b)), the clustering process is repeated for the last time with the best 
threshold selected. The main steps of the algorithms are ordered below: 

 
Run1: For finding the optimal threshold 

(i) A threshold is selected from a range of thresholds 
(ii) The value c is initialized which is 2 for binary trees, the membership 

matrix U is initialized 
(iii) The dataset is clustered using the fuzzy –c-means algorithm 
(iv) Each of the cluster is checked if the size is larger than the Threshold 

selected, then go to step (ii) for sub-clustering the resultant cluster 
(v) Plot the number of clusters, singletons and the metric Dmax against the 

range of threshold 
Run2: (i) Select the optimal threshold through visual inspection of the graph 

(ii) Repeat the algorithm for the last time using the optimal threshold. 
 

In clustering a good method is supposed to combine highly similar activity 
structures together, so large number of singletons is not considered a good gesture. 
Thus, an appropriate point for a good clustering will be a threshold for which the 
number of singletons is a minimum. 

4   Results and Discussion 

Three datasets have been used to evaluate the performance of the clustering process. 
These include two small size benchmark datasets a leukemia cancer dataset and fisher 
iris dataset, and a real dataset of chemical structures described earlier in detail. 
Leukemia dataset is a collection of 72 genes expressions belonging to two types of 
cancer, acute myeloid leukemia (AML) and acute lymphoblastic leukemia 
(ALL).Almost 62 of the specimens for this genes expression data were obtained from 
bone marrow samples of the acute leukemia patients while the rest had been collected 
from the peripheral blood samples. The fisher’s Iris dataset consists of 150 random 
samples of flowers belonging to the Iris species setosa, versicolor, and virginica. For 
each of the specie, the dataset contain 50 samples and each sample consists of four 
variables, sepal length, sepal width, petal length and petal width. 

The Iris dataset poses much difficulty to be partitioned  into three classes as two of 
the classes are highly overlapped [30, 31]. However, our method can partition the 
dataset into three clusters with high accuracy, when a good threshold is selected. 
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(a)                                                                        (b) 

                                            
(c)                                                                                       (d) 

Fig. 2. Clustering results of (a) lekuemia threshold, (b) iris threshold (c) leukemia clustering 
tree and (d) iris clustering tree  

The threshold selection plot is given in figure 2(b) and corresponding dendrogram for 
the threshold value 0.5, is given in figure 2(d). It can easily be observed that one 
(shown in yellow color) of the classes could not been separated with much accuracy.  

Since these two real datasets are almost non-overlapping but when the number of 
clusters is decreased, the accuracy (performance) of the clustering degrades. These 
two results are for the threshold level 0.5 (iris) and 3.0 (leukemia). As the threshold is 
decreased, the clustering accuracy increases but results in more number of clusters 
and as the threshold is increased lesser number of clusters and more heterogeneous 
clusters are obtained. 

After confirming the results with the help of benchmark datasets, the methods was 
applied to the real molecular dataset DS3 developed in section 2. This dataset contain 
around 12 biologically active and overlapping clusters and the objective of the work is 
to evaluate the clustering performance of the developed hierarchical fuzzy c-mean 
(HFCM) algorithm. For evaluation, we use the active cluster subset method [9]. A 
threshold range of 0.01-0.1 with an increment step of 0.01 was used in this work. For 
each threshold a number of clusters were obtained. Some of the clusters obtained may 
be having only actives or inactives structures but many of them will have both. The 
clusters having at least one active structure are combined to make one super cluster 
called the active cluster subset.  

This subset of the dataset used should not contain any of the singletons, the 
singletons do not give any clue about the performance of the clustering method, and 
the clustering method should combine active structures with actives and inactives 
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Fig. 3. Performance of the Hierarchical Fuzzy c-means (HFCM) and hierarchical c-means 
(HCM) 
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Fig. 4. Performance of the HFCM for various Membership Thresholds. The HFC-0.0 stands for 
the HFCM with Membership Threshold of 0.0, and so on. 

structures with inactives. Thus the singletons are avoided to be included in the active 
cluster subset. The proportion of actives to inactive structures in the active cluster 
subset is determined. For each activity group of the dataset, the structures belonging 
to that activity group were taken as active and the rest of the groups were taken as 
inactive. The process is repeated for all the 12 bioactivity groups of the dataset for all 
the clusters obtained for each threshold level and an average proportion was 
determined. 
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The fuzzification index of the fuzzy c-means determines the spread in the dataset 
[24] whose value can range from 1.1 to any finite number, a smaller value means that 
the data and natural clusters are spread over  wide area (volume). As the value of 
fuzzification index is increased the data and the clusters within becomes more and 
more compact. The best value of the fuzzification index for which the best clustering 
can be obtained depends on the dataset used. So, first a fuzzy c-mean method was 
used to determine the best value for fuzzification index, and was found to be 1.4. The 
performance of the hierarchical fuzzy c-means is shown in figure 3, for various values 
of the threshold level, in comparison with the hierarchical hard c-means clustering.  
Further, to investigate the effect of overlap we repeated a number of experiments. The 
parent cluster was partitioned into two child clusters based on the membership degree 
of each compound structure as follows: 

 

If       Uik – Threshold > 0 
 
         The compound k is assigned to cluster i, 0 <= i <= 1 
 
else 
 
         the compound is assigned to both of the two clusters 

 

Since, [ ]1 0,   ∈
ik

μ , so, the value of Threshold can be between 0 and 0.5. We have 

tested for a number of values of Threshold and the results are shown in figure 4. As 
the Threshold is increased the compounds are allowed to show more overlap and so 
we get compounds that go to both of the two child clusters. This permission of higher 
overlap results in small size and homogeneous clusters, which increases the 
percentage of active structures in active cluster subset. 

5   Conclusions 

In this work, an improved hierarchical fuzzy algorithm has been employed for the 
clustering of chemical structures. The results of the algorithm are very convincing in 
clustering the multiple activity compounds. A special real dataset have been 
developed for this purpose where the overlap of activities have been restricted to only 
two which complements the analysis process for binary tree like clustering. It has 
been shown that the algorithm have an edge over a similar implementation of the k – 
means algorithm. Moreover, when higher overlap of activities is allowed, which is 
incorporated by fuzzy membership as threshold, the results are improved. 
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Abstract. In recent years, the study on metabolic networks has at-
tracted considerable attention from the research community. Though the
topological structures of genome-scale metabolic networks of some or-
ganisms have been investigated, their metabolic flux distributions still
remain unclear. The understanding of flux distributions in metabolic
networks, especially when it comes to the gene-knockout mutants, is
helpful for suggesting potential ways to improve strain design. The tradi-
tional method of flux distribution computation, i.e., flux balance analy-
sis (FBA) method, is based on the idea of maximizing biomass yield.
However, this method overestimates the production of biomass. In this
paper, we develop a novel approach to overcome the drawback of the
FBA method. First, we adopt a series of extended equations to model
reaction flux; Second, we build the stoichiometric matrix of a metabolic
network by using a more complex but accurate model – carbon mole bal-
ance – rather than mass balance used in FBA. Computation results with
real-world data of Escherichia coli show that our approach outperforms
FBA in the accuracy of flux distribution computation.

1 Introduction

Biological function lies in the interactions of metabolites. To understand the bio-
logical function of a cell, we require a system viewpoint to analyze its metabolic
network. Up to date, many researches have been done on building mathemat-
ical models of cell metabolism. Though kinetic models of metabolic networks
based on differential equations have been used to predict the networks’ capa-
bilities quantitatively, the detailed kinetic mechanism is not quite clear and the
parameters in the equations are difficult to determine.

Flux balance analysis (FBA) [1,2], a basic constraint-based approach, is an ef-
fective means to analyze biological networks in quantitative manner. It provides
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an appropriate simulation platform for studying the overall phenotypic behav-
ior [3]. This approach is not limited by the availability of kinetic data, and thus
can capture the complex, internal interactions of the whole cell. The conventional
FBA method uses Linear programming (LP) to solve the flux distribution com-
putation problem, which consists of a linear objective function and some linear
constraints. The flux capacities, mass balances, and thermodynamic constraints
define the feasible space [4], and the maximization of biomass growth consti-
tutes the typical objective function [2]. Some physiologically feasible cellular
states are included in the constrained solution space, while the others excluded
by the physicochemical constraints are “infeasible”, and thus cannot be held by
the cell. The LP method can be used to obtain an optimal solution within the
feasible range of cellular capabilities [3].

As shown in the MILP model [5], there are a number of alternate flux dis-
tributions that can lead to the same biomass yield. The existence of alter-
nate optimal solutions implies potential drawback of the mathematical models
based on FBA method. For simplicity, each of these models usually uses the
flux distribution of an alternate optimal solution as input. And different input
flux distributions un-avoidably derive different computation results [6]. Conse-
quently, the mathematic methods [7,8,9,10,11,12,13] based on the traditional
FBA rely on the alternate optimal solutions for each input flux distribution is
just one kind of the numerous distributions in the convex scope of metabolic
network [17].

Fong and Palsson [18] calculated the metabolic flux distributions of the wild-
type and the gene-knockout strains of E. coli, most of their calculated biomass
yields are greater than the measured data. There are many instances in which
model predictions of metabolic fluxes are not entirely consistent with experi-
mental data, indicating that the reactions in the model do not match the active
reactions in the in vivo system [19]. All work mentioned above shows that the
traditional FBA method without enough appropriate constraints overestimates
the biomass yield.

To obtain more accurate results, we should assign more constraints to the
mathematic model. Whereas, the difficulty lies in the fact: we can not obtain so
many constraints from the experimental results. The traditional FBA does not
aim at finding the accurate solution of the network. Hence, the optimal solution
by linear programming should not be the real flux distribution of a metabolic
network.

The traditional FBA can obtain only the maximal/minimal value of some
metabolite or biomass that we are interested in. However, this method uses
only one flux distribution for simplicity, and ignores the alternate solutions
of flux distribution. Therefore, the analysis results vary with the used points
in reaction ability scope of metabolic network. Furthermore, in the real or-
ganism the inner metabolic fluxes are steady unless perturbed by the outer
or inner states, and the biomass yield is not as much as calculated result by
FBA.
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In this paper, we propose an improved method to solve the problem mentioned
above. Based on Mahadevan and Schilling’s model [6], we add an inequality
constraint to calculate the feasible range of each reaction in metabolic network,
and obtain the average flux of each reaction in the feasible scope. Then we
construct two objective functions to analyze wild-type and gene-knock E. coli
metabolic networks. Compared with the in vitro data, our method can predict
metabolic network flux distribution more accurately than the existing models.

The remaining of this paper is organized as follows. Section 2 surveys the
related work of this paper. Section 3 introduces the proposed method. Section 4
describes the construction of the E. coli metabolic network. Section 5 presents
the experimental results. Section 6 concludes this paper and highlights the di-
rection of future work.

2 Related Work

A number of mathematical models have been proposed to extend the FBA
method, for depicting the metabolic networks and predicting the outcome of
network perturbations more accurately.

In a metabolic network, multiple solutions of flux distribution imply the ex-
istence of redundant pathways in the network, and the difference among the
multiple solutions is due to the alternate equivalent sets of reactions, which have
been investigated in detail by Mahadevan and Schilling [6]. This redundancy
renders the network robust against the breakdown of some components. The
MILP approach enumerates all the multiple optimal solutions for the given ob-
jective function [5]. Recently, a modified MILP approach has been applied to the
genome-scale E. coli model to generate a limited number of multiple equivalent
phenotype states [14].

The MOMA [8] is proposed to analyze the metabolic behavior of mutant
strains, while ROOM [7] method calculates the metabolic flux redistribution
after certain gene been knocked out with respect to the wild-type strain. The
metabolic flux redistribution is an open question. When the wild-type strain
is artificially modified with a certain gene knockout, the flux distribution can
not be obtained from calculation by using the traditional FBA. The MOMA
method, which using the minimum Euclidean distance to the optimal flux point
of its wild-type counterpart calculated from FBA, solves a quadratic programme
(QP) to find the flux distribution of a mutant. The ROOM method assigns a cost
to the expression of a gene and minimizes the number of significant flux changes
with respect to the wild-type strain. These two methods predict initial transient
behavior after gene manipulation and the post-adaptation flux distribution after
a significant period of adapted time, respectively [1].

In recent years, Maranas’ group has introduced a series of optimization based
frameworks to predict the functions of the metabolic networks [10,11,12,15,16].
An optimization-based framework called ObjFind [10] has been proved to be
effective for inferring the most plausible objective function given observed ex-
perimental data. It is based on a bi-level optimization problem, where the inner
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optimization is a traditional FBA problem with undetermined parameters and
the outer optimization is for evaluating consistency with the observed fluxes for-
mulated by a quadratic programme. Another bi-level computational framework
called OptKnock [11] was developed to suggest reaction deletion strategies that
maximize biochemical production. Subsequently, they proposed an integrated
framework called OptStrain [15] that extends OptKnock by pinpointing mini-
mal reaction set recombination tasks to confer a desired non-native biochemical
production capability on a microbial host. More recently, they developed an ap-
proach OptReg [16] to describe the modeling and algorithmic changes required
to extend OptKnock to allow for up- and/or down-regulation in addition to gene
knockouts to meet a bio-production goal. Their work benefits the geneticists to
adopt a systems approach for anticipating the effect of genetic modifications on
metabolism.

Markus et. al [19] developed and applied a novel computational method OMNI
to identify the genome-scale metabolic network, which imposes measured fluxes
as equality constrains. The model identification method uses a bi-level mixed-
integer optimization strategy introduced in OptKnock [11] to identify the op-
timal network structure given one or more sets of experimentally determined
metabolic flux data. The OMNI method provides an efficient and flexible way to
study and refine genome-scale metabolic network reconstructions using limited
amounts of experimental data.

3 Our Method

In this section, we will present our new method to compute flux distribution of
metabolic networks. We first introduce the traditional FBA approach, then we
extend the traditional FBA model by introducing flux fluctuation and average
flux, and derive two new models to compute flux distribution in wild-type strain
and gene-knockout strain.

3.1 Linear Programming Based Model

After we obtain the metabolic construction, the mass balance can be defined in
terms of the flux through each reaction and the stoichiometry of that reaction
as follows.

dx

dt
= S · v (1)

where x is the mass vector of metabolites, S is the m×n stoichiometric matrix
of all reactions in the metabolic network, m means the number of metabolites,
n is the number of fluxes. Element Sij of the stoichiometric matrix represents
the contribution of the j-th reaction to the i-th metabolite. Vector v represents
the individual fluxes of the network.

When the metabolic system reaches stable state, the changing of each x’s
component over time t across all reactions within the system becomes zero.
Such handling is proper for most intracellular reactions since they are typically
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much faster than the rates of changing in the resultant cellular phenotypes such
as cell growth [21].

Given a stoichiometric matrix derived from carbon mole balance around all
metabolites of a cell, and supposes the metabolic process is at stable state, we
get a series of linear equations, which imply the incoming fluxes are balanced by
the outgoing fluxes. Formally, we have:

S · v = 0 (2)

In addition to these linear constraints, there exists thermodynamic constraints
on directional flow of the reactions and the capacity constraints. The typical
objective function is maximizing the biomass formation. So far, the problem to
be solved can be summarized as a LP problem below:

max vbiomass

s.t. S · v = 0 (3)
vmin ≤ v ≤ vmax

where vbiomass is the objective function. S · v = 0 means that the majority of
metabolites are restricted in an organism and their concentrations are invariable.
Besides mass balance equations, reversibility/irreversibility constraints are also
imposed on individual internal fluxes (vi ≥ 0 for irreversible reactions). vmax

and vmin are the vector containing the maximum and the minimum capacities
of the fluxes, respectively. These constraints narrow the spectrum of the possible
phenotypes and provide an approach for more specifically characterizing cellular
network function. Eq. (3) actually describes the traditional FBA method.

3.2 Flux Fluctuation

For a given optimal state of Eq. (3), the LP problem can give multiple solutions
that have the exact same optimal values for the objective function and satisfy all
of the constraints. In order to investigate the effects of these alternate optima,
Mahadevan and Schilling [6] proposed an alternative strategy to study the issue
of alternate optimal solutions and their biological significance. Their LP-based
approach focuses on determining the maximum and minimum values of all the
fluxes that will satisfy the constraints and achieve the same optimal objective
value. This range between the minimum and maximum values is determined for
each flux vi by solving two LP problems. The mathematical formulation of the
above approach is described below:

max | min vi

s.t. S · v = 0
S∗ · v ≥ 0 (4)
vbiomass = α · vmax,biomass

vmin ≤ v ≤ vmax
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where vmax,biomass is the value of the objective function calculated previously
from Eq. (3), α represents the suboptimal coefficient. So far, the range of the flux
of each reaction can be obtained by using Mahadevan and Schilling’s method [6].
Considering that some metabolites are not necessary for cellular growth, such as
acetic acid, glycerol, lactic acid, ethanol, etc. We add the inequality S∗ · v ≥ 0
to describe some metabolites that can be accumulated and then be excreted out
of the cell ultimately.

Note that the above approach provides only the bounds of all solutions, rather
than all the possible alternate optimal solutions. It gives the range of the allow-
able values of each flux component (e.g. vi illustrated in Fig. 1). This procedure
is similar to that of generating the α-spectrum [22,23].

3.3 Average Flux Computation

Using Eq. (4), we can gain the upper and lower flux bounds of each reaction.
However, the real metabolic systems are usually not at the extreme states (i.e.,
having extreme flux values). For some enzymes, their concentrations change
with interior diversification (gene-knockout [24]) or environment diversification
(different carbon sources [25,26]). This observation inspires us to consider that
the metabolic fluxes are robust to inner system and outer environment. Hence,
the metabolic fluxes can not be the extremum, otherwise, the robustness of
metabolic network can not be guaranteed. In order to achieve maximal robust-
ness, metabolic flux should locate in the middle of the upper and lower bounds.
Therefore, we calculate the average flux of the maximal and minimal fluxes of
each reaction. Concretely,

vave,i =
vmax,i + vmin,i

2
(5)

3.4 Balance Flux Computation

Obviously, all of the vave,i in Eq.(5) are not the balanced flux distribution. In
order to calculate the balanced flux, we use the quadratic programming based
approach to minimizing the Euclidean distance between the target metabolic
flux value and the average metabolic flux value. Thus, the resulting flux will be
close to the average flux value as much as possible. In other words, the cell or
organism will attempt to maintain a moderate flux distribution rather than the
extreme (maximal or minimal) values. So we have the following formulas:

min
∑

(vi − vave,i)2

s.t. S · v = 0 (6)
S∗ · v ≥ 0
vmin ≤ v ≤ vmax

In the computation process of quadratic programming, we use the average flux
as the starting point. As a result, vi will be the closest value to the average value
in the feasible solution space, and we can call such flux value wild-type flux.
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When a certain gene is knockout, in other words, its corresponding reaction
is ceased, then the metabolic flux should be redistributed. Flux redistribution
is an open problem. For example, the resulting flux distributions computed by
MOMA [8] and ROOM [7] are different, but it is difficult to judge which result is
more reasonable. In this paper, we partially follow the MOMA method, but con-
sider that the whole cellular reactions participate together to change fluxes. If we
still use the Euclidean distance metric, the small values may change considerably
while the great values may change trivially. Since all reactions collaboratively
take part in the flux redistribution, we impose the average flux vave,i as the
each reaction’s weight. As a result, the organism can smoothly adapt to any
mutation.

min
∑

(
vi − vave,i

vave,i
)2

s.t. S · v = 0 (7)
S∗ · v ≥ 0
vmin ≤ v ≤ vmax

vj = 0

where vj = 0 represents that a specific gene (reaction) is knockout.

Fig. 1. An illustration of flux distribution

Note: the upside semicircle represents the positive values, and the downside semicircle
represents the negative values for reversible reactions. There are six reactions, each
reaction’s flux value can vary between the minimum and the maximum, which forms a
valid flux range. And the real metabolic flux values locate closely to the middle of the
corresponding ranges, i.e., the shadowed circle areas.
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4 The E. coli Metabolic Network

In the literature, the previous work constructs the stoichiometric matrix S with
mass balance rather than carbon balance, though mass balance and carbon bal-
ance are similar in some aspects. And existing work underestimates the small
molecules’s mass, such as H2O, Pi, H, and especially, carbon dioxide. For exam-
ple, there are about 60 reactions involving carbon dioxide, which are absorbed
or discharged in the reconstructed metabolic network [14], and there is around
42% carbon excreted in the form of carbon dioxide [20].

Another point to note is that the mass balance with the traditional FBA is
not real balance. For example, the reaction 1F6P → 1GAP +1DHAP means to
divide F6P into two parts: GAP and DHAP. However, from the stoichiometric
matrix S of traditional FBA model, we can see that one unit substrate is con-
verted to two unit products, and thus the mass is doubled. Certainly, this is not
acceptable.

Table 1. Reactions of central carbon metabolism in E. coli

NO Reaction NO Reaction

R1 1 GLC → 1 G6P R14 1 MAL → 1 OAA
R2 1 G6P → 1 F6P R15 1 MAL → 0.75 PYR
R3 1 F6P → 0.5 GAP + 0.5 DHAP R16 1 PEP ↔ 1.33 OAA
R4 1 GAP → 1 PEP R17 1 G6P → 0.83 RU5P
R5 1 DHAP → 1 GAP R18 1 RU5P ↔ 1 R5P
R6 1 PEP → 1 PYR R19 1 RU5P ↔ 1 X5P
R7 1 PYR → 0.67 AcCoA R20 0.5 R5P + 0.5 X5P ↔ 0.3 GAP + 0.7 S7P
R8 1 AcCoA → 1 AC R21 0.3 GAP + 0.7 S7P ↔ 0.4 E4P + 0.6 F6P
R9 0.33 AcCoA + 0.67 OAA → 1 CIT R22 0.3 GAP + 0.6 F6P ↔ 0.5 X5P + 0.4 E4P
R10 1 CIT → 1 ICI biom∗ 6.70 PEP + 2.19 AcCoA + 5.85 αKG
R11 1 ICI → 0.83 αKG + 1.68 E4P + 0.24 GAP + 8.04 OAA
R12 1 αKG → 0.8 SUC + 9.00 PYR + 0.84 R5P
R13 1 SUC → 1 MAL → 1.20 AC + 1 biomass
∗ The compounds and coefficients of biomass anabolism in this table are based on the

20 amino acids anabolisms in E. coli metabolic network [27].

FBA’s “balance” means to yield or consume some intermediate metabolites
to maintain the mass invariant. But the mass is not balanced in the reaction
equation of traditional FBA. Therefore, a reasonable way is to set the reaction
equation as 1F6P → βGAP+γDHAP , here β and γ are two reaction coefficients
to be determined. However, it is hard to evaluate the reaction coefficients such
as β and γ by using the mass balance.

Here, we construct the S matric with carbon mole balance. The advantage
is that we can assign the coefficient of each metabolite according to its carbon
number, and restrict the carbon flux of each reaction in [-100,100] and [0,100]
for reversible and irreversible reaction, respectively. Table 1 shows the carbon
reaction process, which is different from the traditional reaction. Here, we just
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Table 2. Abbreviation lists of metabolites and their carbon numbers

Abb. Name C Abb. Name C

AC: Acetate; 2 ICI: Isocitrate; 6
AcCoA: Acetyl-CoA; 2∗ MAL: Malate; 4
αKG: α-Oxoglutarate; 5 OAA: Oxaloacetate; 4
CIT: Citrate; 6 PEP: Phosphoenolpyruvate; 3
E4P: Erythrose-4-phosphate; 4 PYR: Pyruvate; 3
F6P: Fructose-6-phosphate; 6 R5P: Ribose 5-phosphate; 5
GAP: Glyceraldehyde 3-phosphate; 3 RU5P: Ribulose 5-phosphate; 5
G6P: Glucose 6-phosphate; 6 S7P: Sedopheptulose 7-phosphate; 7
DHAP: Dihydroxyacetone phosphate; 3 SUC: Succinate; 6
GLC: Glucose; 6 X5P: Xylulose 5-phosphate; 5
∗ There are 2 units of carbon in one AcCoA that participate in carbon flow. Here,

CoA is an assistant group and the carbon in CoA will not move to other metabolites.

consider the carbon mole balance. Though we do not consider the carbon diox-
ide balance, the balance reaction calculates the carbon dioxide indirectly. For
example, reaction 1 αKG → 0.8 SUC releases carbon dioxide indirectly, where
there is one mole carbon in αKG, and only 0.8 mole carbon is transferred to
SUC, while another 0.2 mole carbon is transferred to carbon dioxide.

According to reference [18], the real biomass yield is around 85% of the optimal
yield calculated by FBA. Therefore, we set 85% of the maximal biomass yield
as the suboptimal biomass yield in Eq. (4). The changing of α value will impact
the metabolic flux distribution.

Mahadevan et al. [6] assumed that every metabolite produced in wild-type
strain can also be produced in gene-knockout strain. And they did not consider
the situation where some metabolites dispensable in metabolic network. To keep
the balance state, their model must include all metabolites, even these dispens-
able metabolites. Obviously, this constraint is so stringent that the system is
confined to a narrow range of metabolic ability. They concluded that the effect
of the variation of wild-type flux distribution has little effect on the predicted
mutant growth rate. However, the real organism is not such a case. For exam-
ple, the glycerol and acetic acid can be regarded as a substrate or a product
according to different environmental states. In this paper, considering that the
glucose is the only substrate, the yields of glycerol and acetic acid yields should
be equal to or larger than zero. So we do not consider the balances of acetic acid
and DHAP (which can yield glycerol).

5 Results and Analyses

In this section, we will give the computational results, which are presented in
Table 3 and Fig. 2, and also analyze the results.

There are six reactions whose fluxes are zero for the optimal solution of max-
imal biomass as shown in Table 3. Under this condition, there is no acetic acid
yield (R8=0). And three reactions that can produce carbon dioxide are ceased
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Fig. 2. The central carbon metabolism network of E. coli (the corresponding reaction
equations are given in Table 1)

(R12, R15 and R17) in order to convert carbon to biomass as much as possible.
As soon as the reaction R12 is ceased, the following two reactions (R13 and R14)
are also ceased, because there is no substrate input to these two reactions. The
resulting flux distribution is not reasonable. Since these reactions do exist in nor-
mal organism, they should take on certain functions. That is, their fluxes should
not be zero. For the traditional FBA method, in order to maximize biomass
yield, some reactions (e.g. R8, R12, R13, R14, R15 and R17) will be stopped.
This is unavoidable. However, there has been no direct experimental evidence
that supports this process.

Given a specific value of suboptimal coefficient, α=0.85, we obtain the flux
range of every reaction. The flux range for each reaction is determined by its
corresponding minimal and maximal flux values as shown in Table 3. It can be
seen that some reactions have large flux ranges (e.g. R2, R17, etc.), while some
others have small flux ranges (e.g. R5, R8, etc.). Generally, our method can limit
the metabolic network flux values to a relatively small feasible scope.
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Table 3. Carbon flux distributions of the E. coli metabolic network

NO. Max(b) Min Max Average MED NOM

R1 100.00 100.00 100.00 100.00 100.00 100.00
R2 100.00 10.85 100.00 55.42 55.60 100.00
R3 95.87 66.54 96.49 81.51 81.77 97.07
R4 92.45 78.44 93.60 86.02 86.28 83.10
R5 47.93 33.09 48.25 40.67 40.76 36.99
R6 52.82 44.82 65.05 54.93 53.88 54.66
R7 28.21 23.94 49.88 36.91 39.53 42.80
R8 0.00 0.00 10.15 5.08 2.21 5.02
R9 19.27 16.35 42.30 29.33 29.07 28.98

R10 19.27 16.35 42.30 29.33 29.07 28.98
R11 19.27 16.35 42.30 29.33 29.07 28.98
R12 0.00 0.00 21.54 10.77 11.30 12.71
R13 0.00 0.00 17.23 8.61 9.04 10.17
R14 0.00 0.00 13.44 6.72 3.66 4.59
R15 0.00 0.00 17.23 8.61 5.38 5.58
R16 21.31 13.00 24.52 18.76 17.71 15.46
R17 0.00 0.00 89.15 44.58 44.40 0.00
R18 3.45 2.92 27.59 15.26 15.05 2.44
R19 -3.45 -3.45 46.41 21.48 21.80 -2.44
R20 2.30 1.95 51.28 26.61 26.41 1.63
R21 2.30 1.95 51.28 26.61 26.41 1.63
R22 9.19 -41.54 9.19 -16.17 -17.20 6.51

biom 2.73 2.32 2.73 2.53 2.19 1.94

Note: Max(b) – maximal biomass; Max – the maximal flux value of a reaction; Min –
the minimal flux value of a reaction; MED – the minimal Euclidean distance between
the target flux value and the average flux value; NOM – the nonlinear optimal method
for gene-knockout

The average flux value of each reaction in the metabolic network is not bal-
anced. For example, the sum of the fluxes of R18 and R19 is not equal to that
of R17. So, it needs more constraints to achieve balanced flux distribution.

For the MED results, each reaction’s flux is near the average value and sat-
isfies the carbon flux balance. The biomass is less than the maximal biomass,
concretely, it is about 74% of the maximal biomass. The MED measure provides
a way to determine metabolic flux for wild-type strain.

The MED results demonstrate the distribution of metabolic flux,where 55.60%
carbon enters the Embden-Meyerhof pathway (EMP), the other 44.40% carbon
enters the pentose phosphate pathway (PPP). And 29.07% carbon enters the
tricarboxylic acid (TCA) cycle pathway.

When the reaction R17 is ceased (the gene zwf is knocked out), the whole flux
will be redistributed. We use the NOM method to calculate flux distributions.
We can see that the biomass is less than the MED’s biomass, which is about 89%
of the latter. This result conforms to in vitro experimental value (0.56/0.62) [20].
At that time, all the amount of carbon enters the EMP. And the direction of the
flux (R19, R22) through the PPP is reversed.
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(a) wild-type (b) gene-knockout(R17=0)

Fig. 3. The flux distributions of wild-type and gene-knockout E. coli for different
suboptimal coefficient α values

There are two groups of reactions that can produce acetic acid. One is the
direct product of the AcCoA, another is the byproduct going with the biomass
anabolism, such as citrate anabolism and cysteine anabolism. The acetic acid
yields are 4.84 and 7.35 for wild-type and gene-knockout respectively. And the
real acetic acid yields [20] are 5.63 and 7.59 for wild-type and gene-knockout
respectively (Here, we change the metric and scale the input parameters: change
3.20 mmol g−1 h−1 of glucose to 100 units of carbon for wild-type E.coli, and
3.82 mmol g−1 h−1 of glucose to 100 units of carbon for zwf-knockout mutant,
and change other experimental data to the corresponding scale for the conve-
nience of comparison with our results). Obviously, the results calculated with
our method are quite similar to the real results, which shows the advantage of
our method in flux computation accuracy.

Reaction R2 (phosphoglucose isomerase, PGI) is the main offshoot reaction.
The activities of PGI are 1277 and 1905 nmol min−1mg−1 protein in wild-
type and zwf-knockout strains, respectively [20]. And the flux values are 55.60
and 100.00. We can see that the ratio of protein activities (1277/1905≈0.67) is
roughly equal to the ratio of flux values (55.60/100.00≈0.56). In summary, all
these results conform to the experimental results [20].

Note that different suboptimal coefficient α values in Eq. (4) can result in
different flux distributions. We present the results of flux distribution for different
α values in Fig. 3. We set the suboptimal coefficient value between 0.8 and 0.9.
When the α is 0.8, the acetic acid yields are 5.32 and 8.53 for wild-type and
gene-knockout respectively, and the corresponding biomass yields are 2.02 and
1.81. When the α is 0.9, the acetic acid yields are 4.32 and 5.74 for wild-type
and gene-knockout respectively, and the corresponding biomass yields are 2.38
and 1.80. As the value of α changes from 0.8 to 0.9 (we compute with three
values 0.8, 0.85, and 0.9), for wild-type strain, the acetic acid yield decreases,
and biomass yield increases; while for gene-knockout strain, the acetic acid yield
increases, but the biomass yield first increases and reaches the maximal value at
about 0.85, and then goes down.
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6 Conclusion

This paper proposes a new method to compute the flux distribution in the E.
coli metabolic network. In our method, the biomass production of zwf-knockout
strain is less than that of the wild-type strain, and the acetic acid production of
zwf-knockout strain is more than that of the wild-type strain. The computation
results are all consistent with the in vitro data. Our method does not neglect the
variety of metabolic flux distributions, but we consider the flux distribution near
the average flux value in the feasible scope. Note that in our method we need
to set a appropriate α value in Eq. (4) to calculate the flux distribution. When
α is set to 0.85, the calculated results conform to the experimental data very
well. With our method, it is convenient for the geneticists to select appropriate
mutant points for increasing certain useful products or decrease certain useless
ones, which suggests potential ways to improve strain design. For future work,
we will apply the proposed method to large-scale metabolic networks.
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Abstract. Given a large, complex ordinary differential equation model
of a gene regulatory network, relating its dynamical properties to its
network structure is a challenging task. Biologically important questions
include: what network components are responsible for the various dy-
namical behaviors that arise? can the underlying dynamical behavior be
essentially attributed to a small number of modules? In this paper, we
demonstrate that inverse bifurcation analysis can be used to address such
inverse problems. We show that sparsity-promoting regularization strate-
gies, in combination with numerical bifurcation analysis, can be used to
identify small sets of ”influential” submodules and parameters within a
given network. In addition, hierarchical strategies can be used to gener-
ate parameter solutions of increasing cardinality of non-zero entries. We
apply the proposed methods to analyze a model of the mammalian G1/S
regulatory module.

1 Biological Background

Properties emerging from complex dynamical systems such as bistability (the
existence of two stable, steady states) or oscillations are getting increasing at-
tention as potential design principles of cellular networks of metabolic, gene
regulatory or signal transducing systems [1]. While such biological systems form
large networks that are difficult to grasp, the theory of dynamical systems pro-
vides the means to categorize and reduce them to tangible and understandable
core modules governing the overall system properties.

One of the most studied cell biological systems in this regard is the cell cycle.
Via iterations of theoretical and experimental analysis it has been successfully
analyzed as a modular system consisting of a core oscillator controlled by a series
of bistable switches mediating the transition through checkpoints between the
different cell cycle phases [2, 3, 4, 5]. While the individual players differ between
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species, the overall design seems conserved enough to allow researchers to propose
a generic cell cycle model that can be mapped onto diverse species [6].

The individual modules are responsible for coordinating each phase of the cell
cycle with external resources, such as nutrients or - in a multicellular context - the
diverse signaling factors supplied by the organism. The deciding factors include:
has the current phase been successfully completed? do external resources still
allow the onset of proliferation? The gene regulatory switches have to integrate
diverse halt or go signals to form the appropriate decisions. In this methodologi-
cal paper, we focus on a small part of this vast complexity: a simplified model of
the G1/S transition of the mammalian cell cycle that has recently been proposed
by Swat et al. [7].

2 A Model of the G1/S Transition

The model of the mammalian G1/S transition consists of 9 chemical species, 25
reactions and 40 parameters, representing the transcription factor families AP-1,
E2F, pRB, and cyclin/cyclin-dependent kinase complexes cyclin D/Cdk4,6 and
cyclin E/Cdk2 [7]. Please see the original publication [7] and the thesis by M.
Swat [8] for a description of the model; an SBML version of this model is available
for download from [9]. The model may be mathematically expressed as a system
of ordinary differential equations (ODEs). Denoting by x and α the biochemical
concentrations and parameters respectively, the instantaneous change in x ∈ R

n

is described by the parametrized vector field f : R
n × R

m → R
n:

ẋ = f(x, α). (1)

Depending on the parameter α, the parameterized ODE system (1) can exhibit
different dynamical behavior. In performing a (forward) bifurcation analysis, one
examines what different qualitative behavior can arise when various parameters
are varied. The computed bifurcation diagrams contain information on the lo-
cation of parameter regions where the solution behavior stays qualitatively the
same, as well as parameter locations where the solution changes its character
(see [10] for a mathematical overview of bifurcation analysis).

To understand the significance of bifurcation diagrams for the model system
necessitates both a short explanation of the parameters and a rough outline of the
biological context, especially the mitogenic stimulation of the G1/S transition
represented here by the bifurcation parameter Fm which is the main focus of our
analysis. See Figure 1 for the correspondence between bifurcation points and cell
phases. Further details of the model are discussed together with the results of
inverse analysis in Section 5.

2.1 Bistable Core

While the model of Swat et al. is of a qualitative nature - trying to capture
both the basic architecture of interactions and experimentally known dynam-
ics - its underlying equations are frequently used in modeling of gene regulatory
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networks allowing for straight-forward biological interpretation of results. The
model is based on extensive usage of the Hill-Langmuir equation (see e.g. [11,12])
to describe binding equilibria of both the transcription factor E2F1 and its spe-
cific DNA binding sites, as well as the transcriptional repressor pRB and this
E2F1:DNA complex. The parameters Kmx, and Jx (where x is a variable sub-
script) thus represent dissociation constants in units of concentration, except for
the parameter Km2, which falls outside this definition because of an additional
factor a used in the core module encoding for the bistability. The parameters kx

represent simple kinetic rates in units of 1/time or 1/(concentration*time) and
parameters φx represent degradation rates in units of 1/time. Maximal tran-
scription rates kx are then scaled by the temporal averages of the activated
(E2F1/(Kmx +E2F1)) and uninhibited (Jx/(Jx + pRB)) gene regulatory sites,
according to the Hill-Langmuir equation. The same equations are also used (al-
though with less mechanistic justification) for cyclin autocatalytic activation
processes.

The core feature of the model by Swat et al. is the autocatalytic activation
of the transcription factor E2F1 by binding to its own regulatory site. Two
independent binding sites are assumed, both of which need to be occupied for
autocatalytic activation. This assumption leads to the necessary nonlinearity in
the equation which is the main source of bistability in the model.

2.2 Mitogenic Stimulation

Swat et al. realize this classic module of transition through the restriction point
and into the S phase of the cell cycle by assuming the following: E2F1 mediated
activation of the transcription of all involved genes; a strong inhibition of this
process by unphosphorylated pRB; a weakened inhibition by half-phosphorylated
pRB (pRB p); finally no inhibition by fully phosphorylated pRB (pRB pp).
These phosphorylations are sequentially catalyzed by cyclin D/Cdk4,6 and cyclin
E/Cdk2 complexes.

The model starts in G0/G1 phase and transcription of cyclin D is initiated
by a simple linear dependence on the transcription factor AP-1, which itself is
modeled as a continuous responder to an input parameter Fm. This latter para-
meter represents the mitogenic stimulation and the whole model is designed to
show bistable dependence on a continuous variation of this mitogenic stimula-
tion parameter. The parameter is used here as the bifurcation parameter. How
can biologists relate this to a real life context?

Diverse mitogenic stimuli, usually the growth factors, act on receptors in
the cell membrane to activate a complex network of signal transduction. Re-
ceptors activate membrane and cytoskeletal modifications in feedback-based
switches, with the Ras G protein family as central elements [13]. The path-
ways at the membrane branch into several intracellular processes, of which two
are considered central for cell cycle regulation: intracellular calcium release [14]
and the mitogen-activated protein kinase (MAPK) cascades [15] both of which
show complex and diverse spatio-temporal variations of intracellular activity but
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ultimately should converge again in the cellular nucleus to activate further gene
transcription via the transcription factors NFAT and AP-1 [16, 17].

Both pathways, calcium release and MAPK activation cascades, have also
been intensively studied by theoretical modeling. While calcium increase can
show complex oscillatory behavior [18], of which both the frequency and the
amplitude might be important information carriers [19, 20, 21, 22, 23, 24], not
so much is known about consequences of these spatio-temporal variations for
the activation of the cell cycle [14, 25]. In contrast, temporal modulation of
MAPK activity is increasingly recognized as the determining signal for cell fate
decision [26, 15]. Transient, sustained weak or sustained strong activation have
different consequences, either resulting in cell cycle arrest to induce cell differ-
entiation or the onset of the cell cycle. Nuclear feedforward sensors for tempo-
ral activity of MAPK that mediate these differences have been identified [27].
From a theoretical perspective, the MAPK cascade has been found again to
show bistable dependence on the strength of mitogenic stimulation [28, 29, 30].
Such a bistable, all-or-none switch can, for example, create a discrete border of
responding and non-responding cells lined up within continuous concentration
gradient of a signal and thus be important for the processes of developmental
morphogenesis [31, 32].

Thus, the pathway of a mitogenic stimulus to the activation of nuclear tran-
scription of cell cycle genes, as represented in this model by Swat et al. by the sim-
ple parameter Fm, involves again a series of bistable switches. However, diverse
interacting pathways, be it metabolic or structural states of the cell or opposing
signals, can modulate this behavior. In the case of the MAPK cascade’s bistabil-
ity it is known that increasing levels of counteracting phosphatases can render
this bistable switch into a continuous responder to a mitogenic signal [33, 34],
a process which is often regulated via negative feedback by the MAPK them-
selves [35]. In such a situation the downstream bistability of the G1/S would
receive increased control.
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3 Inverse Bifurcation Analysis

In the context of molecular biology, the aim of inverse bifurcation analysis is
to map the geometry of bifurcation diagrams (back) to biochemical parameters
(see [36, 37] for applications in biology; refer to [38, 39] for various applications
of bifurcation control in engineering). An example of a geometric property im-
portant in the study of biological systems is the distance (in parameter space)
from reference regions to bifurcation manifolds; this geometric property may be
used to quantify the robustness of biological systems. Inverse bifurcation prob-
lems may be broadly divided into two classes: those of design type, such as
finding parameter configurations so that the distance to bifurcation is as large
as possible; those of identification type, such as finding parameter and network
configurations such that the bifurcation diagram exhibits some observed behav-
ior. In this paper, we focus on the latter type: given an ODE model, we would
like to infer its properties by computationally mapping bifurcation diagrams of
various shapes back to the parameter space.

For gene regulatory systems where the underlying ”function” can be related to
its bifurcation diagram, the proposed inverse bifurcation analysis can be useful in
yielding information on how the regulation process arises from network proper-
ties. In Section 3.1, we propose a method to map bifurcation diagrams of different
geometric shapes to sparse parameters (i.e., parameters with few components of
non-zeros). That is, out of the possibly many solutions that result in the desired
bifurcation diagram, we select the sparsest ones by adding a sparsity-promoting
penalty term to the objective function being minimized. For our model system as
described in Section 2, this allows one to identify (minimal) ways to manipulate
the qualitative response of the G1/S transition to varying mitogenic stimulation.
In general, even with sparsity constraints the parameter solutions may not be
uniquely determined. Hence, in Section 3.2 we propose a hierarchical strategy
that can be used to identify a sequence of parameters that solve the inverse
problem. The combination of sparsity regularization and hierarchical strategy
allows for the identification of parameter sets (and the associated submodules of
the system) that are influential in generating a variety of dynamical behaviors,
thereby providing a way to infer the central non-linear mechanisms. We remark
that there exist related methods for model analysis and reduction. For instance,
a method based on linear feedback analysis to obtain destabilizing components
and interactions has been used to analyze the sources of network behaviors in
cell cycle and circadian rhythm models [40]. Model reduction techniques based
on Proper Orthogonal Decomposition (POD) have been applied to obtain lower
dimensional representations of circadian rhythm models [41]; time-scale decom-
position method based on singular perturbation analysis has been used to obtain
reduced-order non-linear models of metabolism [42].

3.1 Sparsity-Promoting Regularization

Inverse problems are typically ill-posed, in particular unstable. As a forward
problem, bifurcation analysis is typically well-posed: the computed bifurcation
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diagram exists, is unique and depends smoothly on the problem data (i.e., the
vector field in some topology). In contrast, inverse bifurcation analysis is usually
ill-posed, in particular: there may be no parameter configurations that can give
rise to the desired bifurcation diagram; if solutions exist, they may not be unique
or may not depend continuously on the problem data (i.e., the geometric descrip-
tion of the bifurcation diagram). Mathematical techniques, called regularization
methods, have to be used to cope with this ill-posedness (see [43] for their math-
ematical theory and applications). While stabilizing ill-posed problems, regular-
ization methods typically bias the solution to some desired behavior. Depending
on the mathematical properties of the problem and the application of interest,
different regularization techniques may be appropriate. Does one want to obtain
a solution of the minimum Euclidean norm? Or is it more desirable to obtain a
solution that is sparse, i.e., has as few non-zeros as possible? For biological ap-
plications, sparsity is often useful: for instance, one might want to find a network
that is as small as possible yet consistent with the experimental data; or, one
might wish to identify a small number of parameters whose variation can give
rise to a wide range of system behavior. Below, we describe a sparsity-promoting
regularization method and apply it in the context of inverse bifurcation analysis.
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Fig. 2. l2 and lp,ε functionals

Consider the following functional, mapping
vectors x = (x1, · · · , xm) to R via:

lp(x) =
∑

i

xp
i .

For p = 2, the above is the square of the Euclid-
ean norm. For the (limiting) case p = 0, it mea-
sures the number of non-zeros in the vector x;
therefore, such a penalty term could be used to
obtain sparse solutions [44]. However, l0(x) is not
even a continuous function and hence significant
computational effort is needed for its minimiza-
tion (e.g., using combinatorial methods). In the
setting of linearly constrained problems, Donoho
and Elad showed that provided the solution al-
lows for a sufficiently sparse representation, the

solution of minimum l0 value can be obtained efficiently by solving the problem
with the l1 penalty term [44]. In our context the problems are nonlinear; to
obtain sparse solutions via gradient-based methods, we consider differentiable
approximations to l0(x) of the form

lp,ε(x) =
∑

i

(x2
i + ε)p/2, 1 ≥ p > 0, ε > 0,

where ε is used to remove non-differentiability at xi = 0. We note that for
p < 1, the above functional is not convex. In particular, the second derivative
d2/dx2

i (lp,ε(x)) changes sign from being positive in the range |xi| <
√

ε/(1 − p)
to being negative for |xi| >

√
ε/(1 − p). See Figure 2 for a comparison between
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l2 and lp,ε functions; the dotted lines in the latter denote x = ±√
ε. We re-

mark that mathematically, lp with p ≤ 1 as a regularization method is much
less understood than the case of l2. In the setting of (infinite-dimensional) linear
inverse problems, Daubechies et al. have shown that l1 is indeed a regularization
method [45]. To enforce sparsity constraints using convex penalty terms, Ramlau
and Teschke [46] have developed a method for solving nonlinear inverse prob-
lems using replacement functionals. However, it appears that for p < 1, many
mathematical questions are still open.

To study the mammalian G1/S regulatory module, we consider inverse bifur-
cation problems formulated as constrained optimization problems of the follow-
ing form: minimize over the set of system parameters αs,

ConMin(αs, p, ε) : min
αs

lp,ε

(
αs − α∗

s

α∗
s

)

subject to SN1(αs) = SN∗
1

SN2(αs) = SN∗
2, (2)

where we consider placing the abscissa of saddle nodes at location SN∗
1, SN∗

2

different from those for the nominal parameter value α∗
s . In particular, we con-

sider mapping the following 3 modes of bifurcation diagram variation into the
parameter space:

– Elongating saddle-node nose: SN∗
1 ← SN1 + d

– Moving both saddle-nodes to the right: SN∗
1 ← SN1 + d, SN∗

2 ← SN2 + d
– Decreasing range of bistability: SN∗

2 ← SN2 + d

Using an adjoint-based method for computing the gradient of the saddle-nodes
SN1,2 (see [38, 39, 36]), the constrained minimization problem ConMin(αs, p, ε)
can then be solved using methods such as Sequential Quadratic Programming
(SQP) (see [47, 48] for a general overview).

We solve the optimization problem (2) with all parameters being input vari-
ables (except, of course, the bifurcation parameter Fm) and taking as α∗

s the
nominal parameter values given in the paper [7]. The routine fmincon from the
MATLAB [49] Optimization Toolbox is used to solve the problem (2); the un-
derlying algorithm is SQP with approximate Hessian obtained by BFGS-update
and line-search is performed (refer to [47] for an overview of optimization al-
gorithms). As the termination criteria, absolute tolerance of 10−5 is taken for
function value, the constraint violation as well as the optimization variable 1.
Using regularization terms lp,ε with p = 0.1, ε = 10−4 and l2, the top parts of
Figure 3 to 5 show the initial and computed bifurcation diagrams in light and
dark curves respectively; Table 1 summarizes the number of (forward) bifurca-
tion analyses needed to obtain the results shown in the figures; the large values
reflect the tight optimization tolerance used in this study and can be decreased
by relaxing the optimality condition. Note that while the bifurcation diagrams
shown in Figure 3 and 5 turn out to be qualitatively the same irrespective of

1 Corresponding to the MATLAB settings TolFun, TolCon, TolX.
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the choice of regularization term, the respective bifurcation diagrams shown in
Figure 4 are qualitatively different; in particular, the transcritical bifurcation
point is unconstrained, and it happens that for the parameters obtained us-
ing different regularization terms it occurs at different values of the bifurcation
parameter Fm.

The bottom part of Figure 3 to 5 compare the computed changes in the pa-
rameters using different penalty terms. It can be observed that while l2 penalty
gives rise to maximum parameter changes of smaller magnitude, the computed
parameters have many non-zero components. In contrast, the parameters identi-
fied using l0.1,10−4 regularization are much sparser: for all cases, only 1 or 2 pa-
rameters are classified as being identified (i.e., lie outside the range [−

√
ε,

√
ε] =

[−0.01, 0.01] as denoted by the dotted vertical lines in the figures). The remaining
parameters lie within the narrow range about zero where the penalty function
is locally convex owing to the smoothing term ε. Refer to column 1 of Table 2
for the parameters identified by the algorithm. See Sections 3.2 and 5 for the
equations corresponding to the parameters and the biological interpretation of
the results respectively.

3.2 Hierarchical Identification Strategy

In general, there are multiple distinct solutions satisfying the constraints in (2).
It is useful to obtain a sequence of parameter solutions, allowing for non-zeros of
increasing cardinality. An approach towards this goal is to identify parameters
in a hierarchical manner.

Algorithm 1. HIER-PARAM-IDENT(α0
s ∈ R

m, MaxLev, p,ε)

– Initialize: s ← {1, · · · , m}, Iidentified ← ∅

– For j = 1, · · · , MaxLev
• Irem ← s \ Iidentified

• Solve αj
Irem

← ConMin(α0
Irem

, p, ε)
• Ij ← {i : |(αj

Irem
)i| >

√
ε}

• Iidentified ← Iidentified ∪ Ij

End

– Return {α1
I1

, α2
I2

, α3
I3

· · · }

Table 1. Number of bifurcation runs carried out for inverse analysis

Modification Case \ Regularization Term l0.1,10−4 -penalty l2-penalty

Elongating SN1 nose 211 68

Moving SN1,2 to right 216 469

Decreasing bistability 197 463
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Fig. 3. Elongating saddle-node nose: bifurcation diagrams and solutions obtained using
different regularization terms
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Fig. 4. Moving saddle-nodes to the right: bifurcation diagrams and solutions obtained
using different regularization terms
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Fig. 5. Decreasing the range of bistability: bifurcation diagrams and solutions obtained
using different regularization terms

In the hierarchical approach (see Algorithm 1), parameters are identified in
multiple levels. Once a parameter has been identified (using the greater-than-

√
ε

rule), in the subsequent levels it is not permitted to vary from its initial (nominal)
value. Thus, it allows for the identification of distinct parameter combinations
that all satisfy the same geometric constraints on the bifurcation diagram. Ta-
ble 2 shows the parameters identified by the hierarchical approach for the same
test cases as carried out in Section 3.1. As an illustration, let us look at the
case of elongating the nose of saddle-node: the parameter kp has been identified
at level 1; subsequently, it is fixed at its nominal value of 0.05 and only the
remaining parameter values αs \ {kp} are allowed to be varied in level 2. It can
be observed from Table 2 that the cardinality of the parameter solution exhibits
an increasing trend with the level number. Another observation is that of the
parameters identified, all except the parameter φAP-1 are associated with the
following species: the core module,

d

dt
[pRB] = k1

[E2F1]
Km1 + [E2F1]

J11

J11 + [pRB]
J61

J61 + [pRBp]
− k16[pRB][CycDa] + k61[pRBp] − φpRB[pRB],

d

dt
[E2F1] = kp + k2

a2 + [E2F1]2

Km2
2 + [E2F1]2

J12

J12 + [pRB]
J62

J62 + [pRBp]
− φE2F1[E2F1]
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as well as [CycDi], [CycDa]:

d

dt
[CycDi] = −k34[CycDi]

[CycDa]
Km4 + [CycDa]

+ · · ·

d

dt
[CycDa] = k34[CycDi]

[CycDa]
Km4 + [CycDa]

+ · · · .

4 Algorithm Implementation

The numerical results shown here are obtained using the Inverse Bifrucation Tool-
box [36]. It is a MATLAB based implementation that utilizes CL_MATCONT to
perform the underlying bifurcation analysis [50, 51]. Biological models in the
Systems Biology Markup Language (SBML) format [52] is read in using the Math-
ematica [53] package MathSBML [54]. The vector fields are symbolically differen-
tiated within Mathematica to obtain the derivatives fx, fα, fxx, fxα. We remark
that while the current implementation is expected to be applicable to systems
with dozens of parameters and state variables, it is not geared towards large-scale
problems with dimensionality on the order of hundreds or thousands. To up-scale
the method, further work on the mathematical as well as informatics aspects of
the algorithm are needed. For the mathematical aspects, the regularization as-
pects needs to studied in more detail since ill-posedness increases with parameter
dimension; given the regularized problem, solution procedures can be accelerated
by developing appropriate preconditioning strategies for both the inverse problem
as well as the bifurcation analysis. For the informatics side, the use of compiled
programming languages and efficient data management are necessary to achieve
high performance: although high-level, platform-independent languages such as
MATLAB and Mathematica allow for rapid algorithm prototyping, the required
interpretation can result in significant slow-down of computational speed.

Table 2. Result of hierarchical algorithm with p = 0.1, ε = 10−4

Modification Case \ Param. Ident. (αj
Ij

) Level j = 1 Level j = 2 Level j = 3

Elongating SN1 nose kp ↓ 14.3% k34 ↑ 31.7% φAP-1 ↓ 20.9%
Km2 ↑ 6.4% φE2F1 ↑ 7.3%

Moving SN1,2 to right Km4 ↑ 269.3% J11 ↑ 191.7% k2 ↓ 39.9%
kp ↑ 17.3% φE2F1 ↓ 11.7%

Km2 ↓ 10.3%

Decreasing bistabiliy J11 ↑ 128.5% k1 ↑ 169.1% k2 ↓ 43.7%
kp ↑ 33.8% Km2 ↓ 21.7% φE2F1 ↓ 28.3%

J12 ↓ 20.1%

5 Discussion

In this study we attempt to manipulate specific bifurcation diagrams of a simple
model of the mammalian G1/S cell cycle transition in three different ways by
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inverse bifurcation analysis. Of the parameters identified by sparsity-promoting
regularization techniques, most are (perhaps not surprisingly) associated with
the reactions of the core module, E2F1 autocatalysis and inhibition by pRB.
After all, the model has been designed around a bistable core module [7]. But
how can these manipulations and the identified parameters be interpreted in a
biological context? While this is only a methodological paper and a simplified
model has been chosen on purpose, we can still attempt a biological interpreta-
tion of the results. These (admittedly speculative) considerations merely serve
to exemplify the general applicability of this approach to situations of specific
interest and mechanistically more profound models.

Both the elongation of the nose of the SN1 saddle-node bifurcation and the
shift of the whole bifurcation to the right side would correspond to a gener-
ally decreased sensitivity of the cell to growth factors. Such an unresponsiveness
is a common situation in embryonic development where cells undergo repeated
transitions towards their final differentiation state [55,56]. Intermediately differ-
entiated cells should thus not become fully insensitive. Fully differentiated cells
should not undergo anymore cell divisions and choose a different response to
growth factor signals. Cell biologists would call this situation a cell cycle arrest,
which is often mediated by the E2F1/pRB pair interlinked in another interesting
positive feedback cycle with p53/Mdm2 pair [57]. Below, we consider the three
modification cases used in the inverse analysis.

Modification 1. Elongating only the right nose of the bifurcation also implies
that once activated, the system would stay active also for a subsequent decrease
of the input stimulus. Once engaged in the S phase, the cell would continue to
do so unless a large decrease in mitogen concentration precedes the activation
of the subsequent bistable system in the cell cycle (which is not included in
this model). The hierarchical identification strategy reveals three alternative
ways to induce such a cell cycle arrest (see Table 2). The easiest (i.e., minimal)
way to accomplish this is to increase the basal rate of E2F1 expression kp and
indeed repression of E2F1 expression was one of the two artificial manipulations
inducing the expression of differentiation markers of a squamous cell carcinoma
cell line [58]. Alternatively, the affinity of E2F1 to its own regulatory site can
be decreased (corresponding to an increase of Km2) when at the same time
the maximal rate of cyclin D transcription (k34) is increased (Level j = 2). In
a similar fashion, the AP-1 transcription factor could be stabilized and E2F1
destabilized via modifications of their degradation rates (Level j = 3).

Modification 2. In this modification, the whole bifurcation is moved to the right,
i.e., to higher mitogen concentrations. This would move the whole window of
mitogen responsiveness of the G1/S transition towards a differentiated state.
Level 2 of the hierarchical approach reveals that this can be achieved in a similar
manner to the first modification and Level 1, but in opposite direction: increasing
kp, but additionally increasing J11, the dissociation rate of pRB from its own
regulatory complex (thus decreasing self-inhibition of pRB). A minimal way to
move the bifurcation (computed for Level 1) is to decrease the autocatalysis of
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cyclin D activation by increasing Km4. As this autocatalysis has been introduced
without mechanistic justification (Swat M., personal communication) this could
be interpreted as an additional input to the cyclin D activation such as the
p21cip1 cyclin inhibitor, which is known to act as an activator of cyclin D/Cdk4,6
at low concentrations and is modulated by MAPK pathways as well [15]. Level
3 of this modification indicates that strengthening the dependence of E2F1 on
autocatalytic activation would also yield the same results.

Modification 3. The removal of the bistability of this module, which in some
sense corresponds to removing nonlinearity from this feedback system, would
render the G1/S module into a continuous responder to mitogenic signal. This
would, for instance, result in the loss of threshold concentration of mitogen. For
example, in the MAPK pathways it is known that an initial signal is not enough
to enter the cell cycle but can yield opposing responses, depending on whether
it is followed by sustained signals or not [26, 15]. A cell population with such a
continuous response could loosen the ability to first check for compatibility of the
cell state before starting the cell cycle. Thus, one could imagine that removing
this bistability at the G1/S transition could favor the development of cancer,
as cells might start cell cycle even in presence of only little mitogenic signal.
Let us look at the results of inverse bifurcation and see which parameters could
be affected in such pathological conditions. Level 1 of the hierarchical strategy,
i.e. the minimal number in the variation of parameters, already reveals a para-
meter combination that we have met previously but with different magnitudes:
increasing both J11 (i.e., weakening pRB self-inhibition) and kp (i.e., increasing
the basal rate of E2F1 transcription) would be such deregulation that leads to
loss of bistability. In Level 2 we found that an increase in E2F1 autocatalysis
(lower Km2), counteracted by higher pRB maximal expression (k1) and E2F1
inhibition will also yield this result. Level 3 suggests that decreasing the E2F1
degradation rate as well as the maximal rate of auto-activation (k2) also helps
to decrease the non-linear nature of the model. This is actually the same sit-
uation as in Level 3 of the second modification case, but without additional
enhancement in the E2F1 autocatalysis.

A recent, elegant knock-out study of genes involved in the yeast G1/S tran-
sitions sheds some light on these results. Different yeast knockout strains of
G1/S genes (similar to E2F1 and cyclin D genes in mammals) show either an
increased stochasticity in the onset of cell cycle or a significant lengthening of
the G1 phase [59,60]. Clearly, these results cannot be directly mapped onto the
above outlined analysis, but they show that above interpretations could well
correlate with such situations. Knock-out of the swi4 gene, which plays a similar
role as our E2F1 transcription factor leads to an increased stochasticity of the
G1/S transition. Could this be a result of a decreased bistability of this control
module? A similar result can at least be expected for the third modification,
the conversion into a continuous responder to mitogen. Another multiple knock-
out involves both the yeast’s cyclin D homolog (cln2) and another transcription
factor with a similar role to E2F1, mpb1. In this case, while the G1 phase of
the cells is significantly elongated, the stochasticity of the transition actually
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decreased. Such a situation might be expected for the first two modifications of
this analysis, the shift of the transition point to higher mitogenic stimulation.

To conclude, we remark that the relationship of a specific phenotypic response
to perturbation of a cell biological system can be quite complex and often difficult
to interpret. Even more challenging is the task of identifying ”good” parameters
for manipulation to yield a desired phenotype, such as the optimization of a
metabolic process or a pharmacological intervention in pathological states. Here
we considered the bifurcation diagram of a differential equation model of the
mammalian G1/S transition as a representation of the phenotype. Rather than
intuitive reasoning, we employed a systematic approach to modify this bifurca-
tion phenotype. Comparing, for instance, the results of Level 2 of the second
modification and Level 3 of the third modification, or Level 3 of the latter two
modifications shows how different the consequences can be for very similar ma-
nipulations.

Thus our study exemplifies, on a simplified dynamic model of a rather quali-
tative nature, how the methodology of inverse bifurcation could be used as a tool
in the iterative process of experimentation and modeling. A cell biological exper-
iment can usually neither measure nor manipulate all parameters and variables
of a system in parallel. Given a mathematical model of a biological system, the
inverse bifurcation algorithm helps to gather information about potentially influ-
ential species and interactions. The hierarchical application of sparsity promoting
constraints further allows to identify minimal sets of core parameters that a cell
biologist could change to yield complex manipulations of a phenotype. Subse-
quently, experiments could concentrate specifically on these parameters to verify
or disprove the model’s assumptions. This procedure should then be carried out
several times until the mathematical analysis yields a result which stands the
test of experiment.

Acknowledgements

We gratefully acknowledge Lukas Endler, Stefan Müller, Maciej Swat, Philipp
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Abstract. Systems biology offers a holistic perspective where individual 
proteins are viewed as elements in a network of protein-protein interactions 
(PPI), in which the proteins have contextual functions within functional 
modules. In order to facilitate the identification and analysis of such modules, 
we have previously proposed a Gene Ontology-weighted clustering coefficient 
for identification of modules in PPI networks and a method, named 
SWEMODE (Semantic WEights for MODule Elucidation), where this measure 
is used to identify network modules. Here, we introduce novel aspects of the 
method that are tested and evaluated. One of the aspects that we consider is to 
use the k-core graph instead of the original protein-protein interaction 
graph.Also, by taking the spatial aspect into account, by using the GO cellular 
component annotation when calculating weighted cohesiveness, we are able to 
improve the results compared to previous work where only two of the GO 
aspects (molecular function and biological process) were combined. We here 
evaluate the predicted modules by calculating their overlap with MIPS 
functional complexes. In addition, we identify the “most frequent” proteins, i.e. 
the proteins that most frequently participate in overlapping modules. We also 
investigate the role of these proteins in the interconnectivity between modules. 
We find that the majority of identified proteins are involved in the assembly and 
arrangement of cell structures, such as the cell wall and cell envelope. 

Keywords: systems biology, functional modules, Gene Ontology, SWEMODE, 
interconnectivity. 

1   Introduction 

At a high level in the complexity pyramid of life [1], protein complexes and proteins 
interact weakly and transiently with preferred partners to form modules that serve 
distinct functions. Although modules are often seen as an abstraction of complexes, 
there is one important distinction between complexes and functional modules. 
Complexes correspond to groups of proteins that interact with each other at the same 
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time and place, forming a single multimolecular mechanism. Examples of protein 
complexes include the anaphase-promoting complex, origin recognition complex, 
protein export and transport complexes, etc. Functional modules, in contrast, do not 
require physical interaction between all the components at the same point in time, but 
rather consist of proteins that participate in a particular cellular process while binding 
to each other at different times and places, such as in different conditions or phases of 
the cell cycle, in different cellular compartments, etc [2]. Examples of functional 
modules include the yeast pheromone response pathway, MAP signalling cascades, 
etc. Furthermore, not all functional modules require a physical interaction between 
components [2]. A functional module may be conceptualized as a process [3], which 
does not necessarily correspond to a structure defined in time and in space, like a 
protein complex. 

Consequently, an integrated approach that combines network topology information 
with knowledge about molecular processes, functions and cellular compartments 
should be useful for providing new insights about functional modules. The GO 
Consortium [4] provides three separate ontologies – molecular function, biological 
process and cellular component – to describe the important attributes of gene products 
that we seek to integrate with topological information, in order to identify functional 
modules. 

2   Background and Related Work 

A series of studies attempting to reveal the modules in cellular networks, ranging 
from metabolic [5] to protein networks [6, 7], strongly support the proposal that 
modular architecture is one of the principles underlying biological organisation. The 
modular nature of the cellular networks, including PPI networks, is reflected in a high 
tendency towards clustering, which is measured by the clustering coefficient. The 
clustering coefficient measures the local cohesiveness around a node, and it is 
defined, for any node i, as the fraction of neighbours of i that are connected to each 
other [8]. As pointed out in [9], each module may be reduced to a set of triangles, and 
a high density of such triangles is highly characteristic for PPI networks, thus 
reflecting the modular nature of such networks. 

Although the clustering coefficient is a good measure of the density of interactions 
in a protein interaction sub-graph, it is strongly dependent on the size of the sub-
graph. This makes it very difficult to use clustering coefficient values to discern sub-
graphs for which the density is statistically significant. Spirin and Mirny [6] 
elaborated on this problem by starting from each sub-graph with n proteins and m 
interactions and computing the probability of obtaining more than m interactions 
among the same set of proteins in a random graph. They observed that the majority of 
cliques (fully connected graphs) of size four or greater are statistically significant in 
PPI networks compared with random graphs. Hence, smaller cliques are likely to 
appear by chance. Also, we know that data obtained from high-throughput Yeast 
Two-Hybrid (Y2H) screens is prone to errors, and may contain large numbers of false 
positives. For example, it is possible that two proteins, although able to interact, and 
therefore reported as positives in a Y2H screen, are never in close proximity to each 
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other within the cell [10]. Besides this location constraint, there is also a time 
constraint, meaning that a pair of proteins that interact in the Y2H experiment may be 
expressed at different points in the cell cycle, and therefore never interact in vivo. 
Therefore, taking into account annotation regarding molecular function of the proteins 
and their involvement in biological processes or cellular components is likely to 
increase the reliability of the inferred protein-protein interactions, thereby reducing 
the number of false positives. 

Various methods of network clustering have been applied to reveal modular 
organisation in protein-protein interaction networks [11-15]. However, those methods 
have mostly been based on structural properties of the network, such as shortest path 
distance, mutual clustering coefficient and node degree information. We therefore 
proposed the method named SWEMODE (Semantic WEights for MODule 
Elucidation) [16], [17] where topological information was combined with functional 
annotation, which was found to be a useful approach for identifying functional 
modules in the network. 

3   Materials and Methods 

As stated earlier, we here apply and analyse further extensions of SWEMODE, 
according to two important aspects of biological networks: the overlap between 
modules and the k-core aspect. In previous work [16], no overlap was allowed 
between the modules, i.e. proteins were clustered into disjunct modules where one 
protein could only belong to one module. In this way, modules were treated as 
isolated functional units, with no possibility to reveal their interconnectivity. 
However, previous work on the analysis of the yeast filamentation and signalling 
network indicates that overlapping proteins [18] and highly interconnected proteins 
[12] in several cases constitute parts of an intermodule path and may play important 
roles for intermodule communication. 

Next, we introduce the cellular component aspect into the calculation of the 
weighted core-clustering coefficient, and we also add this aspect to a combined 
weighted core-clustering coefficient that takes into consideration two of the GO 
aspects − molecular function and biological process. 

Besides introducing an overlap aspect and cellular component information, another 
extension of SWEMODE considers k-cores of the graph. “A subset of interconnected 
proteins in which each protein has at least k interactions (where k is an integer) forms 
a k-core. These cores represent proteins that are associated with one another by 
multiple interactions, as may occur in a molecular complex” [19]. The notion of a 
core-clustering coefficient has been introduced in previous work [11]. Here, we 
develop a weighted counterpart, i.e. a weighted core-clustering coefficient, which 
takes into consideration functional weights and topological properties, i.e. information 
about the highest k-core for a graph. K-cores have been proposed earlier for detection 
of protein complexes from protein interaction networks [11], [19]. It has also been 
found recently that proteins that participate in central cores have more vital functions 
and a higher probability of being evolutionarily conserved than the proteins that 
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participate in more peripheral cores [20]. This also motivates our attempt to improve 
SWEMODE by including this aspect. 

3.1   Protein Interaction Network 

Information on protein interactions was downloaded from the Database of Interacting 
Proteins (DIP1) [21], which contains experimentally determined interactions between 
proteins in Saccharomyces cerevisiae. The majority of the interactions were identified 
with high-throughput Y2H screens [22]. In Y2H technology, a bait protein, fused to a 
DNA-binding domain, is used to attract a potential binding protein (prey), fused to a 
transcriptional activation domain. If the bait and the prey protein interact, their DNA-
binding domain and activation domain will combine to form a transcriptional 
activator, resulting in the expression of a reporter gene. We used a subset of DIP-
YEAST denoted CORE, which has been validated in [23]. After removal of 195 self-
interactions, the CORE subset contained 6 375 interactions between 2 231 proteins. 

3.2   Semantic Similarity Weights 

The Gene Ontology (GO) [4] is becoming a de facto standard for annotation of gene 
products. GO consists of three sub-ontologies: molecular function, biological process 
and cellular component. Based on each of the three sub-ontologies, we use a semantic 
similarity measure to calculate a weight for each PPI. The weight corresponds to the 
similarities between the ontology terms assigned to the interacting proteins. 

Semantic similarity is calculated as in [24] using the Lin similarity measure [25], 
which is here calculated using the GO terms assigned to the proteins in the 
Saccharomyces Genome Database (SGD) [26]. To calculate the similarity between 
two proteins i and j, the similarity between the terms belonging to the GO term sets Ti 
and Tj that are used to annotate these proteins must first be calculated. Given the 
ontology terms tk ∈ Ti and tl ∈ Tj, the semantic similarity is defined as [25]: 

)(ln)(ln

),(ln2
),(

lk

lkms
lk tptp

ttp
ttsim

+
=  (1) 

where p(tk) is the probability of term tk and pms(tk,tl) is the probability of the minimum 
subsumer of tk and tl, which is defined as the lowest probability found among the 
parent terms shared by tk and tl [27]. We use the average term-term similarity [27] 
because we are interested in the overall similarity between the pair of proteins rather 
than between pairs of individual ontology terms. Given two proteins, i and j, with Ti 
and Tj containing m and n terms, respectively, the protein-protein similarity is defined 
as the average inter-set similarity between terms from Ti and Tj: 
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where ),( lk ttsim is calculated using (1). 

                                                           
1 http://dip.doe-mbi.ucla.edu 
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3.3   Weighted Clustering Coefficient 

As pointed out in previous work [28], the individual edge weights do not provide a 
general picture of the network’s complexity. Therefore, we here consider the sum of 
all weights between a particular node and its neighbours, also referred to as the 
protein strength. The strength si of node i is defined as: 

∑
∈∀

=
)(, iNjj

ijssis  (3) 

where ijss  is semantic similarity (see Equation 2) between nodes i and j, based on 

their GO terms, and N(i) is the neighbourhood of node i. Recently, some extensions of 
the topological clustering coefficient have emerged for weighted networks. Barrat et 

al. [29] introduced a weighted clustering coefficient wc  that combines topological 

and weighted characteristics. This measure has previously been applied to a world-
wide airport network and a scientist collaboration network [29]. We introduced a 
weighted measure that uses semantic similarity weights [16]. The weighted clustering 

coefficient wc  is defined as: 
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where is  is the functional strength of node i (see Equation 3), ijss  is the semantic 

similarity reflecting the functional weight of the interaction, and )(iK  is the set of 

edges connecting neighbours to node i, K(i) = {∀{j, h} | {i, j} ∈ E ∧ {i, h} ∈ E ∧ {j, h} 
∈ E }. For each triangle formed in the neighbourhood of node i, involving nodes j and h, 
the semantic similarities ijss  and ihss  are calculated. Hence, not only the number of 

triangles in the neighbourhood of node i is considered, but also the relative functional 
similarity between the nodes that form those triangles, with regard to the total functional 
strength of the node. The normalisation factor )1( −ikis  represents the summed weight 

of all edges connected to node i, multiplied by the maximum possible number of 

triangles in which each edge may participate. It also ensures that 10 ≤≤ wc . 

It should be noted that we calculate three semantic similarity values for each pair 
of nodes: one based on GO molecular function, the second based on GO biological 
process, and the third based on GO cellular component. We then use the highest of the 
three as the final weight of the interaction. This gives the added advantage of taking 
all three aspects into consideration.  

3.4   SWEMODE 

In previous work, Bader and Hogue [11] developed an algorithm for finding 
complexes in large-scale networks, called MCODE, which is based on the weighting 
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of nodes with a core-clustering coefficient. The core-clustering coefficient of a node i 
is defined as the density of the highest k-core of the closed neighbourhood N[i]. The 
highest k-core of a graph is the central most densely connected sub-graph. Here, we 
propose a weighted core-clustering coefficient for identifying topologically and 
functionally cohesive clusters. The weighting scheme, called )( wccore  uses the 
weighted core-clustering coefficient of node i, which is defined as the weighted 
clustering coefficient of the highest k-core of the closed neighbourhood N[i] 
multiplied by the highest core number. The use of weighted core-clustering (instead 
of the weighted clustering coefficient) is advantageous since it amplifies the 
importance of tightly interconnected regions, while removing many less connected 
nodes that are usually present in scale-free networks [11]. The relative weight 
assigned to node i, based on this measure, is the product of the weighted core-
clustering coefficient and the highest k-core number of the immediate neighbourhood 
of i. By assigning this relative weight to i, the importance of highly interconnected 
regions is further amplified. There are other functions, such as the density function 
[11], but these are not evaluated here. 

SWEMODE has three options concerning traversal of nodes that are considered  
for inclusion in a module, as described in [16]. In previous work, we applied 
immediate neighbour search [16], while we here use depth-first search, i.e. the protein 
graph is searched starting from the seed node, which is the highest weighted node, 
followed by recursively traversing the graph outwards from the seed node, identifying 
new module members according to the given NWP (Node Weight Percentage) 
criterion. As in [11], the requirement for inclusion of the neighbours in a module is 
that their weights are higher than a threshold, which is a given NWP of the seed node. 
At this stage, once a node has been visited and added to the module, it can not be 
added to another module [16]. However, in the post-processing step, overlap is 
allowed to some extent. Because we here choose to go further by inspecting the 
interconnectedness, it is valuable to not only traverse the immediate neighbours but 
also other indirect neighbours. 

In a post-processing step, modules that contain fewer than three members may be 
removed, both before and after applying a so called “fluffing” step. The degree of 
“fluffing” is referred to as the “fluff” parameter, and can vary between 0.0 and 1.0 
[11]. For every member in the module, its immediate neighbours are added to the 
module if they have not been visited and if their neighbourhood weighted 
cohesiveness is higher that the given fluff threshold f. 

4   Results 

4.1   Overlap Score Evaluation Against MIPS Complexes 

We evaluated sets of modules generated across approximately 400 different parameter 
settings. The NWP parameter was varied from 0 to 0.95 in increments of 0.05 and the 
fluff threshold parameter was varied between 0 and 1 in increments of 0.1. Modules  
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were post-processed both before and after removing the smallest modules (containing 
only 1 or 2 members). Resulting modules were compared with the MIPS data set of 
known protein complexes. 

The MIPS2 protein complex catalogue is a curated set of manually annotated yeast 
protein complexes derived from literature scanning. After removal of 44 complexes 
that contain only one member, 212 complexes were left in the data set. In spite of a 
growing interest in detecting modules, this research area is still in its infancy and 
lacks a benchmark that could be used for a more through evaluation of prediction 
accuracy. The MIPS complex data set is incomplete, but it is currently the best 
available resource for protein complexes that we are aware of. Needless to say, the 
limitations of MIPS may have affected the presented outcome in terms of the number 
of matched complexes. 

To evaluate the performance of SWEMODE and choose the best parameter 
settings, we used the overlap score, Ol , defined as [13]: 

jMiMjMiMijOl ∩=  
(5) 

where iM  is the predicted module, and jM  is a module from the MIPS complex 

data set. The Ol  measure assigns a score of 0 to modules that have no intersection 
with any known complex, whereas modules that exactly match a known complex get 
the score 1.  

We compared the results from the original graph with those from the graph with 
the highest k-cores graph (Fig. 1). It is obvious that the exclusion of the proteins that 
belong to the original but not to the highest k-core graphs increased the overlap with 
MIPS complexes. Interestingly, at the highest threshold value ( 9.0>Ol ), both 
networks produce the same results, which indicates that the predicted modules that 
exactly match the MIPS complexes are very robust. This confirms the benefits of 
using highest k-cores of the graph, because, as pointed out in previous work [20], 
yeast proteins that participate in the most central cores seem to be evolutionarily 
conserved and essential to the survival of the organism. 

Next, we evaluated the effect of using cellular component information to calculate 
the weighted core-clustering coefficient, and also adding this aspect to a combined 
weighted core-clustering coefficient that takes into consideration two of the GO 
aspects − molecular function and biological process. The result of this comparison is 
shown in Fig. 2. Both using cellular component as a separate aspect when calculating 
weights and in combination with the other two aspects generated slightly better results 
in terms of matched MIPS complexes. This result is interesting, as we found in 
previous work [16] (when only direct neighbours were considered for inclusion in the 
modules) that the GO biological process annotation was the most suitable for deriving 
modules. This may be explained by the fact that we here, in the module prediction 
step, use another procedure for inclusion of proteins in the modules. In contrast to 
previous work, when only direct neighbours of each module seed node were 
considered for inclusion in the modules, the algorithm recursively moves outwards 
 

                                                           
2 http://www.mips.gsf.de/proj/yeast/ 
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Fig. 1. The result is evaluated in terms of number of matched MIPS complexes at different 
threshold values. Here, the result using the original protein graph is compared to the result 
when using the graph with the highest k-cores. 

from the seed node (depth-first search), identifying indirect neighbours of the seed 
node having weights that are higher than a certain threshold, which is given as NWP 
of the seed node. This indicates that the farther we move away from the seed protein, 
the similarity between the GO terms assigned to the seed protein and the 
corresponding terms assigned to its indirect neighbours drops faster, when using GO 
molecular function or GO biological process, compared to the GO cellular 
component. Simply stated, the seed protein may, for example, be directly or indirectly 
connected to the neighbours that perform different functional activities or are 
involved in different processes, but they may still be a part of the same 
macromolecular complex (which is described in the GO cellular component sub-
ontology). 

We started by evaluating the importance of introducing the overlap. Generally, we 
can state that introducing the overlap, i.e. a degree of “fluffing” of the modules, 
improved our previous results. For example, at the overlap threshold level 4.0>Ol , 
we identified nine more modules on average by using the fluff parameter. The 
corresponding difference for 3.0>Ol  is 12. The best parameter setting, which 
resulted in the highest number of modules that matched predicted complexes, was 
obtained with 0>f  (i.e. all direct neighbours of the modules with weighted 

clustering coefficients above zero are added to the module) and NWP 95.0> . This 
parameter setting resulted in 659 modules (471 modules of size three or larger). The 
module with highest rank, i.e. the module that is generated with seed proteins with the 
highest weighted core-clustering coefficient, corresponds to the Lsm complex [30]. 
All eight Lsm-proteins (Lsm1-8) are correctly predicted by the algorithm. Among 
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Fig. 2. The results from SWEMODE when using core weighted clustering coefficient based on 
each separate GO aspect compared to the corresponding measure when all three aspects are 
combined 

other highly ranked modules, we have found the origin recognition complex, the 
oligosaccharyl transferase (OST) complex [31], the pore complex, etc. The whole list 
of modules is too large for inclusion in the paper, but may be obtained from the 
authors upon request.  

4.2   Investigating the Interconnectivity Between Modules 

To identify topologically and functionally important proteins, we calculated the 
frequency of each protein across 200 sets of overlapping modules. Those sets have 
been obtained by varying the NWP parameter value (0 to 0.95 in increments of 0.05) 
and the fluff parameter for each NWP value (0 and 0.9 in increments of 0.1). For each 
seed protein, we calculated the number of times each protein appears in different 
modules in each module set, divided by the number of module sets it appears in. For 
example, if protein Nup100 appears in 10 modules in one module set, and 20 modules 
in another module set, the average frequency of this protein is 152/)2010( =+ . 

The majority of the most frequent proteins are annotated with the GO biological 
process term “cell organization and biogenesis”, which has the following GO 
definition: “the processes involved in the assembly and arrangement of cell structures, 
including the plasma membrane and any external encapsulation structures such as the 
cell wall and cell envelope”. Table 1 shows the top ten proteins, where 80% 
(highlighted proteins) belong to the above mentioned class. We have used SGD GO 
Term Finder3 to identify the most significantly shared GO term among those proteins. 

                                                           
3 http://www.yeastgenome.org/help/goTermFinder.html 
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The most significantly shared term is obtained by examining the group of proteins to 
find the GO term to which the highest fraction of the proteins is associated, compared 
to the number of times that the term is associated with other yeast proteins. In 
addition, we have repeated the same evaluation procedure for the 50 most frequent 
proteins. Still, the majority of the proteins share the GO term “cell organization and 

biogenesis”, which is also the most significant term ( 131001.4 −⋅=P ), but the GO 
frequency has decreased slightly from 80% to 74%. For comparison, the bottom 50 
proteins were evaluated with the same procedure. Here we found that most of the 
proteins (78%) share the GO biological process term “primary metabolism” 

( 71025.5 −⋅=P ). Although those proteins are involved in the anabolic and catabolic 
processes that take place in all cells, and are very important, they do not seem to have 
an important role in the interconnectivity of the modules. 

Cdc28, which appears most frequently in modules, is one of five different cyclin-
dependent protein kinases (CDKs) in yeast and has a fundamental role in the control 
of the main events of the yeast cell cycle [32]. Topologically, it acts as a hub, i.e., it 
holds together several functionally related clusters in the interaction network. In 
previous work, this protein was suggested to be a part of the intramodule path within 
the yeast filamentation network, because it had the highest intracluster connectivity, 
i.e. it was the protein with the highest number of interactions with other members of 
the same cluster [12]. It is therefore highly interesting that we have identified this 
protein as the most frequent in our modules. 

Table 1. Top ten overlapping proteins. Highlighted proteins are annotated with the GO term 
“cell organization and biogenesis” (8 of 10). 

Proteins Cdc28 Nap1 Prp43 Pre1 Pwp2 Sed5 Tfp1 Nop4 Utp7 Rpc40 

Module 
Frequency 

4.2 3.9 2.9 2.7 2.7 2.6 2.6 2.6 2.5 2.5 

 

4.3   Comparison with Other Module Definitions 

Recently, a topology-based method for detecting modules from a PPI network has 
been introduced by Luo and Scheuermann [14]. They proposed a divisive algorithm 
that uses a new module notion based on the degree definition of the sub-graphs. The 
approach is based solely on topological properties of the protein sub-graph. It is 
applied on the same YEAST-CORE data set that we have used here. A total of 99 
modules were detected in [14]. For convenience, those modules will be referred to as 
Feng Luo modules. We have evaluated the Feng Luo modules with the overlap score 
threshold, and compared them with our modules generated across approximately 400 
different parameter settings, and found that our modules show higher agreement with 
MIPS complexes. The maximum number of modules predicted by our method may 
seem as a very good result, compared to Feng Luo modules. However, this may be 
attributable to the fact that some parameter settings generate many small modules of 
size 2 or 3, which are easily matched with MIPS complexes, while Feng Luo modules 
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are typically large (of size 3 or larger). This is why the average number of matched 
modules is a more realistic indicator for this comparison. This comparison also 
indicates that integrating domain knowledge and network topology information seems 
to be advantageous over using only topology information. 

 

Fig. 3. Comparison between Feng Luo modules and the modules generated with SWEMODE 
using all three GO aspects 

5   Conclusions and Discussion 

We have proposed a method for analysis of protein networks using a measure based 
on a novel combination of topological and functional information of the proteins [16]. 
The algorithm takes advantage of this combined measure to identify locally dense 
regions with high functional similarity. In the evaluation of the method, we found 
many densely connected regions with high functional homogeneity, in many cases 
corresponding to sets of proteins that constitute known molecular complexes and 
some additional interacting proteins which share high functional similarity with the 
complex, but are not part of it. Together, such sets of interacting proteins form 
functional modules that control or perform particular cellular functions, without 
necessarily forming a macromolecular complex. Many of the identified modules 
correspond to the functional subunits of known complexes. Thus, the method may be 
used for the prediction of unknown proteins which participate in the identified 
modules. As indicated by the results, the use of a functionally informed measure to 
generate modules should imply increased confidence in the predicted function. 

We have here demonstrated that restricting the analysis to the highest k-core PPI 
graph instead of the original PPI graph resulted in an improved set of modules, with 
respect to their overlap with known molecular complexes recorded in MIPS. 
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We were also able to show that using cellular component as a separate aspect when 
calculating weights, or in combination with the other two aspects, generated slightly 
better results in terms of matched MIPS complexes, compared to previous work when 
only two aspects (molecular function and biological process) were included. One of 
the main reasons that accounts for this improvement is the inclusion of the indirect 
neighbours of the seed proteins in the module prediction step. Proteins that are used as 
seed modules seem to share more similarity with more distant neighbours when 
cellular component annotation is used, compared to the two other GO aspects. Seed 
proteins may, for example be connected, directly or indirectly with neighbours that 
have different functional activities or are involved in different processes, but they may 
still be part of the same macromolecular complex (which is described in the GO 
cellular component sub-ontology). 

We have also identified topologically and functionally important proteins by 
calculating the frequency of each protein across 200 sets of overlapping modules. 
Initial results show that the most frequently appearing proteins that connect several 
modules are mostly involved in the assembly and arrangement of cell structures, such 
as the cell wall and cell envelope, which indicates that they are involved in supporting 
the cell structure rather than in signal transduction.  

We will continue our research in this area by investigating functional modules in 
other organisms, such as E. coli. Another line of our research addresses the analysis of 
the modules in reactome data. Explaining the relationships between structure, 
function and regulation of molecular networks at different levels of the complexity 
pyramid of life is one of the main goals in systems biology. We aim to contribute to 
this goal by integrating the topology, i.e. various structural properties of the networks 
with the functional knowledge encoded in protein annotations, and also analysing the 
interconnectivity between modules at different levels of the hierarchy. With the 
increasing availability of protein interaction data and more fine-grained GO 
annotations, our approaches will help constructing a more complete view of 
interconnected functional modules to better understand the organisation of cells. 
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Abstract. The contribution develops a mathematical model allowing
interpretation and simulation of the phenomenon of additive-dominance
heterosis as a network of interacting parallel aggregation processes. Ini-
tially, the overall heterosis potential has been expressed in terms of the
heterosis potentials of each of the individual genes controlling the trait
of interest. Further, the individual genes controlling the trait of interest
are viewed as interacting agents involved in the process of achieving a
trade-off between their individual contributions to the overall heterosis
potential. Each agent is initially assigned a vector of interaction coeffi-
cients, representing the relative degrees of influence the agent is prepared
to accept from the other agents. Then the individual heterosis potentials
of the different agents are combined in parallel with weighted mean ag-
gregations, one for each agent. Consequently, a new heterosis potential
is obtained for each agent. The above parallel aggregations are repeated
again and again until a consensus between the agents is attained.

1 Introduction

Heterosis (’hybrid vigour’) refers to an improved performance of F1 hybrids
with respect to the parents. It has been observed that a cross between quasi-
homozygous parents can in some cases lead to an offspring (F1) that is better
in terms of yield, stress resistance, speed of development, etc. as compared to
the parents. Heterosis is of great commercial importance since it enables the
breeder to generate a product (F1 hybrid seed) with preserved values which
in turn, allows the farmer to grow uniform plants expressing these heterosis
features. Besides a commercial interest there is a more fundamental scientific
interest associated with the biological phenomenon of heterosis performance, as
an excellent example of what complex genetic interactions can lead to.
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Although the phenomenon of heterosis has already been studied for many
years no complete genetic explanation has been found. Two main models have
been considered in attempt to explain heterosis [1]:

– Additive-Dominance Model : Heterosis in F1 is due to increased number of
loci of the genome where the heterozygote state is superior than any of the
parental homozygote states.

– Epistatic Model : Heterosis in F1 is due to complex interaction between
different genes on different loci of the genome.

Omholt et al. have shown in [4] how the phenomena of genetic dominance, over-
dominance, additivity, and epistasis are generic features of simple diploid gene
regulatory networks. Reflecting the classical genetics perception that the phe-
nomenon of dominance is generated by intra-locus interactions, they have stud-
ied two one-locus models, one with a negative autoregulatory feedback loop, and
one with a positive autoregulatory feedback loop. In order to include the phe-
nomenon of epistasis and downstream regulatory effects, a model of a tree-locus
signal transduction network has been also analysed in [4]. The main finding from
this study is that genetic dominance as well as over-dominance may be an intra-
as well as inter-locus interaction phenomenon. Moreover according to Omholt et
al., it appears that in the intra- as well as the inter-locus case there is consid-
erable room for additive gene action, leading to the conclusion that the latter
may explain to some degree the predictive power of quantitative genetic theory,
with its emphasis on additive gene variance.

Our approach in the present work is quite different from the one of Omholt
et al. [4]. We have developed a mathematical formalism allowing interpretation
and simulation of additive and dominance phenomena as a gene network of in-
teracting parallel aggregation processes. Thus we have chosen to focus on a more
general interpretation of additivity and dominance in terms of gene interaction
networks instead of gene regulatory networks of limited size and connectivity.

Initially, we have pursued expressing the overall heterosis potential in terms
of the heterosis potentials of each of the individual genes controlling the trait
of interest. This has allowed us to gain a better understanding of the biological
mechanisms behind the phenomenon of heterosis. According to the additive-
dominance model the net heterosis potential can be expressed as a weighted
mean of the heterosis potentials of the individual genes weighted with their
relative additive effects respectively. Whenever the alleles are dispersed between
the parents this weighted mean is further rescaled according to their association-
dispersion coefficient.

In a consequent step, the individual genes controlling the trait of interest have
been viewed as interacting agents involved in the process of achieving a trade-off
between their individual contributions to the overall heterosis potential [5], [6].
Each agent is initially assigned a vector of interacting coefficients, represent-
ing the relative degrees of influence this agent accepts from the other agents.
Then the individual heterosis potentials of the different agents are combined in
parallel with weighted mean aggregations, one for each agent (i.e. taking into
account the degrees of influence of each agent). Consequently, a new heterosis
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potential is obtained for each agent. The above parallel aggregations are repeated
again and again until a consensus between the agents is attained.

2 Additive Versus Dominance Effects

2.1 Single Gene Model

Let us consider two parental, quasi-homozygous, inbred lines P1 and P2. A cross
between them will produce a progeny F1, which will be heterozygous for all the
loci at which the two parental lines contain different alleles. Suppose that the
parents and the hybrid have been raised in a replicated experiment and their
average phenotypic values for a trait under study have been calculated. These
will be denoted as p1, p2 and f1. Then two characteristic quantities can be
calculated: the distance between the homozygous parents

a =
|p1 − p2|

2

and the deviation of the hybrid value from the mean value of the parents

d = f1 − p1 + p2

2
.

If the two parents differ only in a single gene then a and d represent the esti-
mations of the additive and dominance genetic effects, respectively. The ratio
between these effects hp = d/a is referred to as a potential ratio and depending
on the values of hp the single gene controlling the trait will exhibit:

– additivity hp = 0
– partial dominance −1 < hp < 0 or 0 < hp < 1
– complete dominance hp = −1 or hp = 1
– over-dominance hp < −1 or hp > 1.

Practically hp > 1 is a quantitative indication of the presence of heterosis for
the trait of interest since it implies that the hybrid outperforms both parents.

2.2 Multiple Gene Model

Note that in case of multiple genes involved in the trait of interest, the genetic in-
terpretation of hp is not so straightforward. Suppose that genes 1, . . . , m control
the trait of interest. Then the net additive effect can be expressed as a function
of the additive effects of the individual genes [3]:

a = ra ·
m∑

i=1

ai, (1)

with ra ∈ [0, 1] being the coefficient of gene association-dispersion. Thus ra = 1
means complete association, while ra = 0 indicates complete dispersion of the
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alleles between the parents. Assuming that J denotes the set of genes with
dispersed alleles between the parents then ra is defined by

ra = 1 − 2
∑

j∈J

aj/

m∑

i=1

ai.

How the coefficient of gene association-dispersion can be derived is illustrated
in Figure 1. For more details also refer to [3].

Fig. 1. Coefficient of Gene Association-Dispersion (assuming that the additive effects
are uniformly distributed between the genes)

Further, taking in view that our considerations are focused on the additive-
dominance models (i.e. only inter-allelic interactions between the genes), the
net dominance effect can be expressed in terms of the dominance effects of the
individual genes [3]:

d =
m∑

i=1

di. (2)

3 Net Potential Ratio and Heterosis

The net potential ratio is our main concern in this work since it is the true
quantitative measure of the heterosis potential for the trait of interest. Hereafter
we pursue expressing the net potential ratio or the overall heterosis potential
in terms of the heterosis potentials of each of the individual genes. This will
allow us to gain a better understanding of the biological mechanisms behind the
phenomenon of heterosis.

The net potential ratio or the overall heterosis potential hp = d/a is the ratio
of the net dominance effect d in (2) and the net additive effect a in (1)
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hp =
d

a
=

m∑

i=1

di/

(
ra ·

m∑

i=1

ai

)
.

After performing some rather straightforward transformations, presented in a
detail in Appendix A.1, we obtain that:

hp =
1
ra

m∑

i=1

λihpi, (3)

where hpi = di/ai denotes the heterosis potential of gene i and λi = ai/
m∑

i=1

ai > 0

will be referred as the relative additive effect of gene i. Note that
m∑

i=1

λi = 1. The

coefficient of gene association-dispersion can now be rewritten only in terms of
the relative additive effects of the genes dispersed between the parents. Namely

ra = 1 − 2
∑

j∈J

λj

and due to ra ≥ 0 it follows that
∑
j∈J

λj ≤ 1/2, or in other words, the total

additive effect of the dispersed genes can relatively be at most half of the overall
additive effect.

Thus we have succeeded in expressing the overall heterosis potential in terms
of the heterosis potentials of the individual genes. In case of complete association
ra = 1, the net potential ratio can simply be expressed as a weighted mean of
the potential ratios of the individual genes weighted with their relative additive
effects respectively. Whenever the genes are dispersed between the parents this
weighted mean is further rescaled according to their association-dispersion co-
efficient ra. Thus according to the additive-dominance model the net heterosis
potential is always a linear function of the heterosis potentials of the individual
genes assumed to control the trait of interest. Moreover, according to (3), it can
easily be seen that

m∑

i=1

λihpi > ra (4)

is an indication of heterosis, i.e. if the weighted sum of the heterosis potential of
the individual genes is greater than their association-dispersion coefficient then
heterosis is encountered and vice versa.

Note that the overall heterosis potential for the additive-dominance model is
always bounded by

1
ra

m
min
i=1

hpi ≤ hp ≤ 1
ra

m
max
i=1

hpi. (5)

Clearly when we have complete association, i.e. ra = 1, the overall heterosis
potential will never exceed the extreme heterosis potentials of the individual
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genes. In case of dispersion, i.e. ra < 1, the above interval can effectively be
expanded to infinity.

Further, according to (5), whenever heterosis is encountered we will have that
m

max
i=1

hpi > ra, which implies that in presence of heterosis there exists at least

one gene, among the genes controlling the trait under study, with a heterosis
potential greater than the association-dispersion coefficient of these genes. The
latter entails a few interesting facts:

– A network of genes, which all exhibit negative heterosis potentials will never
lead to an overall heterosis.

– Encountering overall heterosis in case of complete association implies that
there must exist at least one positively over-dominant gene.

– Whenever complete association is excluded then at least one gene exhibit-
ing positive partial-dominance must be present when overall heterosis is
observed.

4 Heterosis as a Network of Interacting Parallel
Aggregation Processes

In this section, we discuss a mathematical model allowing interpretation and
simulation of the phenomenon of heterosis as a network of interacting paral-
lel aggregation processes. The sub-processes building up the additive-dominance
heterosis are modelled as interacting parallel aggregations combining the hetero-
sis potentials of the individual genes controlling the trait of interest. These genes
are viewed as interacting agents involved in the process of achieving a trade-off
between their individual contributions to the overall heterosis potential. Thus
each agent i is modelled by a vector of interacting coefficients ai = [a1i, . . . , ami],
representing the relative degrees of influence this agent is prepared to accept from
the rest of the group. It is assumed that the net influence accepted from each

agent is 1, or more formally
m∑

k=1

aki = 1, where aki is the relative degree of in-

fluence agent i accepts from agent k. Clearly, aii is the corresponding relative
degree of self-influence (feedback) of the agent.

Next, the individual heterosis potentials of the different agents are considered
as a vector of initial values [hp1, . . . , hpm] that have to be combined in parallel
with weighted mean aggregations, one for each agent. Consequently, a new het-

erosis potential hp1
i =

m∑
k=1

akihpk is calculated for each agent i and a vector of

new values [hp1
1, . . . , hp1

m] is obtained. These new values (heterosis potentials)

are combined as follows hp2
i =

m∑
k=1

akihp1
k. These parallel aggregations are re-

peated again and again until a consensus between the agents is attained, i.e. at
some phase q of the interaction we will have hpq

1 ≈ hpq
2 . . . ≈ hpq

m. 1 Assuming
1 The value hpq

i can be interpreted as a heterosis potential of agent i at interaction
phase q.
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Fig. 2. Interacting Parallel Aggregation Processes

that all interaction coefficients are strictly positive, i.e. aij > 0 for all i and j,
is sufficient to guarantee that consensus will be achieved after a final number of
interaction steps, or in other words that the interaction process will eventually
converge. Moreover, it can be proved that when convergence is attained after q
interaction steps then hpq

1, hpq
2, . . . , hpq

m can be expressed in terms of the original
heterosis potentials as follows:

λ1hp1 + λ2hp2 + . . . + λmhpm.

Thus according to (3) our network of interacting aggregation processes induces
additivity and dominance phenomena. The above aggregation processes are il-
lustrated in Figure 2 and defined in details in Appendix A.2.

The matrix representation of the interacting aggregation processes in (6) (see
Appendix A.2) implies that the recursive aggregation is performed not over the
vector of initial heterosis potentials but over the interaction coefficients or the so-
called interaction matrix. Consequently, a given interaction matrix will uniquely
determine a vector of relative additive effects λ1, λ2, . . . , λm. The latter is demon-
strated in Example 4.1 (Figure 4), where two different simulation scenarios are
presented. They correspond to parallel aggregation processes performed with one
and the same vector of individual heterosis potentials and two slightly different
interaction matrices (matrices A and B in Example 4.1). It can be observed in
Figure 3 that the induced overall heterosis potentials are quite different for the
two interaction matrices. Namely negative partial dominance is generated with
matrix A, whereas positive complete dominance is encountered in the second
simulation with matrix B. This is not surprising since the two different inter-
action matrices determine quite different vectors of relative additive effects. A
detail description of the above simulations is presented in Example 4.1.

Note that the described above network of parallel aggregation processes can
easily be extended into a more complex multilayer topology of interacting net-
works. Thus one obtains a hierarchical structure with multiple levels of interac-
tion, i.e. there will be nodes at the top level of the network which can further
be represented as a network of parallel aggregation processes. Consequently at
this lower level of interaction some other nodes will be composed of interacting
genes and so on until the bottom level of the hierarchy is reached. The design of
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our model guarantees that the final aggregation result even from such a complex
multilayer gene interaction network can be expressed as a linear combination of
the heterosis potentials of the individual genes controlling the trait of interest.

4.1 Simulation Example

Let us consider a set of five genes that supposedly control the trait (biomass,
stress resistance, etc.) in which we are interested. The individual heterosis po-
tentials of the genes compose the following vector:

hp =

⎡

⎢⎢⎢⎢⎣

−2
0.1
1
5

−0.5

⎤

⎥⎥⎥⎥⎦
.

In addition, we suppose that these five genes interact with each other according
to the network depicted in Figure 3a. In order to perform simulations with
parallel aggregation processes we need to construct an interaction matrix. For
this purpose, the following assumptions about the network in Figure 3a are made:

– all arrows indicate direct interactions, i.e. an arrow from gene x to gene y
means that gene x influences (affects) in some way the activity of gene y;

– all arrows entering the same node have the same weight, i.e. all direct inter-
actions have equal importance;

– each gene accepts 5% (background) influence from the genes that do not
have direct interactions with this gene;

– the total amount of interactions accepted by a gene sums to 1.

In view of the above assumptions, the network in Figure 3a defines the following
interaction matrix A:

A =

⎡

⎢⎢⎢⎢⎣

0.8 0.425 0.3 0.05 0.3
0.05 0.425 0.3 0.05 0.05
0.05 0.05 0.3 0.425 0.05
0.05 0.05 0.05 0.425 0.3
0.05 0.05 0.05 0.05 0.3

⎤

⎥⎥⎥⎥⎦
.

The evolution of the individual heterosis potentials during the parallel aggre-
gation process performed with the above matrix on the vector hp is illustrated
in Figure 3c. After more than 8 iterations the process finally converges to a
negative overall heterosis potential of −0.52. The corresponding vector of rel-
ative additive effects is λ = (0.58, 0.13, 0.12, 0.1, 0.07) (Figure 4). Thus gene 1
delivers the greatest contribution to the overall potential. The latter is certainly
due to the fact that, according to Figure 3a, the activities of three of the other
four genes are directly influenced by gene 1. The dominating position of gene 1 is
also confirmed by the behavior of the individual heterosis potentials in Figure 3c.
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(a) gene interactions A (b) gene interactions B

(c) heterosis potential simulations A (d) heterosis potential simulations B

Fig. 3. Simulation Example

Namely the individual potential curves of genes 2 to 5 clearly evolve during the
aggregation process toward the curve corresponding to gene 1.

Another interesting observation can be made from the above simulation. Ac-
cording to Figure 3a, the genes that contribute the highest negative and positive
initial potentials, genes 1 and 4 respectively, are not involved in a direct interac-
tion. Consequently, the individual potential curves of the other three genes (2,
3 and 5) in Figure 3c are all restricted between the curves of genes 1 and 4.

Assume now that one would like to test a new interaction hypothesis, which
implies a direct influence of gene 4 on the activity of gene 1, as depicted in
Figure 3b. This assumption entails a new interaction matrix B, which differs
from A only in its first column:

B =

⎡

⎢⎢⎢⎢⎣

0.425 0.425 0.3 0.05 0.3
0.05 0.425 0.3 0.05 0.05
0.05 0.05 0.3 0.425 0.05
0.425 0.05 0.05 0.425 0.3
0.05 0.05 0.05 0.05 0.3

⎤

⎥⎥⎥⎥⎦
.
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Analogously, the evolution of the individual heterosis potentials during the
parallel aggregation process performed with the above matrix on the vector hp
is illustrated in Figure 3d. Around iteration 6-7 the process converges to an
overall heterosis potential of 1, i.e. positive complete dominance is attained. The
corresponding vector of relative additive effects λ = (0.29, 0.16, 0.2, 0.28, 0.07)
(Figure 4) indicates that in the present situation gene 1 and gene 4 have almost
equal contribution to this complete dominance, i.e. gene 1 has lost its dominant
position. The effect of the simulated direct interaction from gene 4 to gene 1 can
also be detected in the behavior of the individual heterosis potential curves in
Figure 3d, the curves for genes 1 and 4 are clearly attracted to each other in the
process of parallel aggregation.

Fig. 4. Relative Additive Effects

When comparing Figure 3c and Figure 3d it becomes evident that adding
just one new extra interaction has induced a completely different interaction
process leading to a very different overall heterosis potential. The latter is a
good indication of the sensitivity potential of our simulation model.
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A Appendix

A.1 Net Heterosis Potentials

Consider the ratio of the net dominance effect (2) and the net additive effect
(1):

hp =
d

a
=

m∑

i=1

di/

(
ra ·

m∑

i=1

ai

)
.

Next let us multiply and divide di in the above expression with ai and group
the expression in the following way:

hp =
1
ra

m∑

i=1

(
ai/

m∑

i=1

ai

)
· di

ai
.

Consequently, it is obtained:

hp =

(
m∑

i=1

λihpi

)
/ra,

where hpi = di/ai denotes the heterosis potential of gene i and λi = ai
m�

i=1
ai

> 0

and
m∑

i=1

λi = 1.

A.2 Interacting Parallel Aggregation Processes

Note that the above parallel aggregation processes can be realized by a recursive
aggregation algorithm defined in terms of matrix operations. This algorithm is
illustrated in Figure 5 and we proceed with its formulation.

Initialization
Assume that m genes are involved in the trait of interest. Hence, we have m
interacting agents and for each agent i = 1, . . . , m a heterosis potential hpi

is known, i.e. a vector of initial heterosis potential

hp0 =

⎡

⎢⎣
hp1

...
hpm

⎤

⎥⎦

is given. Further, each agent i = 1, . . . , m is modelled by a vector of interact-

ing coefficients ai = [a1i, . . . , ami], where
m∑

k=1

aki = 1 and aki is the relative

degree of influence agent i accepts from agent k, while aii is the relative
degree of self-influence of agent i in the interaction.
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Fig. 5. Parallel Aggregation Processes in terms of Matrix Operations

Next the quadratic interaction matrix m×m can be composed, as follows:

A = [aT
1 , . . . , aT

m] =

⎡

⎢⎣
a11 · · · a1m

...
. . .

...
am1 · · · amm

⎤

⎥⎦ .

Recursion
Each interaction step is modelled via weighted mean aggregations applied
over the results of the previous step, t.e. the vector of heterosis potential at
step k (k = 1, 2, . . .) can be obtained as follows:
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hpk = AT × hpk−1,

where the heterosis potential of agent i = 1, . . . , m at step k is calculated by
hpk

i = aT
i hpk−1.

The above process is repeated again and again until ultimately the dif-
ference between the maximum and minimum values in the current vector
of heterosis potentials will be small enough to stop further aggregation, i.e.
at some q step and for some very small ε ∈ R+ it will be fulfilled that
(max(hpq) − min(hpq)) < ε. Then after q aggregation steps one gets

hpq = AT × hpq−1 = AT × . . . × AT × hp0 = (Aq)T × hp0. (6)

Convergence
In [5], we have showed in general that any recursive aggregation process
defined via a set of aggregation operators and according to the algorithm
described herein, is convergent if the aggregation operators are continuous
and strict compensatory. An aggregation operator X is referred to as strict
compensatory if

min(x1, . . . , xn) < X(x1, . . . , xn) < max(x1, . . . , xn),

for any (x1, . . . , xn), with at least two different values (n ≥ 2), [2]. Our
aggregation algorithm is dealing with a family of weighted mean operators
which are continuous, but not always strict compensatory. However, the
latter can be guaranteed when we have non-zero weights, i.e. if 0 < aij ≤ 1
holds for all i, j = 1, . . . , m.

Notice that the representation in (6) implies that the recursive aggregation is
performed not over the vector of initial heterosis potential hp0 but over the
interaction matrix A. Therefore, it can easily be seen that the overall heterosis
potential can again be expressed as a weighted mean of the heterosis potentials of
the individual agents. Due to the strict compensatory behaviour of the weighted
mean operators in case of non-zero weights, we will have that the difference
between the maximum and minimum values in each row of Ak decreases at each
aggregation step k and at some step q we will have

(max(aq
i1, . . . , a

q
im) − min(aq

i1, . . . , a
q
im)) < ε.

Hence, the overall heterosis can be represented by the expression hp =
m∑

i=1

λihpi,

where a consensus weight λi can be defined as

(
m∑

j=1

aq
ij

)
/m, for i = 1, . . . , m.
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Abstract.  Remote homology detection is a key element of protein structure and 
function analysis in computational and experimental biology. This paper presents 
a simple representation of protein sequences, which uses the evolutionary 
information of profiles for efficient remote homology detection. The frequency 
profiles are directly calculated from the multiple sequence alignments outputted 
by PSI-BLAST and converted into binary profiles with a probability threshold. 
Such binary profiles make up of a new building block for protein sequences. The 
protein sequences are mapped into high-dimensional vectors by the occurrence 
times of each binary profile. The resulting vectors are then evaluated by support 
vector machine to train classifiers that are then used to classify the test protein 
sequences. The method is further improved by applying an efficient feature 
extraction algorithm from natural language processing, namely, the latent 
semantic analysis model. Testing on the SCOP 1.53 database shows that the 
method based on binary profiles outperforms those based on many other basic 
building blocks including N-grams, patters and motifs. The ROC50 score is 
0.698, which is higher than other methods by nearly 10 percent.  

Keywords: remote homology detection; binary profile; latent semantic analysis. 

1   Introduction 

A central problem in computational biology is the classification of proteins into 
functional and structural classes given their amino acid sequences. Through evolution, 
structure is more conserved than sequence, so that detecting even very subtle sequence 
similarities, or remote homology, is important for predicting structure and function [1].  

The major methods for homology detection can be split into three basic groups [3]: 
pair-wise sequence comparison algorithms, generative models for protein families and 
discriminative classifiers. Early methods looked for pair-wise similarities between 
proteins. Among those algorithms, the Smith–Waterman dynamic programming 
algorithm [4] is one of the most accurate methods, whereas heuristic algorithms such as 
BLAST [5] and FASTA [6] trade reduced accuracy for improved efficiency. The 
methods afterwards have obtained higher rates of accuracy by collecting statistical 
information from a set of similar sequences. PSI-BLAST [7] used BLAST to iteratively 
build a probabilistic profile of a query sequence and obtained a more sensitive sequence 
comparison score. Generative models such as profile hidden Markov models (HMM) 
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[8] used positive examples of a protein family, which can be trained iteratively using 
both positively labeled and unlabeled examples by pulling in close homology and 
adding them to the positive set [9]. Finally, the discriminative algorithms such as 
Support Vector Machine (SVM) [10] used both positive and negative examples and 
provided state-of-the-art performance with appropriate kernel. Many SVM-based 
methods have been proposed such as SVM-fisher [11], SVM-k-spectrum [12], 
Mismatch-SVM [13], SVM-pairwise [3], SVM-I-sites [14], SVM-LA and SVM-SW 
[15]. A comparison of SVM-based methods has been performed by Saigo et al. [16]. 

Sequence homologs are an important source of information about proteins. Multiple 
sequences alignments of protein sequences contain much information regarding 
evolutionary processes. This information can be detected by analyzing the output of 
PSI-BLAST [7, 17]. Since amino acid probability profiles are a richer encoding of 
protein sequences than the individual sequence themselves, it is necessary to use such 
evolutionary information for protein remote homology detection. 

In this study, the frequency profiles of protein sequences are directly calculated from 
the multiple sequence alignments and then converted into binary profiles with a cut-off 
probability for usage. Such binary profiles make up of a new building block for protein 
sequences. These binary profiles are filtered by an efficient feature selection algorithm, 
namely, the chi-square algorithm [20]. The protein sequences are mapped into 
high-dimensional vectors by the occurrence times of each selected binary profile. The 
resulting vectors can then be inputted to a discriminative learning algorithm, such as 
SVM. In a previous study [18], we applied Latent Semantic Analysis (LSA), which is 
an efficient feature extraction technique from natural language processing [19], to 
protein remote homology detection. Several basic building blocks has been 
investigated as the “words” of “protein sequence language”, including N-grams [12], 
patterns [20] and motifs [21]. Here, we also demonstrate that the use of latent semantic 
analysis technology on binary profiles can also improve the performance of protein 
remote homology detection. 

2   Materials and Methods 

2.1   Generation of Binary Profiles 

The PSI-BLAST [7] is used to generate the profiles of amino acid sequences with the 
default parameter values except for the number of iterations set to 10. The search is 
performed against the nrdb90 database (http://www.ebi.ac.uk/~holm/nrdb90/) from 
EBI [22]. This database has recently been updated (Oct, 2002). The frequency profiles 
are directly obtained from the multiple sequence alignments outputted by PSI-BLAST. 
The target frequency reflects the probability of an amino acid in a given position of the 
sequences. The method of target frequency calculation is similar to that implemented in 
PSI-BLAST. We use a subset of the multiple sequence alignments with sequence 
identity less than 98% to calculate the frequency profiles. The sequence weight is 
assigned by the position-based sequence weight method [23]. Given the observed 
frequency of amino acid i (fi) and the background frequency of amino acid i (pi), the 
pseudo-count for amino acid i is computed as follows: 
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∑
=

=
20

1

)/(*
j

jijii pqfg                                                (1) 

where qij is the score of amino acid i being aligned to amino acid j in BLOSUM62 
substitution matrix (the default score matrix of PSI-BLAST). 

The target frequency is then calculated as: 

)/()( βαβα ++= iii gfQ                                        (2) 

where α is the number of different amino acids in a given column minus one and β is a 
free parameter set to a constant value of 10, the value initially used by PSI-BLAST. 
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Fig. 1. The flowchart of calculating and converting frequency profiles. The multiple sequence 
alignment is obtained by PSI-BLAST. The frequency profile is calculated on the multiple 
sequence alignment and converted to a binary profile with a frequency threshold. The substring 
of amino acid combination is then collected.  
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Because the frequency profile is a matrix of frequencies for all amino acids, it cannot 
be used directly and need to be converted into a binary profile by a probability 
threshold Ph. When the frequency of an amino acid is larger than p, it is converted into 
an integral value of 1, which means that the specific amino acid can occur in a given 
position of the protein sequence during evolution. Otherwise it is converted into 0. A 
substring of amino acid combination is then obtained by collecting the binary profile 
with non-zero value for each position of the protein sequences. These substrings have 
approximately represented the amino acids that possibly occur at a given sequence 
position during evolution. Each combination of the twenty amino acids corresponds to 
a binary profile and vice versa. Fig. 1 has shown the process of generating and 
converting the profiles. 

2.2   Chi-square Feature Selection 

Most machine-learning algorithms do not scale well to high-dimensional feature spaces 
[25], and there are too many binary profiles with low probability threshold Ph. Thus, it 
is desirable to reduce the dimension of the feature space by removing non-informative 
or redundant features. A large number of feature selection methods have been 
developed for this task, including document frequency, information gain, mutual 
information, chi-square and term strength.  The chi-square algorithm is selected in this 
study because it is one of the most effective feature selection methods in document 
classification task [20]. 

The chi-square algorithm measures the lack of independence between a feature t and 
a classification category c and can be compared to the chi-square distribution with one 
degree of freedom to judge extremeness. The chi-square value of feature t relative to 
category c is defined to be:  

)()()()(
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2
2

DCBADBCA

BCDAN
ct

+×+×+×+
×−××=χ                         (3) 

where A is the number of times t and c co-occur, B is the number of times the t occurs 
without c, C is the number of times c occurs without t, D is the number of times neither 
c nor t occurs and N is the total number of protein sequence.  

The chi-square statistic has a natural value of zero if t and c are independent. The 

category-specific scores of each feature can be combined into two scores 
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In this paper, the average feature value is used, since its performance is better than 
the maximum value. A maximum of 8000 binary profiles are selected as the “words” of 
protein sequence language. 
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2.3   Remote Homology Detection by SVM 

Support Vector Machine (SVM) is a class of supervised learning algorithms first 
introduced by Vapnik [8]. Given a set of labeled training vectors (positive and negative 
input examples), SVM can learn a linear decision boundary to discriminate between the 
two classes. The result is a linear classification rule that can be used to classify new test 
examples. SVM has exhibited excellent performance in practice and has strong 
theoretical foundation of statistical learning theory. 

Suppose the training set S consists of labeled input vectors (xi; yi), i =1…m, where xi 

∈Rn and yi ∈  [-1, 1]. A linear classification rule can be specified: 

bxwxf +>=< ,)(                                                        (6) 

where w∈Rn and b∈R. A test example x is then classified as positive (negative) if f(x) 
> 0 (f(x) <0). Such a classification rule corresponds to a hyper-plane decision boundary 
between positive and negative points with normal vector w and bias term b. When the 
samples are not linearly separable, the kernel function is used to map the samples from 
the input space into the feature space in which an appropriate hyper-plane can be found. 

In this study, the frequency profiles of protein sequences are converted into binary 
profiles with a probability threshold Ph. After chi-square feature selection, each protein 
sequence is represented as a fix-length vector by the occurrence times of each elected 
binary profile. The protein vectors are then input into SVM to train the classifiers and 
classify the test protein sequences. The Gist SVM package implemented by Jaakkola et 
al. [9] is used for protein remote homology detection. The parameters of SVM are used 
by default of the Gist package except for the kernel function that is the Radius Basis 
Function (RBF) kernel. 

2.4   Latent Semantic Analysis 

Latent semantic analysis is a theory and method for extracting and representing the 
contextual-usage meaning of words by statistical computations applied to a large 
corpus of text [24].  Here, we briefly introduce the basic process of LSA. 

The starting point of LSA is the construction of a word-document matrix W of 
co-occurrences between words and documents. The elements of W can be taken as the 
number of times each word appears in each document, thus the dimension of W is M×N, 
where M is the total number of words and N is the number of given documents. To 
compensate for the differences in document lengths and overall counts of different 
words in the document collection, each word count can be normalized [24]. 

In the word-document matrix W, each document is expressed as a column vector. 
However, this representation does not recognize synonymous or related words and the 
dimensions are too large. In the specific application, singular value decomposition is 
performed on the word-document matrix. Let K be the total ranks of W, W can be 
decomposed into three matrices: 

TUSVW =                                                                   (7) 



 Protein Remote Homology Detection Based on Binary Profiles 217 

where U is left singular matrix with dimensions (M×K), V is right singular matrix with 
dimensions (N×K), and S is (K×K) diagonal matrix of singular values s1≥s2≥…sK>0. 
One can reduce the dimensions of the solution simply by deleting the smaller singular 
values in the diagonal matrix. The corresponding columns of matrix U (rows of matrix 
V) are also ignored. In practice only the top R (R<<Min (M, N)) dimensions for which 
the elements in S are greater than a threshold are considered for further processing. 
Thus, the dimensions of matrices U, S and V are reduced to M×R, R×R and N×R, 
leading to data compression and noise removal. Values of R in the range [200, 300] are 
typically used for information retrieval.  

By SVD, the column vectors of the word-document matrix W are projected onto the 
orthonormal basis formed by the row column vectors of the left singular matrix U. The 
coordinates of the vectors are given by the columns of SVT. This in turn means that the 
column vectors Svj

T or, equivalently the row vector vjS, characterizes the position of 
document dj in the R dimensions space. Each of the vector vjS is referred to a document 
vector, uniquely associated with the document in the training set.  

For a new document that is not in the training set, it is required to add the unseen 
document to the original training set and the latent semantic analysis model be 
recomputed. However, SVD is a computationally expensive process, performing SVD 
every time for a new test document is not suitable. From the mathematical properties of 
the matrices U, S and V, the new vector t can be approximated as: 

dUt =                                                             (8) 

where d is the raw vector of the new document, which is similar to the columns of the 

matrix W. 

In this study, the binary profiles are treated as the “words” and the protein sequences 
can be viewed as the “documents”. The word-document matrix is constructed by 
collecting the weight of each word in the documents. The latent semantic analysis is 
performed on the matrix to produce the latent semantic representation vectors of 
protein sequences, leading to noise-removal and smart description of protein 
sequences. The latent semantic representation vectors are then evaluated by SVM. 

2.5   Data Set and Performance Metrics 

The standard evaluation data is same as the one used by Li et al. [3], which is taken 
from the Structural Classification of Proteins (SCOP) database [25] version 1.53. 
Sequences are selected from the ASTRAL database [26]. The data set contains 54 
families and 4352 distinct sequences.  The sequences with lengths less than 30 are 
removed because the PSI-BLAST cannot generate profiles on the very short sequences. 
Remote homology is simulated by holding out all members of a target 1.53 family from 
a given superfamily. Positive training examples are chosen from the remaining families 
in the same superfamily and negative test and training examples are chosen from 
outside of the fold of the target family. The held-out family members serve as positive 
test examples. The above process is iterated until each family had been tested. Details 
of the data sets are available at http://www1.cs.columbia.edu/compbio/svm-pairwise/. 
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Each of the method produces a score for a testing protein sequence, which represents 
the similarity between the protein and the particular family. Two methods are used to 
evaluate the experimental results: the Receiver Operating Characteristic (ROC) scores 
[27] and the Median Rate of False Positives (M-RFP) scores [11]. A ROC score is the 
normalized area under a curve that is plotted with true positives as a function of false 
positives for varying classification thresholds. A score of 1 indicates perfect separation 
of positive samples from negative ones, whereas a score of 0 denotes that none of the 
sequences selected by the algorithm is positive. The median RFP score is the fraction of 
negative test sequences that score as high or better than the median score of the positive 
sequences. Obviously, the smaller the M-RFP is, the better the results are. Hou et al. 
[14] have presented an efficient algorithm to compute these scores. 

3   Results and Discussion 

3.1   Comparative Results of Various Methods 

In a related study [18], we have investigated several basic building blocks as the 
“words” of “protein sequence language”, including N-grams [12], patterns [20] and 
motifs [21]. Here, the performance of the new building block, binary profile, has been 
compared with those of other three building blocks as well as other methods, that is 
PSI-BLAST [7], SVM-pairwise  [3] and SVM-LA [15]. For a detail setup procedures 
of these methods, please refer to [18]. Table 1 summarizes the performance of the 
various methods in terms of average ROC, ROC50 and M-RFP scores over all families 
tested. The distributions of ROC and M-RFP scores are plotted in Fig. 2. In each graph, 
a higher curve corresponds to more accurate homology detection performance. 
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Fig. 2. Comparative performances of homology detection methods. The graph plots the total 
number of families for which the method exceeds a given performance. Each series corresponds 
to one of the homology detection methods described in the text. The left part (a) uses the ROC 
scores and the right part (b) uses the M-RFP scores. 



 Protein Remote Homology Detection Based on Binary Profiles 219 

The PSI-BLAST [7] method that is based on sequence alignment and search 
techniques achieves the lowest performance. The discriminative method, 
SVM-Pairwise [3], gets improved performance. The SVM-LA method provides 
state-of-the-art performance with string alignment kernels [15]. The accuracies of the 
SVM methods based on the basic words are lower than that of SVM-LA. When the 
LSA model is used, all the SVM methods based on the four basic words achieve higher 
accuracies. Especially, the ROC50 score of SVM-Bprofile-LSA method is higher than 
that of SVM-LA method by nearly 10 percent. The SVM-LA method is one of the 
state-of-the-art methods and outperforms many other methods such as Mismatch-SVM 
[13] and SVM-Fisher [11] as well as FPS [28] and SAM [29], so the binary profile is an 
efficient representation of protein sequence for remote homology detection. 

Fig. 3 plots the family-by-family comparison of the ROC scores between the 
methods with LSA and those without LSA. Each point on the graph corresponds to one 
of the 54 SCOP families. When the families are in the left-upper area, it means that the 
method labeled by y-axis outperforms the method labeled by x-axis on this family. 
Obviously, the methods with LSA can outperform the methods without LSA when the 
binary profiles are taken as the basic building blocks. Such conclusion is also suitable 
for other building blocks, that is N-grams, patterns and motifs [18]. 

Table 1. Average ROC and M-RFP scores over all families for different methods 

Methods Mean ROC Mean ROC50 Mean M-RFP 
PSI-BLAST 0.6754 0.330 0.3253 
SVM-Pairwise 0.8259 0.446 0.1173 
SVM-LA 0.9290 0.600 0.0515 
SVM-Ngram 0.7914 0.584 0.1441 
SVM-Pattern 0.8354 0.589 0.1349 
SVM-Motif 0.8136 0.616 0.1246 
SVM-Bprofile 0.9032 0.681 0.0682 
SVM-Ngram-LSA 0.8595 0.628 0.1017 
SVM-Pattern-LSA 0.8789 0.626 0.0703 
SVM-Motif-LSA 0.8592 0.628 0.0995 
SVM-Bprofile-LSA 0.9210 0.698 0.0459 

SVM-Ngram, SVM-Pattern, SVM-Motif and SVM-Bprofile refer to the SVM-based 
methods on the four building blocks: N-grams, patterns, motifs and binary profiles 
respectively. The methods with LSA suffix refer to the corresponding method after 
latent semantic analysis. Results of SVM-LA method are taken from (Saigo et al. 2004, 
Bioinformatics, 20: 1682-1689). For the methods based on binary profiles, the 
probability threshold is taken as the optimal value of 0.13. 

3.2   Time Complexity Analysis 

One significant characteristic of any homology detection algorithm is its computational 
efficiency. In this regard, the LSA approaches are better than SVM-pairwise and 
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Fig. 3. Family by family comparison of the methods with LSA and those without LSA. The 
coordinates of each point in the plot are the ROC scores for one SCOP family, obtained by the 
two methods labeled near the axis. 

SVM-LA but a little worse than the methods without LSA and PSI-BLAST [18]. When 
the four basic building blocks are considered, the binary profiles have the lowest 
running time because the binary profiles has the least “words” among the building 
blocks. 

Any SVM-based method includes a vectorization step and an optimization step. The 
vectorization step of SVM-pairwise takes a running time of O (n2l2), where n is the 
number of training examples and l is the length of the longest training sequence. The 
time complexity of calculation of LA-ekm kernel matrix is same as that of SVM- 
pairwise [15]. The time complexity of the vectorization step of the method without 
LSA is O (nml), where m is the total number of words. The main bottleneck of the LSA 
method is the additional SVD process, which roughly takes O (nmt), where t is the 
minimum of n and m. The optimization step of SVM-based method takes O (n2p) time, 
where p is the length of the latent semantic representation vector. In SVM-pairwise, p is 
equal to n, yielding a total time of O (n3). In the method without LSA, p is equal to m. 
While in the LSA method, p is equal to R. Since R << Min(n, m), the SVM optimization 
step of LSA method is much faster than those of the other two methods. The time 
complexity of running PSI-BLAST is O (nN), where N is the size of the database. In the 
current situation, N is approximately equal to nl. 

The time complexity of the method based on binary profiles is better than those 
based on other building blocks. The running times are dependent on the lengths of the 
representation vectors, that is, the total number of “words” in each building block. In 
this regard, there are 8000, more than 10 thousands and 3000 “words” for N-grams, 
patterns and motifs respectively. For binary profiles, there are only 1087 “words” at the 
optimal probability threshold of 0.13 (Table 2) and the total number of “words” drops 
quickly as the probability threshold becomes larger without significantly sacrificing the 
performance. 
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3.3   The Probability Threshold Has Not Significant Influence on Remote 
Homology Detection 

The frequency profiles are calculated from the multiple sequence alignments outputted 
by PSI-BLAST [7] and converted into binary profiles with a probability threshold Ph. 
The total number of binary profiles is dependent on the size of the database and the 
value of probability threshold Ph. Since each combination of the twenty amino acids 
corresponds to a binary profile and vice versa, the total number of binary profiles is 
2^20. In fact, only a small fraction of binary profiles appear. These binary profiles 
constitute novel building blocks of protein sequences. Since the probability threshold 
Ph is a parameter, it needs to be optimized. The results are shown in table 2. We 
surprisingly find that the probability threshold Ph has not significant influence on the 
performance of remote homology detection. A similar conclusion has been derived on 
the knowledge-based mean force potentials [30]. This results show that a small number 
of binary profiles contains rich information about evolution. 

Table 2. The optimized results of probability threshold 

Ph Number of 
binary profiles 

Mean ROC Mean 
ROC50 

Mean M-RFP 

0.05 18978 0.8771 0.641 0.0764 
0.07 10945 0.8890 0.650 0.0683 
0.09 4798 0.8892 0.683 0.0794 
0.11 2135 0.8931 0.682 0.0736 
0.13 1087 0.9032 0.681 0.0682 
0.15 573 0.9097 0.654 0.0483 
0.17 318 0.8914 0.655 0.0841 
0.19 212 0.8805 0.598 0.0932 
0.21 175 0.8855 0.583 0.0920 
0.23 128 0.8708 0.524 0.1105 
0.25 75 0.8470 0.515 0.1315 

Given in the table are the number of binary profiles and performances of the 
SVM-Bprofile method at different probability threshold Ph. 
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Abstract. The classification of biological sequences is one of the significant 
challenges in bioinformatics as well for protein as for nucleic sequences. The 
presence of these data in huge masses, their ambiguity and especially the high 
costs of the in vitro analysis in terms of time and money, make the use of data 
mining rather a necessity than a rational choice. However, the data mining 
techniques, which often process data under the relational format, are con-
fronted with the inappropriate format of the biological sequences. Hence, an 
inevitable step of pre-processing must be established. This work presents the 
biological sequences encoding as a preparation step before their classification. 
We present three existing encoding methods based on the motifs extraction. 
We also propose to improve one of these methods and we carry out a compara-
tive study which takes into account, of course, the effect of each method on the 
classification accuracy but also the number of generated attributes and the 
CPU time. 

1   Introduction 

The emergence of the bioinformatics that we have witnessed during the last years 
finds its origin in the technological progress which has helped to conduct large 
scale research projects. The most remarkable one was the Human Genome Project 
(HGP) [10] accomplished in 13 years since 1990; a period that seems to be  
very short compared with the quantity of the collected data on the human genome: 
3 billion bases which constitute the human DNA.  Thus, several problems are 
open:  

− How does the gene express its protein? 
− Where does the gene start and where does it end?  
− How do the protein families evolve and how to classify them? 
− How to predict the three-dimensional structure of proteins? 
− …  
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The answer to these questions by the biochemical means and the in vitro analysis 
proves to be very expensive in terms of time and money.  Indeed, some tasks, such as 
the determination of the protein three-dimensional structure, can extend over months 
and even years whereas the biological sequences quantity generated by the various 
programs of sequencing knows an exponential growth. Henceforth, the challenge is 
not the gathering of biological data but rather their exploration in a faster and efficient 
way making it possible to reveal the cell secrets. 

In this context, the need to use the data mining is increasingly pressing. Data min-
ing is particularly essential considering the enormous quantities of the biological data 
and their ambiguity. The use of mining tools was profitable in several fields also 
known by their large masses of data such as the commerce, the finance, the informa-
tion retrieval... However, the data mining techniques, which often process data under 
the relational format, are confronted with the inappropriate format of the biological 
sequences. This makes it necessary to apply transformation on these data before their 
analysis. Our work is within the framework of the biological sequences pre-
processing namely their encoding under a standard format appropriate to the analysis 
which is generally the relational format, frequently used by the data mining tools.  We 
study and compare some existing encoding methods based on the motifs extraction. 
These methods are implemented in C language and gathered into a DLL enabling 
their comparison in terms of classification accuracy, number of generated attributes 
and CPU time.  

Introduction to the problem and motivation to the biological sequences encoding 
can be found in section 2. In section 3, we give an overview on some encoding meth-
ods based on the motifs extraction. We propose to improve one of them in section 4. 
In section 5, we carry out the experimental study. Then we discuss our results in sec-
tion 6. Section 7 concludes the paper and indicates some possible directions for future 
work. 

2   Protein Sequences Classification by Data Mining Tools 

Classification is one of the most significant problems open in bioinformatics.  This 
problem arises, as well for proteins as for DNA. Indeed, the biologists are often inter-
ested to identify the family to which belongs a lately sequenced protein. This makes it 
possible to study the evolution of this protein and to discover its biological functions. 
For the DNA, the biologists seek, for instance, to classify parts of sequences in coding 
or non-coding zones [7]. They utilize biochemical means and in vitro analysis to per-
form these tasks which prove to be very expensive in terms of time and money while 
the biological data quantity is unceasingly growing. 

In this context, the use of data mining techniques proves to be a rational response 
to this problem, since they were efficient in various fields and particularly in super-
vised classification. However, knowing that biological sequences are represented by 
strings of characters and that mining tools often process data under the relational 
format, it will not be possible to apply these tools directly to such data. Hence, the  
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biological sequences have to be encoded into another format. [8] propose a model of a 
data mining process, illustrated by Fig. 1, to perform this task. The model presents the 
three main steps of the Knowledge Discovery in Data (KDD) process applied to the 
problem of the biological sequences classification. It consists of the extraction of a set 
of motifs from a set of sequences. These motifs will be used as attributes to construct 
a binary table that contains in row the set of the mentioned sequences. The presence 
or the absence of an attribute in a sequence is respectively noted by 1 or 0. This bi-
nary table is called context. It represents the pre-processing step result and the new 
sequences encoding format. It will be used as input for the processing step where a 
classifier will be applied to generate the classification rules. These rules are used to 
classify other sequences. 

 

Fig. 1. Process of biological sequences classification by data mining tools 

This paper is within the framework of the biological sequences pre-processing. We 
study how encoding methods affect the discovered knowledge by measuring the clas-
sification accuracy. We suppose that a good method will help to increase the accuracy 
even in hard classification problems. 

In the next section we present and describe some encoding methods based on the 
motifs extraction. 
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3   Existing Encoding Methods 

The nucleic and the protein sequences contain patterns or motifs which have been 
preserved throughout the evolution, because of their importance in terms of structure 
and/or function of the molecule.  The discovery of these motifs can help to gather the 
biological sequences in structural or functional families but also to better understand 
the rules which control the evolution.  

The members of a protein family are often characterized by more than one motif:  
on average each family preserves 3 to 4 regions [11]. The motifs often indicate func-
tional and evolutionary relationships between proteins. Like for proteins, the motifs 
discovery can be used to determine the function of the nucleic sequences such as the 
identification of the promoter sites and the junction sites.  

We present, hereafter, three methods of motifs extraction which are the methods of 
the N-Grams (NG), the Active motifs (AM) and the Discriminative Descriptors (DD). 
Then, we propose, in section 4, a modification of the Discriminative Descriptors 
method by the use of a substitution matrix (DDSM).   

3.1   N-Grams  

The simplest approach is that of the N-Grams, known also as N-Words or length N 
fenestration [6]. The motifs to be built are length fixed as a preliminary. The N-gram 
is a sub-sequence composed of N characters, extracted from a larger sequence.  For a 
given sequence, the set of the N-grams which can be generated is obtained by moving 
a window of N characters on the whole sequence. This movement is carried out char-
acter by character. In each movement a sub-sequence of N characters is extracted. 
This process will be reiterated for all the analyzed sequences (Fig. 2 illustrates this 
principle). Then, only the distinct N-grams will be kept.     

 

Fig. 2. Extraction of 2-grams from the 3 sequences: FFVV, NVVI and INNVI. For each se-
quence of length m, the number of extracted N-Grams is: m-N+1. 

The N-Grams are widely used in information retrieval and natural languages proc-
essing [9]. They are also used in local alignment by several systems such as BLAST 
[1]. The N-Grams extraction can be done in a O(m*n*N) time, where m is the maxi-
mum length of a sequence, n is the number of sequences in question and N is the 
motif length. 
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3.2   Active Motifs  

This method is founded on the assumption that the significant regions are better pre-
served during the evolution and thus they appear more frequently than expected. In-
deed, this method enables to extract the commonly occurring motifs whose lengths 
are longer than a specified length, called Active Motifs, in a set of biological se-
quences. The activity of a motif is the number of sequences which match it within an 
allowed number of mutations [12].   

The motifs extraction is based on the construction of a Generalized Suffix Tree 
(GST). A GST is an extension of the suffix tree [4] and is dedicated to represent a set 
of n sequences indexed, each one, by i = 1..n. Each suffix of a sequence is repre-
sented by a leaf (in the shape of a rectangle) labelled by the index i of this sequence. 
It is composed by the concatenated sub-sequences labelled on the root-to-leaf i path. 
Each non-terminal node (in the shape of a circle) is labelled by the number of se-
quences to which belongs its corresponding sub-sequence composed by the concate-
nation of the sub-sequences labelled on the arcs which bind it to the root (Fig. 3). 
The candidate motifs are the prefixes of strings labelled on root-to-leaf paths which 
satisfy the length minimum. Then, only motifs having an acceptable activity will 
remain.  

 

Fig. 3. GST illustration for the 3 sequences: FFVV, NVVI and INNVI. If we suppose that only 
exactly coinciding segments occurring in at least two sequences and having a minimum length 
of 2 are considered as active. Then we have 3 active motifs: VV, VI and NV. 

There are several algorithms used for the construction of the GST. [12] affirm that 
the GST can be built in a O(m*n) time, where m the maximum size of a sequence and 
n the number of sequences in question. To extract the motifs which satisfy the condi-
tions of research, it is necessary to traverse the entire tree. That is to say a complexity 
of O((m*n)²). 
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3.3   Discriminative Descriptors 

Given a set of n sequences, assigned to P  families/classes F1  F2 .., FP , it is a ques-
tion of building sub-strings called Discriminative Descriptors DD which make it 
possible to discriminate a family Fi from other families, where i = 1..P [8].  

This method is based on an adaptation of the Karp, Miller and Rosenberg (KMR) 
algorithm [5]. This algorithm can identify the repeats in characters strings, trees or 
tables.  It will be applied here to biological sequences. The extracted repeats are then 
filtered in order to only keep the discriminative and minimal ones. 

The discriminative descriptors are built in a O(m2*n3*N) time, where m is the 
maximum size of a sequence, n is the number of sequences in question and N is the 
maximum motif length. 

Repeats Identification. KMR algorithm is based on the following concept of equiva-
lence: two positions i and j in a character string S of length m are k-equivalent, we 
note i Ek  j, if and only if the two sub-strings of length k S[i; i+k-1] and S[j; j+k-1]are 
identical [5]. We say also that the positions i and j belong to the same class of the 
equivalence relation Ek. An equivalence relation Ek, where 1<=k<=m, can be repre-
sented by a vector Vk[1.. m - k +1] whose each component Vk[i], with 1<=i<=(m - k + 
1), represents the class number to which belongs  the position i for the equivalence 
relation Ek. To apply the KMR algorithm to several strings, they are concatenated in 
one sequence while keeping in memory the information about the positions of the 
various strings terminals. Fig. 4 shows an example of equivalence applied on 3 con-
catenated sequences: FFVV, NVVI and INNVI. 

 

Fig. 4. Illustration of a 2-equivalence between i=5 and j=11. It is about the repeat NV which 
represents one of the equivalence relation E2 classes. 

Discriminative and Minimal Sub-strings Identification. A sub-string X is consid-
ered to be discriminative between the family Fi and of the other families Fj, where i = 
1..P, j = 1..P and i ≠ j if : 

α≥100*
Fi of  sequences ofnumber   total

 appears X  whereFi of  sequences ofnumber  . (1) 

β≤100*
Fj of  sequences ofnumber   total

 appears X  whereFj of   sequences ofnumber  . (2) 

A discriminative sub-string is considered minimal if it does not contain any other 
discriminative sub-string. 
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4   Proposed Method: Discriminative Descriptors with Substitution 
Matrix 

In the case of protein, the motifs extracted by the Discriminative Descriptors method 
make it possible to discriminate between various families.  But, this method neglects 
the fact that some amino acids have similar properties and can be thus substituted by 
each others without changing neither the structure nor the function of the protein [3]. 
So, we can find in the set of the generated attributes by the Discriminative Descriptors 
method several motifs which all derive from only one motif.  In the same way, during 
the construction of the context (binary table), we are likely to lose information when 
we note by 0 the absence of a motif while another one, which can be substituted by it, 
already exists. 

The similarity between the motifs is based, as already mentioned, on the similarity 
between the amino acids which constitute them. Indeed, there are various degrees of 
similarity between the amino acids. Since there are 20 amino acids, the mutations 
between them are scored by a 20x20 matrix called substitution matrix. 

4.1   Substitution Matrix 

In bioinformatics, a substitution matrix estimates the rate that each possible residue in 
a sequence changes to another residue over time. Substitution matrices are usually 
seen in the context of amino acid sequence alignment, where the similarity between 
sequences depends on the mutation rates as represented in the matrix[3]. 

4.2   Terminology 

Let M be a set of n motifs, noted each one by M[p], p = 1.. n. M can be divided 
into m clusters. Each cluster contains a main motif M* and, probably, other motifs 
which can be substituted by M*. The main motif is the motif which has the highest 
probability, in its cluster, to mutate to another one. For a motif M of k amino acids, 
this probability, noted Pm(M) is based on the probability Pi

 (i = 1.. k) that each amino 
acid M[i] of the motif M does not mutate to any other amino acid. We have: 

Pm = 1 - ∏
=

k

i 1

Pi . (3) 

A Pi is calculated based on the substitution matrix according to the following  
formula: 

Pi
 = S(M[i], M[i]) /∑

=

20

1j

S+(M[i], AAj) ; j = 1.. k . (4) 

S(x, y) is the substitution score of the amino acid y by the amino acid x as it appears in 
the substitution matrix. We mean by S+(x, y) a positive substitution score. AAj is the 
amino acid of index j among the 20 amino acids. 
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We consider that a motif M substitutes a motif M’ if: 

− M and M’ have the same length k, 
− S(M[i], M’[i]) >= 0 , i = 1.. k, 
− SP(M, M’) >= T, where T is a user-specified threshold: 0 <= T <= 1. 

We note by SP(M, M’) the substitution probability of the motif  M’ by the motif M 
having the same length k. It measures the possibility that M mutates to M’: 

SP(M, M’) = Sm (M, M’) / Sm (M, M) . (5) 

Sm (X, Y) is the substitution score of the motif Y by the motif X. It is computed 
according to the following formula: 

Sm (X, Y) =∑
=

k

i 1

S(X[i], Y[i]) (6) 

It is clear, according to the substitution matrix, that there is only one best motif 
which can substitute a motif M; it is obviously itself, since the amino acids which 
constitute it are better substituted by themselves. This proves that the substitution 
probability of a motif by another one, if they satisfy the substitution conditions, will 
be between 0 and 1. 

4.3   Methodology 

The modification of the Discriminative Descriptors method relates to two aspects.  
First, the number of the extracted motifs will be, of course, reduced because we will 
keep only one motif for each cluster of substitutable motifs of the same length.  Then, 
we will modify the context construction rule mentioned in section 2.  Indeed, we will 
note by 1 the presence of the motif or that of one of its substitutes.  The first aspect 
can be also divided into two phases: (1) identify the clusters main motifs and (2) per-
form the filtering.  

Main Motifs Identification and Filtering. The main motif of a cluster is the most 
likely motif in this cluster to mutate to another one.  

To identify all the main motifs, we sort M in a descending order by motifs lengths 
then by Pm. For each motif M’ of M, we look for the motif M which can substitute 
M’ having the highest Pm. The clustering is based on the computing of the substitution 
probability between the motifs. We can find a motif which belongs to more than one 
cluster. In this case, it must be the main motif of one of them. 

The filtering consists on keeping only the main motifs and removing all the other 
ones. The result is a smaller set of motifs which can represent the same information of 
the initial set. 

The main motifs identification and the filtering are performed by the following 
simplified algorithm: 

begin 
  sort M in a descending order by (motifs lengths,Pm); 
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  for each motif M[i] from i=n to 1 
    if Pm(M[i])=0 then 

  M[i] becomes a main motif; 
else 

x  position of the first motif having the same 
length as M[i]; 

  for each motif M[j] from j=x to i 
    if M[j] substitutes M[i] or j=i then 
      M[j] becomes a main motif; 
 

Break; 
    end if 

      end for 
    end if 
  end for 
  for each motif M of M  
    if M is not a main motif then 
      delete M; 
    end if 
  end for 
end. 

The time complexity of this algorithm is O((n2/2)*k), where n is the number of mo-
tifs in question and k is the maximum motif length. 

Example. Given a BLOSUM62 substitution matrix and the following set of motifs 
(Table 1) sorted by their lengths and Pm, we assign each motif to a cluster represented 
by its main motif. We get 5 clusters illustrated by the diagram shown in Fig. 5. 

Table 1. Motifs clustering. The third row shows the cluster main motifs 

M LLK  IMK VMK GGP RI RV RF RA PP 
Pm 0.89 0.87 0.86 0 0.75 0.72 0.72 0.5 0 

Main motif LLK LLK LLK GGP RI RI RI RV PP 

Context building. The context building is done by noting 1 if a sequence matches a 
main motif or one of the motifs it can substitute; otherwise we note 0. We use the 
following algorithm: 

begin 
  for each sequence S 
    for each motif M of length k 
      repeat  
        extract a k-gram M’ from S;            
        if M substitutes M’ then 
          note 1 in the context for S and M; 
          goto presence; 
        end if 
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      until the end of S 
      note 0 in the context for S and M; 
      presence: continue 
    end for 
  end for 
end. 

The time complexity of this algorithm is O(m*n*k*l), where n is the number of 
motifs in question, m is the number of sequences, k is the maximum motif length and l 
is the maximum sequence length. 

 

 

Fig. 5. Motifs clustering. The motif RV belongs to 2 clusters. It is the main motif of one of 
them. 

5   Experiments and Results 

The encodings methods are implemented in C language and gathered into a DLL. The 
accepted formats of the input files are: FASTA format for biological sequences files 
and the format described by Fig. 6 for the classification files. The DLL generates 
relational files under various formats such as the ARFF format used by the workbench 
WEKA [13] and the DAT format used by the system DisClass [7]. 

 

Fig. 6. Classification file sample. The file describs a FASTA file containing 4 biological se-
quences belonging to 2 classes:  the 1st one belongs to the class «TLRH» and the 3 others ones 
belong to the class «TLRNH ». 
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5.1   Experimental Data 

To compare the encoding methods we use 3 samples of biological sequences de-
scribed by Table 2. 

Table 2. Experimental data 

Data type Sample Family/class 
Number of 
sequences 

Data source 

High-potential 
Iron-Sulfur Pro-
tein 

19 

Hydrogenase 
Nickel Incorpora-
tion Protein 
HypA 

20 
Sample S1 

Hlycine Dehy-
drogenase 

21 

SWISS-PROT 
 

human TLR 14 

Protein 

Sample S2 
Non-human TLR 26 
Promoter site 53 

Nucleic Sample S3 Non-promoter 
site 

53 

Entrepôt de 
l’université 

IRVINE 

The sample S1 contains three distinct and distant protein families.  We suppose that 
classification in this case will be relatively easy since each family will probably have 
preserved patterns which are different from those of other families [11]. However, the 
sample S2 presents a more delicate classification problem. It consists of distinguish-
ing between the human Toll-like Receptors (TLR) protein sequences and the non-
human ones. The difficulty is due to the structural and functional similarity of the two 
groups. The sample S3 is the subject of a typical classification problem. It is a ques-
tion of recognizing the nucleic sequences carrying promoter sites from those which 
are not. The promoters are short segments of DNA whose identification facilitates the 
localization of the genes beginnings. 

5.2   Experimental Process 

In our experiments, we use the 10-fold cross validation technique [2]. Each sample of 
data is randomly and equitably partitioned to 10 mutually exclusive subsets. The 
training and the test are carried out 10 times. In each iteration, a subset is reserved for 
the test and the others are used together for the training. After having built the con-
texts of training CA and test CT, we start the classification step. Using the classifier 
C4.5 of the workbench WEKA [13], we generate the classification rules from CA 
which we test on CT. The classification accuracy is computed as being the average of 
the 10 iterations accuracies. The encoding and experimental process is illustrated by 
Fig. 7. 
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Fig. 7. Encoding and experimental process 

5.3   Results 

We examine, initially, each method individually while varying its various parameters 
to seek their optimal values (Table 3). Then, we use the best parameters found to 
compare them in terms of accuracy (rate of classified sequences), attributes number 
and CPU time (in seconds). For the DDSM method we use the BLOSUM62 and 
PAM250 substitution matrix.  Results are shown in Table 4.    

Table 3. Best parameters 

Sample Method Parameter 
S1 S2 S3 

NG N 3 3 4 
Min length  3 3 3 AM 
Min activity 50 % 50 % 25 % 
Alpha 0 0 0 DD 
Beta 0 0 0 
Alpha 0 0 - 
Beta 0 0 - 
Substitution 
matrix  

BLOSUM62 BLOSUM62 - 
DDSM 

Threshold 0.7 0.9 - 
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Table 4. Experimental results 

Sample Method NG AM DD DDSM 

Accuracy  90 % 95 % 95 % 98.33 % 
Attributes  4777 1978 4709 2139 S1 
Time 0.82 38 35 37 
Accuracy 60 % 55 % 67.5 % 77.5 % 
Attributes 5340 3458 6839 6562 S2 
Time 1 91 921 954 
Accuracy 73.58 % 77.78 % 77.78 % - 
Attributes 244 314 701 - S3 
Time 0.05 2 1.57 - 

6   Discussion 

According to the experimental study, we noticed that there are no optimal and single 
values for the parameters of the studied methods.  In fact, these values depend on the 
nature of the data in question.  So, the adjustment of these parameters requires a pre-
liminary knowledge of the data characteristics such as the lengths of the preserved 
regions and the mutation rate between the sequences of a family.  

The experimental results vary according to the input data. The sample S1 classifi-
cation was relatively easy since the three protein families are completely distinct.  
Each one of them probably has its own motifs which characterize it and discriminate 
it from the others. This explains the high accuracy reached by all the methods espe-
cially the Discriminative Descriptors with Substitution Matrix method with which the 
classification reached a very high accuracy. The methods of the Active Motifs and the 
Discriminative Descriptors made the best classification accuracy for the sample S3 
(this sample does not concern the DDSM method since it contains nucleic sequences). 
The sample S2 represents a hard classification challenge since the human TLR and 
the non-human TLR resemble to each other in terms of function and structure. Indeed 
the two classes share many similar parts what explains the low accuracy with the 
method of the Active Motifs. Indeed, this method, which extracts motifs based on 
their occurrences, built attributes which belong at the same time to the two classes, 
which increases the possibility of confusion. The method of the N-Grams made a 
better precision, but did not reach the default accepted accuracy which is 65% (if we 
assign all the sequences to the non-human TLR class). The Discriminative Descrip-
tors method outperforms the two last methods. Since it adopts an approach of dis-
crimination to build the attributes, it allowed a better distinction between the human 
TLR and the non-human TLR.  But, to more improve classification in the sample S2, 
it is necessary to take into account the phenomenon of mutation and substitution be-
tween the amino acids.  Indeed, the method DDSM which we proposed made it possi-
ble to reach the highest precision while reducing the number of generated attributes.   
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7   Conclusion 

In this paper, we presented the biological sequences encoding as a pre-processing step 
before their classification. We described three existing encoding methods based on  
the motifs extraction, which are the methods of the N-Grams (NG), the Active Motifs 
(AM) and the Discriminative Descriptors (DD). Then, we proposed a modification of 
the DD method by the use of a substitution matrix. 

In order to examine the effect of each encoding method on the classification accu-
racy, we undertook an experimental study which relates to various biological data 
comprising protein and nucleic sequences. We also compared the numbers of gener-
ated attributes by these methods and their CPU times. Among the existing methods, 
we noticed that the DD method presents the best accuracy. The modification of this 
method by the use of a substitution matrix made it possible to improve the classifica-
tion even in a relatively delicate case. However, we noticed that the DD method like 
its alternative with the matrix of substitution, are very expensive in term of CPU time 
compared with the other methods, especially the NG.  

Considering this work, several ways are open.  It will be interesting to conceive a 
hybrid encoding method based on the N-Grams, which uses filters like α and β and 
takes into account the substitution and the order of the extracted motifs in the se-
quences. We will, also, try to use other amino acids substitution matrices and to ex-
tend the application of the modification, which we proposed to the DD method, with 
the nucleic sequences by using the DNA scores tables.   
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Abstract. Fast search algorithms for finding good instances of patterns
given as position specific scoring matrices are developed, and some em-
pirical results on their performance on DNA sequences are reported. The
algorithms basically generalize the Aho–Corasick, filtration, and super-
alphabet techniques of string matching to the scoring matrix search. As
compared to the naive search, our algorithms can be faster by a factor
which is proportional to the length of the pattern. In our experimental
comparison of different algorithms the new algorithms were clearly faster
than the naive method and also faster than the well-known lookahead
scoring algorithm. The Aho–Corasick technique is the fastest for short
patterns and high significance thresholds of the search. For longer pat-
terns the filtration method is better while the superalphabet technique
is the best for very long patterns and low significance levels. We also
observed that the actual speed of all these algorithms is very sensitive
to implementation details.

1 Introduction

Position specific scoring matrices [7,20,9] are a popular technique for specifying
patterns or motifs such as transcription factor binding sites in DNA and in other
biological sequences. So far, most of the effort has been devoted specifically to
two aspects: how to define the scores of a matrix to better represent the instances
of the modeled motif, and how to define a threshold to detect in the search only
the true instances of the motif. These two aspects play a crucial role in the
definition and effectiveness of the model itself.

Once the scoring matrices are made available (for example, by synthesiz-
ing from alignment blocks databases [12,2,10]), and appropriate thresholds have
been fixed, one can search a sequence database for the matches of the matrices
that score better than the threshold. This task, which often is in the core of
many computational approaches to biological sequence analysis, may become a
bottleneck of the computing performance (this is the case for example in the
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enhancer element prediction system EEL [8]). There has been recent interest
in developing improved search algorithms for this search. Most of the widely
used algorithms described in literature (e.g. [14,18,22]), use a straightforward
trial and error search whose running time is proportional to mn where m is the
length of the matrix and n is the length of the sequence database. Recently, a
bunch of more advanced algorithms based on score properties [23,11], indexing
data structures [3,5], fast Fourier transform [15] and data compression[6] have
been proposed to reduce the expected time of computation.

Another possibility to develop improved search algorithms for scoring matri-
ces has been ignored so far, namely generalizing the classic on–line algorithms
(i.e., algorithms without database indexing) for exact and approximate key–word
matching. This will be done in this paper.

The Aho–Corasick algorithm [1,4,13] is a very fast method for multiple key–
word search. To generalize it for scoring matrices, we notice that given a matrix
and threshold, we can explicitly generate the sequences that score above the
threshold. We use these sequences as the key–word set in the Aho–Corasick
algorithm. We develop an economical way of generating the set, based on the
lookahead score of [23]. The resulting search algorithm scans the database in
time proportional to the database length, independently of the length of the
matrix. Unfortunately, the size of the key–word set may become so large that
it cannot be accommodated in the fast storage of the computer, hence slowing
down the practical performance of this algorithm whose search time is optimal.

Therefore we also propose another algorithm whose storage requirement is
easy to control. The algorithm uses ‘filtration’ technique that is widely used
in approximate pattern matching in strings (e.g. [21]). The idea is to evaluate
at each database location an upper bound for the actual matching score. The
actual score is evaluated only if the bound exceeds the threshold. This gives
a fast algorithm if the upper bound is fast to evaluate and the bound is tight
enough such that the checking of the actual score is not needed too often. The
lookahead scoring search algorithm of [23] is based on filtering idea. We make it
faster by using precomputed table of the scores of fixed–length prefixes of the
pattern.

We included in the experiments also an algorithm that makes the search in
steps that are larger than only one sequence symbol (for example, one IUPAC
symbol used in encoding a nucleotide of a DNA sequence). Instead of the stan-
dard alphabet we use a ‘superalphabet’ whose symbols are q–tuples of original
symbols. This would give a speed–up by factor q as compared to the naive al-
gorithm. As the speed–up is independent of the threshold, this algorithm may
become attractive for low threshold values as then Aho–Corasick and filtration
algorithms get slower.

The paper is organized as follows. The position specific scoring matrix search
problem is formalized in Section 2. In Section 3 we describe a linear time search
algorithm that uses Aho–Corasick technique. Section 4 gives the filtration–based
method whose storage requirement is easy to control. Section 5 sketches the
superalphabet technique. In Section 6 we compare empirically the performance of
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the proposed methods on DNA sequences using scoring matrices for transcription
factor binding sites from the JASPAR collection [16]. The new algorithms are
clearly faster than the still commonly used naive method and also faster than
the lookahead scoring algorithm. The Aho–Corasick technique is the fastest for
short patterns and high significance thresholds of the search. As compared to the
naive search or to the lookahead scoring algorithm, the Aho–Corasick search can
be five to ten times faster. For longer patterns the filtration method is better
while the superalphabet technique is the best for very long patterns and low
significance levels.

2 The Weighted Pattern Search Problem

The problem we consider is to find good occurrences of a positionally weighted
pattern in a sequence of symbols in some finite alphabet Σ. A positionally
weighted pattern (a pattern, for short) is a real–valued m × |Σ| matrix M =
(M(i, j)). In literature, these patterns are also called, e.g., position specific scor-
ing matrices, profiles, and position weight matrices. The matrix gives the weights
(scores) for each alphabet symbol occurrence at each position. We call m the
length and Σ the alphabet of M .

Pattern M matches any sequence of length m in its alphabet. The match score
of any such sequence u = u1 . . . um with respect to M is defined as

WM (u) =
m∑

i=1

M(i, ui). (1)

Let S = s1s2 . . . sn be an n symbol long sequence in alphabet Σ. Pattern M gives
a match score for any m symbol long segment si . . . si+m−1 (called m-segment)
of S. We denote the match score of M at location i as

wi = WM (si . . . si+m−1). (2)

Given a real–valued threshold k, the weighted pattern search problem is to find
all locations i of sequence S such that wi ≥ k.

A special case of this search problem is the exact pattern search problem
in which one wants to find within sequence S the exact occurrences of a pat-
tern P = p1p2 . . . pm where each pi is in Σ. The weighted pattern search for-
malism gives the exact pattern search problem by choosing the weight matrix
M as M(i, pi) = 1, and M(i, v) = 0 if v �= pi. Then threshold k selects the
locations of S where the symbols of P match the corresponding symbol of
S in at least k positions. Choosing k = m gives the locations of the exact
occurrences of P in S.

In applications one should fix the threshold value k such that the search
would give only relevant findings as accurately as possible. In the experiments
(Section6) we will give k indirectly as a p-value or as a MSS value of [14].

The weighted pattern search problem can be solved for given S, M , and k by
evaluating wi from (1) and (2) for each i = 1, 2, . . . , n − m + 1, and reporting
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locations i such that wi ≥ k. We call this the naive algorithm (NA). As evaluating
each wi from (1) takes time O(m), the total search time of the naive algorithm
becomes O(mn), where m is the length of the pattern and n the length of the
sequence S.

In the rest of the paper we develop faster algorithms.

3 Aho–Corasick Expansion Algorithm

Pattern M and threshold k determine the m symbols long sequences whose
matching score is ≥ k. We may explicitly generate all such sequences in a pre-
processing phase before the actual search over S, and then use some multipattern
search technique of exact string matching to find their occurrences fast from S.
The Aho–Corasick multipattern search algorithm can be used here.

The preprocessing phase takes M and k, and generates the Aho–Corasick
pattern matching automaton as follows. For each sequence x ∈ Σm, add x to the
set D of the qualifying sequences if WM (x) ≥ k. In practice we avoid generating
and checking the entire Σm by using the lookahead technique of [23] to limit
the search. We build D by generating the prefixes of the sequences in Σm, and
expanding a prefix that is still alive only if the expanded prefix is a prefix of
some sequence that has score ≥ k.

More technically, let u1 . . . uj−1 be a prefix to be expanded by a symbol uj ∈
Σ. We call

W pre
M (u1 . . . uj−1uj) =

j∑

i=1

M(i, ui) (3)

the prefix score of u1 . . . uj. The maximum possible score of a sequence with
prefix u1 . . . uj is given by the lookahead bound Lj at j, defined as

Lj =
m∑

i=j+1

max
a∈Σ

M(i, a). (4)

Now, if W pre
M (u1 . . . uj−1uj) + Lj < k, we know for sure that no string with

prefix u1 . . . uj−1uj can have score ≥ k with respect to M , and there is no
need to expand u1 . . . uj−1 to u1 . . . uj−1uj. Otherwise there is a string with
prefix u1 . . . uj−1uj that has score ≥ k, and the expansion by uj is accepted.
We organize this process in breadth–first order such that all still alive prefixes
of length j − 1 are examined and possibly expanded by all uj ∈ Σ to length j.
This is repeated with increasing j, until j = m.

For large k, only a small fraction of Σm will be included in D. In fact, the
above procedure generates D in time O(|D|+|M |) where the O(|M |) = O(m|Σ|)
time is needed for computing the lookahead bounds Lj from M .

The Aho–Corasick automaton AC(D) for the sequences in D is then con-
structed [1,4], followed by a postprocessing phase to get the ‘advanced’ version
of the automaton [13] in which the failure transitions have been eliminated. This
version is the most efficient for small alphabets like that of DNA. The construc-
tion of this automaton needs time and space O(|D||Σ|).
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The search over S is then accomplished by scanning S with AC(D). The scan
will report the occurrences of the members of D in S.

We call this search algorithm the Aho–Corasick expansion algorithm (ACE
algorithm). The total running time of ACE is O(|D||Σ|+|M |) = O(|Σ|m+1+|M |)
for preprocessing M to obtain AC(D), and O(|S|) for scanning S with AC(D).

4 Lookahead Filtration Algorithm

While the Aho–Corasick expansion algorithm of Section 3 scans S very fast, it
may not always be robust enough for practical use. If the pattern length m is
large and k is relatively small, set D of the qualifying sequences can become so
large that AC(D) cannot be accommodated in the available fast memory. This
leads to a considerable slow down of the scanning phase because of secondary
memory effects. Moreover, repeating the construction of the Aho–Corasick au-
tomaton for different k but the same M seems inefficient.

Therefore we next develop a filtration–based method that preprocesses M only
once, and the resulting filtration automaton can be used for any threshold k. Also
the size of the automaton can be selected to fit the available memory space, at
the cost of weakened filtration capability. A down–side is that the scanning may
become slower than with the Aho–Corasick automaton as the filtration method
needs to check the findings of the filter to remove false positives. Depending on
k, the checking time may even dominate in the total running time.

The general idea of filtration algorithms is to evaluate an upper bound for the
score of each m–segment of S instead of the accurate score. Whenever the upper
bound value is ≥ k, we know that also the score itself may be ≥ k. However, to
eliminate false positives this must be checked separately as the score may also
be < k. But if the upper bound is < k, we know for sure that the score itself
must be less than k, checking is not needed, and we can continue immediately
to the next segment. This scheme gives a fast search, provided that the upper
bound can be evaluated fast and the bound is strict enough to keep the number
of false positives small.

Our Lookahead filtration algorithm (LFA) fixes the details of the above scheme
as follows. Matrix M is preprocessed to get a finite–state automaton F that
reports for each h symbols long segment v of S the prefix score (3) of v. The
automaton F has a state for each sequence u ∈ Σh. It is convenient to denote
this state also by u. The prefix score W pre

M (u) of sequence u is associated with
state u. The state transition function τ of F is defined for all u in Σh and a in
Σ as τ(u, a) = v where u = bu′ for some b in Σ and u′ in Σh−1, and v = u′a.

As the states and the transition function τ of F have a regular structure,
they can be implemented as an implicit data structure without an explicit
presentation of τ . The data structure is simply an array of size |Σ|h, also de-
noted by F , whose entry F (u) stores the prefix score of sequence u. Automaton
F takes a state transition τ(u, a) = v by computing the new index v from
u and a. This can be done by applying on u a shift operation followed by
concatenation with a.
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The filtration phase is done by scanning with F the sequence S to obtain, in
time O(n), the prefix score of every h symbols long segment of S. Let ti be the
score for such a segment that starts at si. (Note that ti = F (u) where u is the
state of F after scanning s1 . . . si+h−1.) Now, the upper bound used in filtration
is ti + Lh where Lh is the (also precomputed) lookahead bound (4) for M at h.
If ti + Lh < k, then the full occurrence of M at i must score less than k, and we
can continue the search immediately, without evaluating the actual score, to the
next location. If ti +Lh ≥ k, the full score must be evaluated to see if it really is
≥ k. This is done by adding to ti the scores of matching the remaining positions
h + 1, . . . , m of M against si+h, . . . , si+m−1. At each such position, if the prefix
score accumulated so far plus the lookahead bound (4) for the rest exceeds k,
then this process can be interrupted.

The filtration automaton F and the lookahead bounds can be constructed in
time O(|Σ|h + |M |). Scanning S takes time O(n) plus the time for checking the
score at locations picked up by the filter. Checking takes O(m − h) time per
such a location. Denoting by r the number of locations to be checked, the total
checking time becomes O(r(m − h)) = O(n(m − h)). Filtration pays off only if
r is (much) smaller than n = |S|. Increasing k or h would decrease r.

The same filtration automaton F can be used with any threshold k. Hence
F needs to be constructed and stored only once. Moreover, the automaton can
be extended to multipattern case, to handle several M simultaneously, as fol-
lows. Let M1, . . . , MK be the patterns we want to search. The filtration automa-
ton stores in its entry F (u) all the K prefix scores of u that are not smaller
than the lookahead bound with respect to the corresponding M1, . . . , MK . The
above time bounds for initialization should be multiplied by K to get time
bounds for the generalized algorithm. The algorithm scans S only once but
the scanning becomes slower by a factor which is proportional to the aver-
age number of patterns whose prefix score is grater or equal to the lookahead
bound. A similar multipattern extension of the ACE algorithm is possible, simply
by merging the Aho–Corasick automata. This reduces the scanning time from
O(Kn) to O(n + o), where o ≤ Kn is the number of occurrences of patterns
in S.

To get an idea of what values of h and K may be feasible in practice, as-
sume that |Σ| = 4. Then array F contains about 2.5 × 108 numbers if h =
9 and K = 1000 or if h = 10 and K = 250. Storing them takes about 1
gigabytes. This is a reasonable main memory size of a current PC. To get
fastest possible performance, the array should fit into the CPU’s cache memory
that is typically smaller.

5 Speed–Up by Superalphabet

The naive algorithm NA can be made faster by working in a ‘superalphabet’
instead of the original one (which is typically small in bioinformatics applica-
tions). To define the superalphabet we fix the integer width q of the alphabet.
Then each q–tuple of the original alphabet is a superalphabet symbol.
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Matrix M is preprocessed to obtain equivalent scoring matrix M̂ for superal-
phabet symbols: M̂ is an �m/q� × |Σ|q matrix whose entries are defined as

M̂(j, a1 . . . aq) =
q∑

h=1

M((j − 1)q + h, ah)

for j = 1, . . . , �m/q� and for all q–tuples a1 . . . aq ∈ |Σ|q.
The score of each m symbols long segment of S can now be evaluated on

O(m/q) steps using the shift–and–concatenate technique of the previous sec-
tion to find fast the appropriate entries of M̂ . We call this method the Naive
superalphabet algorithm (NS).

The search time using algorithm NS becomes O(nm/q), giving a (theoretical)
speed–up of algorithm NA by factor q, independently of the threshold k. In
practice the larger overhead of algorithm NS makes the speed–up smaller. With
some care in implementation, matrix M̂ can be constructed in time O(m|Σ|q/q).

6 Experimental Comparison of Running Times

We compared the practical performance of the above algorithms NA (naive al-
gorithm), ACE (Aho–Corasick expansion algorithm), LFA (lookahead filtration
algorithm), and NS (naive superalphabet algorithm). We also included the looka-
head scoring algorithm (LSA), an improved version of NA from [23] that precom-
putes the lookahead bounds (4) and uses them to stop the score evaluation at a
location as soon as the total bound (the prefix score so far plus the corresponding
lookahead bound) goes below k.

We collected 123 positionally weighted patterns for DNA from the JASPAR
database [16]. The length of these patterns varied from 4 to 30, with average
length 10.8.

To test the behaviour of the algorithms on very long patterns, we constructed
a collection of 13 patterns, each having a length of 100, by concatenating the
JASPAR patterns.

We searched the occurrences of these patterns from a DNA sequence of length
50 megabases. The sequence contained segments taken from the human and the
mouse genome.

The threshold k for the experiments was given as a p-value as follows. The
original count matrices from the JASPAR database were first transformed into
log-odds scoring matrices using uniform background distribution and by adding
a pseudo-count 0.1 to every original count. The score that corresponds to a
given p-value was then computed using well-known pseudo-polynomial time dy-
namic programming algorithm [19,23]. As this method requires an integer-valued
matrix, the log-odds scores were first multiplied by 100 and then rounded to in-
tegers.

For completeness, we also experimented using another way of giving the
threshold, namely via the MSS value [14]. This is relative threshold defined
as k/kmax where kmax is the largest possible score given to an m symbols long
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sequence by the entropy–normalized version of the original count matrix. For
example, MSS = 0.90 means that for each matrix we used a threshold that was
0.9 times the maximum score of that matrix.

The algorithms were implemented in C and C++, and the reported times are
for 3 GHz Intel Pentium processor with 2 gigabytes of main memory, running
under Linux.

Table 1 gives the average running times of different algorithms for JASPAR
patterns of length ≤ 15. For longer patterns algorithm ACE would often have
required more space than was available (as the set of qualifying sequences be-
comes large). Therefore we omit ACE in Table 2 that gives the average running
times for JASPAR patterns of length ≥ 16. A more detailed view of the run-time
dependency on the pattern length is given in Figure 1.

According to Tables 1 and 2, algorithm ACE is the fastest for short patterns
and relatively small p-values while for longer patterns algorithm LFA or, for
larger p-values, algorithm NS is better. This suggests that a hybrid of the pro-
posed algorithms that chooses the algorithm actually used on the basis of the
values of m and p would give the best search time. A possible selection rule for
such a hybrid is

if m ≤ μ then run ACE else run LFA
where μ = arg maxh{p ∗ |Σ|h ∗ h ≤ 1 000 000 }. We call this hybrid algorithm
LFACE. Its running time is shown in Figure 1 as well as in Table 3 that gives
average running times of different algorithms for all JASPAR patterns. In algo-
rithm LFA we used parameter value h = 7, and in algorithm NS we used q = 7
in the experiments reported in Tables 1, 2, and 3.

Table 1. Average running times per pattern (in seconds, preprocessing included) of
different algorithms when searching for 108 JASPAR patterns of length m ≤ 15, with
varying p-values. The average search speed in megabases/s is given in parenthesis.

p = 10−5 p = 10−4 p = 10−3 p = 10−2

NA 1.087(46.1) 1.099(45.6) 1.163(43.1) 1.573(31.8)
LSA 0.627(79.9) 0.815(61.5) 1.190(42.1) 1.845(27.2)
ACE 0.080(623) 0.163(307) 0.573(87.5) 2.433(20.6)
LFA 0.344(146) 0.375(133) 0.492(102) 1.037(48.3)
NS 0.649(77.1) 0.695(72.1) 0.740(67.7) 1.172(43.7)

Table 2. Average running times per pattern (in seconds, preprocessing included) of
different algorithms when searching for 15 JASPAR patterns of length m ≥ 16, with
varying p-values. The average search speed in megabases/s is given in parenthesis.

p = 10−5 p = 10−4 p = 10−3 p = 10−2

NA 1.987(25.2) 2.181(23.0) 2.145(23.4) 2.674(18.7)
LSA 1.538(32.6) 1.845(27.2) 2.309(21.7) 3.147(15.9)
LFA 0.623(80.4) 0.965(51.9) 1.313(38.2) 2.252(22.2)
NS 0.939(53.3) 1.079(46.4) 1.123(44.6) 1.709(29.3)
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Fig. 1. The dependency of the running time of different algorithms on the pattern
length. Average running times for patterns of each length 4, . . . , 30 in the JASPAR
database are shown. The panels on the left-hand side are for p = 0.001 and the panels
on the right-hand side for p = 0.0001.

Table 3. Average running times per pattern (in seconds, preprocessing included) of
different algorithms when searching for all JASPAR patterns, with varying p-values.
The average search speed in megabases/s is given in parenthesis.

p = 10−5 p = 10−4 p = 10−3 p = 10−2

NA 1.197(41.8) 1.232(40.7) 1.283(39.0) 1.708(29.3)
LSA 0.739(57.8) 0.941(53.2) 1.327(37.8) 2.004(25.0)
LFA 0.379(132) 0.448(112) 0.593(84.5) 1.185(42.3)
NS 0.686(73.0) 0.742(67.5) 0.788(63.6) 1.239(40.4)

LFACE 0.147(340) 0.258(194) 0.505(99.3) 1.230(40.7)
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Table 4. Average running times (in seconds, preprocessing included) of different algo-
rithms for long patterns (m = 100) and varying p-values

p = 10−5 p = 10−4 p = 10−3 p = 10−2

NA 10.234 10.244 10.434 11.080
LSA 11.835 12.675 13.335 15.118
LFA 9.855 10.347 11.096 12.965
NS 3.576 3.677 4.593 9.918
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Fig. 2. Average running time of algorithm LFA for the 123 JASPAR patterns when h
varies from 2 to 12 and p = 0.001. Note the strong increase of running time for h > 8.
This is because the fast cache memory cannot store the filtration automaton for larger
h. The upper curve is for an implementation of F of algorithm LFA in 32-bit integers,
and the lower curve is for 16-bit integers.

Table 5. Average running times per pattern (in seconds, preprocessing included) of
different algorithms for varying MSS values. The average search speed in megabases/s
is given in parenthesis.

MSS=1.0 MSS=0.95 MSS=0.90 MSS=0.85

NA 1.215(41.2) 1.251(40.0) 1.335(37.5) 1.361(36.8)
LSA 0.568(88.3) 0.863(58.0) 0.965(51.9) 1.103(45.4)
ACE 0.117(428) 0.250(201) 0.462(108) 0.680(73.7)
LFA 0.366(137) 0.407(123) 0.461(109) 0.504(99.4)
NS 0.725(69.1) 0.789(63.5) 0.807(62.1) 0.822(60.9)

For the long patterns with m = 100, algorithm NS is the best as reported in
Table 4. We used q = 6 in algorithm NS.

In algorithm LFA, increasing parameter h should improve the filtration per-
formance and make the algorithm faster in principle. Unfortunately it also in-
creases storage requirement, and hence slower memory must be used. This easily
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Table 6. Average running times (in seconds, preprocessing included) of different algo-
rithms for the long patterns (m = 100) and varying MSS values

MSS=1.0 MSS=0.95 MSS=0.90 MSS=0.85

NA 9.830 9.894 9.818 10.007
LSA 0.538 2.354 4.072 5.018
LFA 0.367 1.497 2.859 3.788
NS 3.156 3.183 3.164 3.125

cancels the speed–up achieved by better filtration. We studied this more care-
fully by measuring the time of LFA for varying h. Figure 2 shows the result for
the JASPAR patterns. The average time first improves as expected, but gets
rapidly much worse for h > 8. We tried with implementations using 16-bit and
32-bit integers for the filtration automaton F , the 16-bit version being slightly
faster as expected.

Finally, Tables 5 and 6 give some average running times for all JASPAR
patterns when the threshold is given as the MSS value [14]. Expectedly, the
relative speeds of different algorithms show similar pattern as before.

7 Conclusion

Three new algorithms were proposed for searching patterns that are given as
position specific scoring matrices. The algorithms give clear improvements in
speed as compared to the naive search and its improved variant that uses looka-
head scoring. This requires, however, that the implementation is carefully tuned.
Moreover, the best alternative among our proposed algorithms depends on the
length of the pattern and on the threshold value used in the search.
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1, 43 boulevard du 11 Novembre 1818, 69622 Villeurbanne Cedex - France and
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Abstract. Hidden Markov models (HMMs) are effective tools to de-
tect series of statistically homogeneous structures, but they are not well
suited to analyse complex structures such as DNA sequences. Numerous
methodological difficulties are encountered when using HMMs to model
non geometric distribution such as exons length, to segregate genes from
transposons or retroviruses, or to determine the isochore classes of genes.
The aim of this paper is to suggest new tools for the exploration of
genome data. We show that HMMs can be used to analyse complex gene
structures with bell-shaped length distribution by introducing macros-
states. Our HMMs methods take into account many biological properties
and were developped to model the isochore organisation of the chim-
panzee genome which is considered as a fondamental level of genome
organisation. A clear isochore structure in the chimpanzee genome, cor-
related with the gene density and guanine-cytosine content, has been
identified.

Keywords: Hidden Markov model, DNA sequence, isochore modelling.

1 Introduction

The chimpanzee is an excellent model organism in biomedical research due to
the similarities between many of its physiological processes and those of hu-
man. The availability of the chimpanzee genome sequence has already largely
influenced the research in many fields, and more profound impact is certainly to
follow. The sequencing of the complete chimpanzee genome led to the knowledge
of a sequence of 4.4 billion pairs of nucleotides. Such amounts of data make it
impossible to analyse patterns or to provide a biological interpretation analysis
unless one relies on automatic data-processing methods. For twenty years, math-
ematical and computational models have been widely developed in this setting.
Numerous methodological efforts have been devoted to multicellular eukaryotes
since a large proportion of their genome has no known function. For example,
only 1 to 3% of the chimpanzee genome is known to code for proteins. Another
difficulty is that the statistical characteristics of the coding region vary dramat-
ically from one specie to the other, and even from one region in a given genome
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to the other. For example, vertebrate isochores [1], [2] exhibit such a variability
in relation to their guanine-cytosine (G + C) frequencies. Thus it is necessary
to use different models for different regions if one seeks to detect patterns in
genomes.

One way of modelling genomes uses hidden Markov Models (HMMs) [3], [4],
[5]. To each type of genomic region (exons, introns, etc.), one associates a state
of the hidden process, and the distribution of the stay in a given state, that
is, of the length of a region, is geometric. While this is indeed an acceptable
constraint as far as intergenic regions and introns are concerned, the empirical
distributions of the lengths of exons are clearly bell-shaped [6], [7], [8], hence
they cannot be represented by geometrical distributions. Semi-Markov models
are one option to overcome this problem [6]. Although these models are widely
used, they are very versatile, since they allow to adjust the distribution of the
duration of the stay in a given state directly to the empirical distribution. The
trade off is a strong increase in the complexity of most algorithms implied by
the estimation and the use of these models. For example, the complexities of
the main algorithms (forward-backward and Viterbi) are quadratic in the worst
case with respect to the length of the sequence for hidden semi-Markov chains
and linear for HMMs [6], [9], [10]. This may limit their range of application as
far as the analysis of sequences with long homogeneous regions is concerned.
Another difficulty is the multiplication of the number of parameters that are
needed to describe the empirical distributions of the durations of the states, and
which must be estimated, in addition to usual HMM parameters [9]. Thus the
estimation problem is more difficult for these variable duration HMMs than for
standard HMMs [9]. In other words, semi-Markov models are efficient tools to
detect protein coding genes, but they are much more complex than HMMs.

In this paper, HMMs were used to detect isochores which were originally iden-
tified as a result of gradient density analysis of fragmented genomes [11]. Mam-
malian genomes are a mosaic of regions (DNA segments on average more than
300 kb in length) with differing, homogeneous G + C contents. High, Medium
and Low-density genomic segments are known as H, M and L isochores in or-
der of decreasing G + C content respectively. The isochore has been classified
as a ”fundamental level of genome organisation” [12] and this concept has in-
creased our appreciation of the complexity and variability of the composition of
eukaryotic genomes [13]. Existing isochore prediction methods only use the over-
all base composition of the DNA sequence ([14], [15], [16], [17], [18]). The aim of
this paper is to suggests a new approach using HMMs and allowing to take into
account many biological properties, such as G + C content, gene density, length
of the different regions, the reading frame of exons. We suggest to use HMM
for modelling the exon length distribution by sum of geometric laws. To do this
a state representing a region is replaced by a juxtaposition of states with the
same emission probabilities. This juxtaposition of states is called macro-states.
Macro-state HMMs models were used for complete genome analysis. Therefore, a
method based on a hidden Markov model, which makes it possible to detect the
isochore structure has been developped and tested on the chimpanzee genome.
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2 Materials

Gene sequences were extracted from Ensembl for the chimpanzee genome. This
procedure yielded a set of 22524 genes. The statistical characteristics of the cod-
ing and noncoding regions of vertebrates differ dramatically between the different
isochore classes [13]. Many important biological properties have been associated
with the isochore structure of genomes. In particular, the density of genes has
been shown to be higher in H than in L isochores [20]. Genes in H isochores are
more compact, with a smaller proportion of intronic sequences, and they code
for shorter proteins than the genes in L isochores [16]. The amino-acid content of
proteins is also constrained by the isochore class: amino acids encoded by G+C
rich codons (alanine, arginine.) being more frequent in H isochores [21] and [22].
Moreover, the insertion process of repeated elements depends on the isochore
regions. SINE (short-interspersed nuclear element) sequences, and particularly
Alu sequences, tend to be found in H isochores, whereas LINE (long-interspersed
nuclear element) sequences are preferentially found in L isochores [23]. Thus, we
took into account the isochore organisation of the chimpanzee genome. Three
classes were defined and based on the G + C frequencies at the third codon
position (G + C3). The limits were set so that the three classes contained ap-
proximately the same number of genes. This yielded classes H=[100%, 70%],
M=]58%,70%[ and L=[0%,58%], which were used to build a training set. These
classes were the same compared with those used by other authors [20], [24] in the
human genome. Each class H , L and M , was randomly divided into two equal
parts, a training set and a test set. The training sets were used to model the
length distributions of the exons and the introns, and to analyse the structure
of genes. To test the model, data on all chimpanzee chromosomes were retrieved
from ENSEMBL.

3 Method

3.1 Estimation of the HMM Parameters

Estimation of Emission Probabilities
The DNA sequence consists of a succession of different regions, such as gene
and intergenic regions. A gene is a succession of coding (exon) and non-coding
(intron) region. In this study, HMMs are used to discriminate between these
different types of regions. Exons consist of a succession of codons, and each of
the three possible positions in a codon (0, 1, 2) has specific statistical properties.
Thus, exons were divided into three states [25], [26].

HMMs take into account the dependency between a base and its n preceding
neighbours (n defined the order of the model). For our study, n was taken to be
equal to 5, as in the studies of Borodovsky [24] and Burge [25]. The emission
probabilities of the HMM were therefore estimated from the frequencies of 6-
letter words in the different regions (intron, initial exon, internal exons and
terminal exon) that made up the training set.
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Estimation of the Structure of the Macro-States
We suggest to use sums of a variable number of geometric laws with equal or
different parameters in order to model the bell-shaped empirical length distri-
butions of the exons. Thus a ”biological state” is represented by a HMM and
not by a single Markov state. The emission of probabilities of every state in
this HMM are the same. A key property of this macro-state approach is that
the conditional independence assumptions within the process are preserved with
respect to HMMs. Hence, the HMM algorithms used to estimate the parameters
and compute the most likely state sequences still apply [10].

The length distribution of the exons and introns was estimated from the train-
ing set (data set sequences are named x1...xn). Each xi was considered to be
the realization of an independent variable of a given law. We have tested the
following laws:

1. the sum of m geometric laws of same parameter Θ (i.e. a binomial negative
law):

P [X = k] = Cm−1
k−1 × Θm × (1 − Θ)k−m , (1)

2. the sum of two geometric laws with different parameters Θ1 > Θ2:

P [X = k] = Θ1 × Θ2
(1 − Θ2)k−1 − (1 − Θ1)k−1

Θ1 − Θ2,
, (2)

3. the sum of three geometric laws with different parameters Θ1 < Θ2 < Θ3:

P [X = k] =
Θ1 × Θ2 × Θ3

Θ2 − Θ3
×

{
(1 − Θ1)k−1 − (1 − Θ3)k−1

Θ3 − Θ1
− (1 − Θ2)k−1 − (1 − Θ3)k−1

Θ3 − Θ2

}
. (3)

We define Gn(D1, ..., Dn) as the distribution of the sum of n random variables
of geometric distributions, each with expectation Di and parameter Θi = 1/Di.
Thus the expectation of Gn(D1, ..., Dn) is D1 + ...+Dn. When Di = D for every
i, this is called a negative binomial distribution with parameters (n, 1/D), which
we denote Gn(1/Θ). Finally Gn(D) is a geometric distribution with expectation
D and parameter Θ = 1/D, which we write G(D).

To estimate the parameters of the different laws, we minimised the Kol-
mogorov Smirnov distance for each law. The law which fits best with the em-
pirical distribution is the law with the smallest Kolmogorov-Smirnov distance.

DKS = supx|F (x) − G(x)| , (4)

where DKS is the Kolmogrorov-Smirnov distance, F is the theorical density dis-
tribution, G is the empirical density distribution. However, the classical Newton
or gradient algorithm cannot minimise the Kolmogorov-Smirnov distance, since
this distance cannot be differentiable. For this reason, we have discretised the
parameter space with a step of 10−5. Parameters estimations were not based on
the maximum likelihood, which would have matched the end of the exon length
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(a) (b)

Fig. 1. (a) The histogram shows the empirical distribution of the length of the initial
exons in a multi-exons gene. The blue curve shows the theoretical distribution obtained
from the Kolmogorov-Smirnov distance. The red curve characterises the binomial dis-
tribution, obtained by the maximum likelihood method. (b) The histogram shows the
empirical distribution of the length of the internal exons. The blue curve shows the
theoretical distribution obtained from the Kolmogorov-Smirnov distance.

distribution while neglecting many small exons (Figure 1a). The definition of the
maximum likelihood method is as follow: let x be a discrete variable with prob-
ability P [x|Θ1...Θk] (where Θ1...Θk are k unknown constant parameters which
need to be estimated) obtained by an experiment which result in N independant
observations, x1, ..., xN . Then the likelihood function is given by:

L(x1, ..., xN |Θ1...Θk) =
∏

i=1...N

P [xi|Θ1...Θk] . (5)

The logarithm function is:

∧ = ln(L(x1, ..., xN |Θ1...Θk)) =
∑

i=1...N

P [xi|Θ1...Θk] . (6)

The maximum likelihood estimators Θ1...Θk are obtained by maximizing L or ∧.
Indeed, for a geometrical law or a convolution of geometrical laws, the parameter
Θ is estimated by the reverse of the mean (E[X ] = 1/Θ) using the maximum like-
lihood method. The extreme values thus tend to stretch the distribution towards
the large ones. We therefore have preferred to use the Kolmogorov-Smirnov dis-
tance in order to obtain a better modelling of the chimpanzee gene. Moreover,
in order to provide simple but efficient models, equal transitions between states
of a macro-state were used when it was possible.

Thus, a region is represented by a hidden state of the HMM. If the length
distribution of a region is fitted by a sum of geometric laws, the state represent-
ing the region is replaced by a juxtaposition of states with the same emission
probabilities, thus leading to macros-states (Figure 2). The state duration is
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Fig. 2. An HMM is composed of states corresponding to different regions within the
genome (exons, introns). Each state emits DNA nucleotides (A, C, G and T) with spe-
cific emission probabilities. Each exon state is a macro-state. For example, the macro-
state initial exon is composed of two smaller macro-states modelling the distribution of
the length G2(1/p, 1/q) of initial exons in H isochore. Black arrows show the transition
inside the macro-state. Grey and white arrows show respectively the different input
and output of the macro-state.

characterised by the parameters of the sum of these geometric laws. Various
studies [6], [27] have shown that the length distribution of the exons depend on
their position in the gene. All exon types were taken into account: initial coding
exons, internal exons, terminal exons and single-exon genes.

3.2 Modelling of Isochores Organisation

To characterize the three isochore regions (H , L and M) along the chimpanzee
genome, three HMM models (H, L and M) were adjusted using the training sets,
and then compared on all chimpanzee chromosomes. We divided the DNA of
each chimpanzee chromosome into window of 100-kb. Two successive window
overlapped by half their length. For each window and for each model (H, L and
M), the probability P [m|S] was computed as follows:

P (m | S) =
P (S | m)P (m)∑

m′∈{H,M,L} P (S | m′)P (m′)
, (7)

m is H, L or M, and S the window that is being tested, P (S|m) is computed
by the forward algorithm, and P (m) is estimated by the frequency of genes
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according to their G + C3 content (due to our definition of G + C3 limits we
get P (H) ≈ P (M) ≈ P (L) ≈ 1/3, and so our Bayesian approach is numerically
very close to a maximum likelihood approach). The computations were realized
with the package SARMENT [28]. To be consistent with the preceding defini-
tion, we assumed an isochore to be a region consisting of at least 5 consecutive
windows associated by the method with the same isochore class. This ensured
that all estimated isochore lengths were greater than 300 kb, but meant that
some windows can be unassociated to an isochore class.

Several tests were performed in order to check the coherence of isochore pre-
diction: (i) the distribution of isochores was plotted with the distribution of the
gene density, and the GC content along the chromosome, (ii) the segmentation
allows to define the isochore class of each window along the chimpanzee genome.
The isochore repartition of these windows has been compared with a random
repartition of these windows. One thousand simulations have been realized. (iii)
Furthermore, the ratio of coding regions has been compared between the iso-
chores H and L predicted by our method.

4 Results

4.1 Estimations of the HMMs Parameters

Sums of geometric laws with equal or different parameters were used in order
to model the bell-shaped empirical length distributions of exons (Figure 2). The
length of an exon depends on its position within the gene. Initial and terminal
exons tend to be longer than internal exons (Table 1). The length of introns
displays also a noticeable positional variability. The distributions of the lengths
of internal and terminal introns are relatively similar. However, internal and
terminal introns are both smaller compared with initial introns (Table 1). The
lengths of introns depend on their G+ C content. Table 1 shows that the G+ C
frequency at the third codon position is negatively correlated with the length
of the introns, i.e., high frequencies correspond to short introns, and vice versa.
The length of the exons displays clearly a bell-shaped pattern (Figure 1b), for
the three G + C classes. The minimisation of the Kolmogorov-Smirnov distance
yields a good fit with the empirical distribution of the length of the exons (Fig-
ure 1 and Table 2). Therefore, the Kolmogorov-Smirnov distance was chosen
to model their length distribution by sum of geometric laws and to estimate
the parameters of these laws (see Method for a comparison with the maximum
likelihood approach).

We show here only the results for the modelling of the distributions of the
lengths in the H class. However, the distributions of the lengths in the classes
M and L were modelled by sums of geometric laws. The estimated distributions
are G2(52.6, 106.4) for initial exons (Figure 1), G2(58.8, 108.7) for terminal ex-
ons, G5(27.4) for internal exons, G3(415.2) for intronless genes. The geometric
distribution for initial introns was G(1923.1). Other types of introns were also
modelled by a geometrical distribution.
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Table 1. Length of the exons and of the introns according to their position in the gene
and according to the G + C frequency at third codon position in the gene

Length (bp) Length (bp) Length (bp)
Position in class H in class M in class L

in the gene mean median mean median mean meadian

initial coding exon 184 123 167 114 162 112
internal exon 140 101 138 108 139 107
terminal exon 193 138 201 130 202 127
initial intron 2746 2318 3864 3274 4474 4227

internal intron 1192 1045 1446 1437 2841 2322
terminal intron 1247 1012 1534 1479 2691 2136

Table 2. Parameters estimation of different laws obtained for initial exons of class H
minimising the Kolmogorov-Smirnov distance

Laws Parameters p K-S distance

G2(Θ) 0.0126 0.05761
G3(Θ) 0.0197 0.08782
G4(Θ) 0.0226 0.11243

G(Θ1, Θ2) 0.019 - 0.0094 0.05023

4.2 Modelling of Isochore Organisation

The quality of discrimination between isochore classes for each windows was
measured by maxH,L,M (P (m/S)). For each of the 59075 windows in the
chimpanzee genome the maximum value was greater than 0.75, leading to
a very clear association between each window and a unique isochore class.
A second important criterion was the isochore length, since the method im-
poses a minimum length of 300 kb, resulting in some unaffected windows.
In the chimpanzee genome, unallocated windows represent only 4.75% of the
total number of windows. These windows were not considered to constitute
an isochore. Along the chimpanzee genome, the distributions of these unal-
located windows was random. Figure 3 shows the chimpanzee genome seg-
mentation obtained by the method described in this paper. Figure 3 is avail-
able online at http://melodelima.chez-alice.fr/chimpanzee isochores/
chimpanzee isochore.html.

All the tests performed to verufy our predictions are isochores, were satis-
factory. Along the chimpanzee genomes the isochore repartition of windows ob-
tained has been compared with 1000 random repartitions of the same windows.
A significant difference between our predictions and random repartitions was
observed (respectively the p-value of the χ2 test were equal to 5.10−8). Further-
more, the percentage of coding region in each isochore class was coherent with
the observation obtained along mammals genomes ([20]). The coding regions
represent 4.2% of the isochores H and only 1.1% of the isochores L. The p-value
of the Wilcoxon test was significant (p= 1.10−4).

http://melodelima.chez-alice.fr/chimpanzee_isochores/chimpanzee_isochore.html
http://melodelima.chez-alice.fr/chimpanzee_isochores/chimpanzee_isochore.html
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Fig. 3. Distribution of isochores along chimpanzee chromosomes obtained by our
method. The detected H , L and M isochores appear respectively in red, green and
blue.

The segmentation of the chimpanzee genome correlates well with the G + C
content. The mean G + C contents were 0.48 (σ = 0.03), 0.42 (σ = 0.02) and
0.38 (σ = 0.02) respectively for the H, M and L isochore classes as defined
by our HMM method. The Kruskal-Wallis non-parametric test was significant
(p-value < 10−5). The length of the isochores detected by their G + C con-
tent is known to depend on the isochore class, with L > M > H [29]. This
is what we found here. Although the minimum length of isochores that can
be predicted by our method was 300 kb, we were also able to predict much
longer isochores. The average length for L isochores was 7.2 Mb, whereas the
average length for the H and M isochores was 2 Mb and 4.4 Mb respectively.
These lengths were significantly different (Kruskal-Wallis p-value < 10−12). Fig-
ure 3 shows the relationships between isochore class and gene density. For all
chromosomes, the isochore structure is correlated with the gene density distri-
bution along the chromosome. The gene density in the H isochores (8.2 genes
per Mb) was higher than the gene density in the L isochores (4.3 genes per
Mb), leading to a significant Wilcoxon test (p-value = 2.10−5). The same dif-
ference was observed when we compared the characteristics of the M isochores
(5.6 genes per Mb) with those of the H (p-value = 4.10−3) and L isochores
(p-value = 4.10−2).
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5 Discussion

Last year, a large number of genomes were sequenced. This huge amount of data
makes it impossible to analyse patterns in order to provide a biological interpre-
tation ”by hand”. Therefore, mathematical and computational methods have to
be used. Our approach, using HMMs, is a very promising method for analysing
the organisation of genomes. Our study shows that hidden Markov models could
be used to analyse genome organisation. This study was conducted on the chim-
panzee genome but our method can be adapted to other eukaryote genomes. To
model the bell-shapped length distribution of the exons, we have used sums of
a variable number of geometric laws with equal or different parameters. Each
region is represented by a macro-state in the HMM. A key property of this
macro-state approach is that the conditional independence assumptions within
the process are preserved with respect to HMMs. Moreover, we have preferred
to use the Kolmogorov-Smirnov distance in order to obtain a better modelling
of the chimpanzee genes.

The chimpanzee genomes consists of many nested structures (chromosomes,
isochores, genes, exons/introns, reading frame). For the analyses of the isochore
organisation of genomes, we have proposed a new method based on HMM, tak-
ing into account genes as a local structure. The different approaches already
developed for isochore prediction ([14], [15], [16], [17], [18]) use only the overall
base composition of the DNA sequence to predict isochores. However, the sta-
tistical characteristics of the G + C content differ in the coding and non-coding
regions of vertebrate genes. To improve the isochore prediction capacity, we have
introduced the idea of using an HMM that takes into account not only the G+C
content of the DNA sequence, but also several biological properties associated
with the isochore structure of the genome (such as gene density, differences in
the G+C content of different regions of the gene, lengths of exons and introns).
Therefore, three HMMs were adjusted to each isochore class in order to take into
account biological properties associated with H, L and M isochores. In our case,
this supplementary information allowed us to determine the precise boundary
of the isochores and the structure of a region may be easily analyzed. The seg-
mentation in this paper are linked to an isochore structure of the chimpanzee
genome. There was a significant difference between the isochore repartition in
our prediction windows and a random repartition of these windows. Further-
more, there was more coding region in isochore H compared with isochores L
in the two fishes. Thus, our method has clearly confirmed the existence of an
isochore structure in the chimpanzee genome.

In conclusion, The statistical characteristics of the coding and noncoding re-
gions of vertebrates differ dramatically between the different isochore classes [2].
The clarification of the isochore structure is a key to understand the organisation
and biological function of the chimpanzee genome and we show here that hidden
Markov models were appropriate for each isochore class. One advantage of the
model presented in this paper is that the number of basic states for each isochore
class (without taking the frame and coding strand into account) in our model is
only 7: first, internal and terminal introns and exons and ”intergenic regions”.
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Intergenic region were used to model all non-coding regions of the genome and
the introns inserted between two coding exons. This small number of states
has made it possible to conduct a complete chimpanzee genome analysis. This
method could be easily adapted to other genomes and could be used to study the
evolution of isochores among the vertebrate genomes. The comparative genomic
analysis have a key role to push our knowledge further in the comprehension of
the structure and function of human genes, to study evolutionary changes among
organisms and help to identify the genes that are conserved among species.

Acknowledgements. We thanks Marie-France Sagot for assistance in prepar-
ing and reviewing the manuscript.
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Abstract. Many classifiers are designed with the assumption of well-
balanced datasets. But in real problems, like protein classification and
remote homology detection, when using binary classifiers like support
vector machine (SVM) and kernel methods, we are facing imbalanced
data in which we have a low number of protein sequences as positive
data (minor class) compared with negative data (major class). A widely
used solution to that issue in protein classification is using a different
error cost or decision threshold for positive and negative data to control
the sensitivity of the classifiers. Our experiments show that when the
datasets are highly imbalanced, and especially with overlapped datasets,
the efficiency and stability of that method decreases. This paper shows
that a combination of the above method and our suggested oversampling
method for protein sequences can increase the sensitivity and also stabil-
ity of the classifier. Synthetic Protein Sequence Oversampling (SPSO)
method involves creating synthetic protein sequences of the minor class,
considering the distribution of that class and also of the major class, and
it operates in data space instead of feature space. We used G-protein-
coupled receptors families as real data to classify them at subfamily and
sub-subfamily levels (having low number of sequences) and could get
better accuracy and Matthew’s correlation coefficient than other pre-
viously published method. We also made artificial data with different
distributions and overlappings of minor and major classes to measure
the efficiency of our method. The method was evaluated by the area
under the Receiver Operating Curve (ROC).

1 Introduction

A dataset is imbalanced if the classes are not equally represented and the num-
ber of examples in one class (major class) greatly outnumbers the other class
(minor class). With imbalanced data, the classifiers tend to classify almost all
instances as negative. This problem is of great importance, since it appears
in a large number of real domains, such as fraud detection, text classification,
medical diagnosis and protein classification [1,2]. There have been two types of
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solutions for copping with imbalanced datasets. The first type, as exemplified by
different forms of re-sampling techniques, tries to increase the number of minor
class examples (oversampling) or decrease the number of major class examples
(undersampling) in different ways. The second type adjusts the cost of error or
decision thresholds in classification for imbalanced data and tries to control the
sensitivity of the classifier [3,4,5,6].

Undersampling techniques involve loss of information but decrease the time
of training. With oversampling we do not loose the information but instead it
increases the size of the training set and so the training time for classifiers. Fur-
thermore, inserting inappropriate data can lead to overfitting. Some researchers
[2] concluded that undersampling can better solve the problem of imbalanced
datasets. On the other hand, some other researchers are in favor of oversampling
techniques. Wu and Chang [7] showed that with imbalanced datasets, the SVM
classifiers learn a boundary that is too close to positive examples. Then if we
add positive instances (oversampling), they can push the boundary towards the
negative data, and we have increased the accuracy of classifier.

To decide the question of oversampling vs. undersampling, two parameters
should be taken into consideration: the imbalance ratio and the distribution of
data in imbalanced datasets. The imbalance ratio (NumberOfMinorityData

NumberOfMajorityData ) is an
important parameter that shows the degree of imbalance. In undersampling we
should be sure of the existence of enough information in the minor class and
also of not loosing the valuable information in the major class. We found out
that the oversampling technique can balance the class distribution and improve
that situation. But the distribution of inserted positive instances is of great
importance. Chawla et al. [8] developed a method for oversampling named Syn-
thetic Minority Oversampling Technique (SMOTE). In their technique, between
each positive instance and its nearest neighbors new synthetic positive instances
were created and placed randomly between them. Their approach proved to be
successful in different datasets.

On the other hand Veropoulos et al. [6] suggested using different error costs
(DEC) for positive and negative classes. So the classifier is more sensitive to
the positive instances and gets more feedback about the orientation of the class-
separating hyperplane from positive instances than from negative instances.

In protein classification problems the efficiency of that approach (Veropou-
los et al. [6]) has been accepted. In kernel based protein classification methods
[9,10,1] a class-depending regularization parameter is added to the diagonal of
the kernel matrix: K ′(x, x) = K(x, x)+λn/N , where n and N are the number of
positive (or negative) instances and the whole dataset, respectively. But, based
on our experiments, if the dataset is highly imbalanced and has overlapping
data, choosing a suitable ratio of error costs for positive and negative examples
is not always simple and sometimes the values near the optimum value of the
error cost ratio give unsatisfying results.

We propose an oversampling technique for protein sequences in which the
minority class in the data space is oversampled by creating synthetic examples.
Working with protein data in data space instead of feature space allows us to
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consider the probability distribution of residues of the sequence using a HMM
(Hidden Markov Model) profile of the minority class and also one of the majority
class and then synthesize protein sequences which can push precisely the bound-
ary towards the negative examples. So we increase the information of the minor
class. Our method of oversampling can cause the classifier to build larger deci-
sion regions for the minor class without overlapping with the major class. In this
work we used real and artificial data with different degrees of overlapping and
imbalance ratio to show the efficiency of our methods and we also suggest that
our algorithm can be used along with DEC methods to increase the sensitivity
and stability of the classifier. As SVM classifiers and kernel methods outper-
formed other methods in protein classification [9,1,10], we discuss the efficiency
of our oversampling technique when used with kernel-based classifiers.

2 SPSO: Synthetic Protein Sequence Oversampling
Technique

Given a set of positive training sequences (minor class) S+ and a set of neg-
ative training sequences (major class) S− we want to create synthetic protein
sequences Ssynthetic as mutated replicas of each sequence of the minor class,
provided that those synthetic sequences are created by an HMM profile (Hid-
den Markov Model profile) of the minor class and are phylogenetically related
to that class and far away from the major class. For this, at first we build a
multiple alignment of the sequences of the minor class using ClustalW [11] and
then we train a hidden Markov model profile with length of the created multiple
alignment sequences for each class (positive data and every family belonging to
the negative data).

For every sequence in the minor class we create another mutated sequence
synthetically. For that, we consider an arbitrary Nm as number of start points
for mutation in that sequence. We suppose the HMMp+ ( hidden Markov model
profile of positive instances) has emitted another sequence identical to the main
sequence until the first point of mutation. From that point afterward we assume
that HMMp+ emits new residues until the emitted residue is equal to a residue
in the same position in the main sequence. From this residue, all residues are
the same as residues in the original sequence until the next point of mutation
(Fig. 1).

In this way, if the point of mutation belongs to a low entropy area of the
HMM profile the emitted residue will be very similar to the main sequence (will
have few mutations). We expect the emmitance probability of the synthesized
sequence with HMMp+ to be higher than with HMMp−, if not (very rarely),
we synthesize another one or we decrease the value of Nm. The Nm parameter
can adjust the radius of the neighborhood of the original sequences and the syn-
thesized sequences. With larger values of Nm, the algorithm creates sequences
that are phylogenetically farer away from main sequences and vice versa. We used
another routine to find a suitable value of Nm. At first, in the minor class, we find
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Algorithm. SPSO(S+,S− )
Input : S+, set of sequences of minority class; S−, set of sequences of majority

class
Output: Ssynthetic, set of synthetic protein sequences from the minority class

Create HMM profile of set S+, call it HMMp+ ;1

Create array of HMM profiles consisting of all families belonging to S−, call it2

HMMp−[];
Choose an arbitrary number as number of start points for mutation, call it Nm;3

for i ← 1 to |S+| do4

s = S+[i] ;5

repeat6

Create an array of sorted non-repeating random numbers with size of Nm7

as array of start points for mutation, call it Pm ;
Ssynthetic[i]=newSeq (s,HMMp+,Pm);8

p+ = Pe(Ssynthetic[i], HMMp+) ; (* emmitance probability of9

synthesized sequence by HMMp+ *)
p−[] = Pe(Ssynthetic[i], HMMp−[]) ;10

until p+ < max p−[] ;11

end12

return Ssynthetic13

Function. newSeq(s,HMMp+,Pm)

Input : s, original sequence; HMMp+, HMM profile of set S+ to which s
belongs; Pm, array of start points for mutation

Output: ssynthetic, synthetic sequence from s

ssynthetic = s ;1

for i ← 1 to |Pm| do2

p = Pm[i] ; (* assume that HMMp+ in position p has emitted s[p] *)3

repeat4

ssynthetic[p + 1]= emitted residue in position p + 1 by HMMp+ ;5

p = p + 1 ;6

until (newres �= s[p]) && (p < |HMMp+|) ;7

end8

return ssynthetic9

the protein sequence which has the highest emission probability with the HMM
profile of the minor class and consider it as root node. Then, we suppose the
root node has been mutated to synthesize all other sequences in the minor class
through the newSequence procedure of our algorithm. It means each sequence
is a mutated replica of the root node sequence which is emitted by the HMM
profile of the minor class. We gain the value of Nm for each sequence. Then, we
get the average of all those values as Nm entry for the SPSO algorithm.

With each call of the SPSO algorithm, we double the minor class. As an ex-
ample of random synthesizing of sequences, Fig. 1(upper) shows the phylogenetic
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Fig. 1. The phylogenetic tree of the original and the synthesized sequences from the
”vasoactive intestinal polypeptide” family of GPCRs (upper) and an example of the
SPSO algorithm for sequences from the above family (lower). a. Multiple sequence
alignment and low entropy area of that family b. A part of sequence s1. c. Synthetic
sequence of s1 with Nm=50 . d. Synthetic sequence of s1 with Nm=100 (Pm: array of
start points, shown by M , for mutations).

tree of the original sequences and the synthesized sequences for the vasoactive
intestinal polypeptide family of class B (9 out of 18 sequences were randomly
selected). It is shown that the synthesized sequences of most original sequences
have less distance to them than to other sequences. In that figure (lower) we see
two synthetic sequences of s1 with different values of Nm. In the low entropy
area of the HMM profile of that family we have less mutations.
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3 Datasets

To evaluate the performance of our algorithm, we ran our experiments on a
series of both real and artificial datasets, whose specification covers different
complexity and allows us to fully interpret the results. We want to check its
efficiency with different ratio of imbalance and complexity. Fig. 3 shows the
pictorial representation of our datasets. In the first one, the distribution of the
positive and negative data are completely different and they are separate from
each other. With that distribution, we want to see, how the imbalance ratio
affects the performance of the classifier by itself. The second one shows datasets
in which positive data are closer to negative data and there is an overlap between
the minor and major classes. With this distribution, we can consider both the
ratio of imbalance and overlap of the datasets in our study. The third one is a
case where the minor class completely overlaps with the major class and we have
fully overlapping data.

We used the G-protein coupled receptors (GPCRs) family as real data and
then created artificial data based on it. G-protein coupled receptors (GPCRs) are
a large superfamily of integral membrane proteins that transduce signals across
the cell membrane [12]. Through their extracellular and transmembrane domains
they respond to a variety of ligands, including neurotransmitters, hormones and
odorants. They are characterized by seven hydrophobic regions that pass through
the cell membrane (transmembrane regions), as shown in Fig. 2.

Fig. 2. Schematic representation of GPCR shown as seven transmembrane helices de-
picted as cylinders along with cytoplasmic and extracellular hydrophilic loops

According to the binding of GPCRs to different ligand types they are classified
into different families. Based on GPCRDB (G protein coupled receptor database)
[13] all GPCRs have been divided into a hierarchy of ‘class’, ‘subfamily’, ‘sub-
sub-family’ and ‘type’. The dataset of this study was collected from GPCRDB
and we used the latest dataset (June 2005 release). The six main families are:
Class A (Rhodopsin like), Class B (Secretin like), Class C (Metabotropic gluta-
mate/pheromone), Class D (Fungal pheromone), Class E (cAMP receptors) and
Frizzled/Smoothened family. The sequences of proteins in GPCRDB were taken
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from SWISS-PROT and TrEMBL [14]. All six families of GPCRs (5300 protein
sequences) are classified in 43 subfamilies and 99 sub-subfamilies.

If we want to classify GPCRs at the sub-subfamily level, mostly we have only
a very low number of protein sequences as positive data (minor class) compared
with others (major class). We chose different protein families from that level to
cover all states of complexity and imbalance ratio discussed above (Fig. 3). In
some experiments we made artificial data using those families and synthesized
sequences from them (discussed later). We used numbers to show the level of
family, subfamily and sub-subfamily. For example 001-001-002 means the sub-
subfamily Adrenoceptors that belongs to subfamily of Amine (001-001) and class
A (001).

Fig. 3. Pictorial representation of the minor (shaded circle) and major classes of our
datasets

4 Experiments

We selected the peptide subfamily (001-002) of Class A (Rhodopsin-like) to clas-
sify its 32 families (or sub-subfamily level of class A). We built HMM profiles
of all families and measured the probability of emission of sequences belonging
to each one by all HMM profiles. We saw that the emission probability of each
sequence generated by the HMM profile of its own family is higher than that
of almost all other families. So we can conclude that the distribution of the
peptide subfamily in a suitable feature map can be considered as in Fig. 3.a.
In this study, we used the local alignment kernel (LA kernel) [15] to generate
vectors from protein sequences. It has been shown that the local alignment ker-
nel has better performance than other previously suggested kernels for remote
homology detection when applied to the standard SCOP test set [10]. It repre-
sents a modification of the Smith-Waterman score to incorporate sub alignments
by computing the sum (instead of the maximum) over all possible alignments.
We build a kernel matrix K for the training data. Each cell of the matrix is
a local alignment kernel score between protein i and protein j. Then we nor-
malize the kernel matrix via Kij ← Kij/

√
KiiKjj . Each family is considered

as positive training data and all others as negative training data. After that
the SVM algorithm with RBF kernel is used for training. For testing, we created
feature vectors by calculating a local alignment kernel between the test sequence
and all training data. The number of sequences in the peptide subfamily is in the
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range of 4 to 251 belonging to (001-002-024) and (001-002-008), respectively.
Thus the imbalance ratio varies from 4

4737 to 251
4737 . Fig. 4.a shows the result

of SPSO oversampling for classification of some of those families. We see that
this method can increase the accuracy and sensitivity of the classifier faced with
highly imbalanced data without decreasing its specificity. The minority class
was oversampled at 100%, 200%, 300%,..., 800% of its original size. We see that
the more we increase the synthetic data (oversample) the better result we get,
until we get the optimum value. It should be noted that after oversampling, the
accuracy of classifiers for the major class didn’t decrease.

We compared our method with two other methods. The first one was SMOTE
(Synthetic Minority Oversampling Techniques) [8] that operates in the feature
space rather than in data space, so it works with all kind of data. The second
comparison was done with randomly oversampling, in which we create random
sequences by the HMM profile of each family. For this, like our method, we
build a multiple alignment of the minor class sequences using ClustalW and
then train a hidden Markov model profile with length of the created multiple
alignment sequence. Then, we create random sequences by the HMM profile of
each family. In this method we don’t have enough control on the distribution of
created random sequences. We call this method rHMMp in this paper.

In our study, we used the Bioinformatics Toolbox of MATLAB to create the
HMM profiles of families and the SVMlight package [16], to perform SVM train-
ing and classification.

We used the Receiver Operating Characteristic (ROC) graphs [17] to show
the quality of the SPSO oversampling technique. An ROC graph characterizes
the performance of a binary classifier across all possible trade-off between the

0 200 400 600 800
0

10

20

30

40

50

60

70

80

90

100

%Minority oversampling

%
M

in
or

ity
 C

or
re

ct

%Minority Correct vs %Minority oversampling

0 0.2 0.4 0.6 0.8 1
0

5

10

15

20

25

30

35

ROC

N
um

be
r 

of
 F

am
ili

es

Peptide Familes of GPCRs dataset

001−002−003(N=9)
001−002−005(N=6)
001−002−014(N=30)
001−002−021(N=10)
001−002−022(N=11)

rHHMp
SMOTE
SPSO

a. b.

Fig. 4. a. %Minority correct for SPSO oversampling for some families of peptide sub-
family (N number of sequences). b. Comparison of several methods for oversampling.
The graph plots the total number of families for which a given method exceeds an ROC
score threshold.
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classifier sensitivity (TPrate) and false positive error rates (FPrate) [18]. The
closer the ROC score is to 1, the better performance the classifier has. We over-
sampled each minority class with the three different methods noted above, until
we got the optimum performance for one of them. At that point, we calculated
the ROC score of all methods.

Fig. 4.b shows the quality of classifiers when using different oversampling
methods. This graph plots the total number of families for which a given method
exceeds an ROC score threshold. The curve of our method is above the curve of
other methods and shows better performance. In our method and in SMOTE,
the inserted positive examples have been created more accurately than random
oversampling (rHMMp). Our method (SPSO) outperforms the other two meth-
ods especially for families in which we have a low number of sequences, although
the quality of the SMOTE is comparable to the SPSO method.

To study the second and third representation of the dataset shown in Fig. 3
we had to create some sequences synthetically. At first we built the HMM profile
of each family of the peptide families and then computed the probability score
of each sequence when emitted not only by the HMM profile of its own family
but also from all other families. The average of those scores for sequences of
each family when emitted by each HMM profile can be used as a criterion for
the closeness of the distribution of that family to other families and how much
it can be represented by their HMM profiles. In this way we can find the nearest
families to each peptide family. After that we synthesized sequences for each
family through the newSeq procedure of the SPSO algorithm, provided that
it is emitted by the HMM profile of another near family and not by its own
HMM profile. So after each start position for mutation (Fig.1 (lower)) we have
residues that are emitted by another HMM profile (we want to have overlap with)
instead of its own HMM profile and there is an overlap for the distribution of
synthesized sequences between those two families. The degree of overlapping can
be tuned by the value of Nm (number of mutations). This dataset (original and
new synthesized sequences) can be considered as partially overlapping dataset
(Fig. 3.b). If we create more sequences using other HMM profiles the distribution
of the dataset is fully overlapping (Fig. 3.c). To study the partially overlapping
datasets, we selected 10 families of peptide families and built the synthesized
sequences as noted above. To create the fully overlapping dataset, we performed
that routine for each family using the HMM profile of three families near to the
original family, separately.

We compared our oversampling technique with the SMOTE oversampling
technique and the different error cost (DEC) method [6]. Tables 1 and 2 show
the results. We see that in general SPSO outperforms the SMOTE and DEC
methods, and the performance of the classifier with the SPSO oversampling
technique in fully overlapped datasets is more apparent. When there is more
overlapping between the minor and major classes, the problem of imbalanced
data is more acute. So the position of the inserted data in the minor class is
more important and in our algorithm it has been done more accurately than in
SMOTE method. With regard to the time needed for each algorithm, DEC has
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an advantage compared to our method, because in the oversampling technique
the minor class, depending on the number of its instances, is oversampled up
to 10 times (in our experiments) which increases the dimension of the of kernel
matrix. In contrast, in the DEC method choosing the correct cost of error for
minority and majority classes is an important issue. One suggested method is
to set the error cost ratio equal to the inverse of the imbalance ratio. But,
based on our experiments that value is not always the optimum, and especially
in partially and fully overlapped datasets we had instability of performance
even with values near the optimal value. Based on our experiments in the well-
separated imbalanced data the quality of DEC is very near to the SPSO method
and for some experiments, even better, and we could find optimum value for error
cost ratio simply. So perhaps with this kind of datasets one should prefer the
DEC method. But with partially and fully overlapping data, we found that our
oversampling method in general has better performance, and if it is used along
with the DEC method, it not only increases the performance of the classifier
but it also makes finding the value for the error cost ratio simpler. We also
have more stability with values close to the optimum value of the error cost
ratio. The graphs in Fig. 5.a and Fig. 5.b show the value of the ROC score
of classifier for partially overlapped artificial sequences from the family of 001-
002-024 (001 − 002 − 024

′
) when the DEC method and DEC along with SPSO

(400% oversampling) were applied. We see that when SPSO oversampling is
used we have stability in ROC score values and after the optimum value, the
ROC score does not change. The drawback is, that we again have to find the
best value for the error cost ratio and the rate of oversampling through the
experiment by checking different values, but in less time compared to only the
DEC method because of the stability that was shown in Fig. 5.b. We used that
method for all partially and fully overlapping artificial data (Table 1 and 2). For
each experiment we oversampled data in different rates and selected different

Table 1. ROC scores obtained on the partially overlapping classes created from pep-
tide families of GPCR dataset, by various methods. DEC = different error cost

Partially overlapping classes- ROC scores

minority class # of sequences SMOTE DEC SPSO

001 − 002 − 015
′

16 0.863 0.943 0.951

001 − 002 − 016
′

122 0.821 0.912 0.929

001 − 002 − 017
′

68 0.854 0.892 0.884

001 − 002 − 018
′

74 0.912 0.871 0.891

001 − 002 − 020
′

86 0.972 0.975 0.984

001 − 002 − 021
′

40 0.695 0.739 0.723

001 − 002 − 022
′

44 0.725 0.762 0.751

001 − 002 − 023
′

48 0.965 0.982 0.996

001 − 002 − 024
′

8 0.845 0.834 0.865

001 − 002 − 025
′

10 0.945 0.972 0.987

overall ROC-score 0.859 0.882 0.896
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Table 2. ROC scores obtained on the Fully overlapping classes created from peptide
families of GPCR dataset by various methods

Fully overlapping classes- ROC scores

minority class # of sequences SMOTE DEC SPSO

001 − 002 − 015” 32 0.673 0.680 0.724
001 − 002 − 016” 244 0.753 0.775 0.821

001 − 002 − 017” 136 0.672 0.652 0.643

001 − 002 − 018” 148 0.591 0.624 0.672

001 − 002 − 020” 172 0.763 0.821 0.858
001 − 002 − 021” 80 0.632 0.689 0.681

001 − 002 − 022” 88 0.615 0.812 0.854

001 − 002 − 023” 96 0.912 0.942 0.968
001 − 002 − 024” 16 0.716 0.768 0.819

001 − 002 − 025” 20 0.908 0.902 0.921

overall ROC-score 0.723 0.766 0.796

values of error cost ratio until we got the best result. The results in Fig. 5.c
show that for those kind of data the ROC scores of SPSO and DEC + SPSO
are nearly the same. But in the second method (DEC + SPSO), we needed to
oversample data less than in SPSO only method and we could find the best value
of the error cost ratio sooner than in DEC only. With less rate of oversampling
in SPSO we get less accurate results but we can compensate that with DEC.

For further evaluation of our method, we used our oversampling technique in
classification all GPCRs families at sub family and sub-sub family level (mostly
we have low number of sequences). In subfamily classification we randomly parti-
tioned the data in two non-overlapping sets and used a two-fold cross validation
protocol. The training and testing was carried out twice using one set for training
and the other one for testing. To compare with the results of other researchers,
the prediction quality was evaluated by Accuracy (ACC), Matthew’s correlation
coefficient (MCC), overall Accuracy (ACC)and overall MCC (MCC) as follows:

ACC =
TP + TN

(TN + FN + TP + FP )
(1)

MCC =
TP × TN − FN × FP√

(TN + FN)(TP + FN)(TN + FP )(TP + FP )
(2)

ACC =
N∑

i=1

ACC(i)
N

(3)

MCC =
N∑

i=1

MCC(i)
N

(4)

(TP = true positive, TN = true negative, FP = false positive , FN = false
negative, N=number of subfamily or sub-subfamily)
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Fig. 5. (a) Comparison of the ROC score at different error cost ratios for artificial

sequences of 001−002−024
′
in classifier with DEC method. (b) classifier with DEC +

SPSO mothods (400% oversampled). (c). Comparison of DEC, SPSO and DEC+SPSO
methods for imbalanced data. The graph plots the total number of experiments of
partially and fully overlapped imbalanced artificial data for which a given method
exceeds an ROC score threshold.

The overall accuracy we gained for families A, B and C is 98.94%, 99.94% and
96.95%, respectively, and overall MCC for families A, B and C is 0.98, 0.99 and
0.91, respectively. Almost all of the subfamilies are accurately predicted with our
method. Tables 3 shows the results of subfamily classification for classes A of
GPCRs. At the subfamily level we compared our method with that of Bhasin et

Table 3. The performance of our method in GPCRs subfamily classification(Class A)

Class A subfamilies Accuracy (%) MCC

Amine 99.9 0.99
Peptide 97.8 0.97
Hormone protein 100.0 1.00
(Rhod)opsin 99.6 0.99
Olfactory 99.9 0.99
Prostanoid 99.9 .98
Nucleotide-like 100.0 1.00
Cannabinoid 100.0 1.00
Platelet activating factor 100.0 1.00
Gonadotropin-releasing hormone 100.0 1.00
Thyrotropin-releasing hormone 100.0 1.00
Melatonin 100.0 1.00
Viral 87.0 0.8
Lysosphingolipid 100.0 1.00
Leukotriene 100.0 1.00

Overall 98.4 0.98
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Table 4. The performance of our method in GPCRs sub-subfamily classification for
Class A,B and C

Class A subfamilies Overall Accuracy (%) Overall MCC

Amine 97.1 0.91
Peptide 99.9 0.93
Hormone protein 100.1 1.00
(Rhod)opsin 96.6 0.95
Olfactory 98.9 0.92
Prostanoid 98.0 0.94
Gonadotropin-releasing hormone 96.1 0.93
Thyrotropin-releasing hormone 91.2 0.94
Lysosphingolipid 98.4 1.00

Class B Latrophilin 100.0 1.00

Class C Metabotropic glutamate 98.1 0.96
Calcium-sensing like 97.2 0.93
GABA-B 100.0 1.00

Overall 97.93 0.95

al. [19]. They used an SVM-based method with dipeptide composition of protein
sequences as input. The accuracy and MCC values of our method outperform
theirs. For example in classification of subfamily A, the overall accuracy and
MCC of their method were 97.3% and 0.97 but ours are 98.4% and .98, respec-
tively. They did a comparison with other previously published methods like that
of Karchin et al. [20] and showed that their method outperformed the others.

For sub-subfamily classification we used 5-fold cross validation. Table 4 shows
the results for the sub-subfamily level. We see that in this level also the accuracy
is high and we could classify most of GPCRs sub-subfamilies. We could obtain
an overall accuracy of 97.93% and a MCC of 0.95 for all sub-subfamilies. At this
level we could increase the accuracy, especially when the number of sequences in
the positive training data was less than 10, and there was no example in which
with our oversampling method the accuracy decreases.

To the best of our knowledge there is only one study which has been done for
sub-subfamily classification [21] in GPCRs families. Their approach is based on
bagging a classification tree and they achieved 82.4% accuracy for sub-subfamily
classification, which is less accurate than ours (97.93% with MCC of 0.95) despite
the fact that they had excluded families with less than 10 sequences (we only
excluded families with less than 4 sequences). We think our oversampling tech-
nique can be widely used for other applications of protein classification with the
problem of imbalanced data and it can be used along with the different error cost
(DEC) method to overcome the problem of imbalanced data for protein data.

5 Conclusion

In this work, we suggested a new approach of oversampling for the imbalanced
protein data in which the minority class in the data space is oversampled by
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creating synthetic protein sequences, considering the distribution of the minor
and major classes. This method can be used for protein classification problems
and remote homology detection, where classifiers must detect a remote relation
between unknown sequence and training data with an imbalance problem. We
think that this kind of oversampling in kernel-based classifiers not only pushes
the class separating hyperplane away from the positive data to negative data
but also changes the orientation of the hyperplane in a way that increases the
accuracy of classifier. We developed a systematic study using a set of real and
artificially generated datasets to show the efficiency of our method and how the
degree of class overlapping can affect class imbalance. The results show that
our SPSO algorithm outperforms other oversampling techniques. In this paper,
we also presented evidences suggesting that our oversampling technique can be
used along with DEC to increase its sensitivity and stability. For further work,
we hope to find an algorithm for finding the suitable rate of oversampling and
error cost ratio when DEC and SPSO methods are used together.

References

1. C.Leslie, E. Eskin, A. Cohen, J. Weston, and W.S. Noble. Mismatch string kernel
for svm protein classification. Advances in Neural Information Processing System,
pages 1441–1448, 2003.

2. A. Al-Shahib, R. Breitling, and D. Gilbert D. Feature selection and the class imbal-
ance problem in predicting protein function from sequence. Appl Bioinformatics,
4(3):195–203, 2005.

3. M. Pazzini, C. Marz, P. Murphi, K. Ali, T.Hume, and C. Bruk. Reducing misclas-
sification costs. In proceedings of the Eleventh Int. Conf. on Machine Learning,
pages 217–225, 1994.

4. N. Japkowicz, C.Myers, and M. Gluch. A novelty detection approach to classifi-
cation. In Proceeding of the Fourteenth Int. Joint Conf. on Artificial Inteligence,
pages 10–15, 1995.

5. N. Japkowicz. Learning from imbalanved data sets: A comparison of various strate-
gies. In Proceedings of Learning from Imbalanced Data, pages 10–15, 2000.

6. K. Veropoulos, C. Campbell, and N. Cristianini. Controlling the sensitivity of
support vector machines. Proceedings of the International Joint Conference on AI,
pages 55–60, 1999.

7. G. Wu and E. Chang. Class-boundary alignment for imbalanced dataset learning.
In ICML 2003 Workshop on Learning from Imbalanced Data Sets II,Washington,
DC, 2003.

8. Nitesh V. Chawla, Kevin W. Bowyer, Lawrence O. Hall, and W. Philip Kegelmeyer.
Smote: Synthetic minority over-sampling technique. Journal of Artificial Intelli-
gence and Research, 16:321–357, 2002.

9. C. Leslie, E. Eskin, and W. S. Noble. The spectrum kernel: A string kernel for
svm protein classification. Proceedings of the Pacific Symposium on Biocomputing,
page 564575, 2002.

10. H. saigo, J. P. Vert, N. Ueda, and T. akustu. Protein homology detection using
string alignment kernels. Bioinformatics, 20(11):1682–1689, 2004.



Synthetic Protein Sequence Oversampling Method 277

11. J. D. Thompson, D. G. Higgins, and T. J. Gibson. Clustalw: improving the
sesitivity of progressive multiple sequence alignment through sequence weight-
ing, positions-specific gap penalties and weight matrix choice. Nucleic Acids Res.,
22:4673–4680, 1994.

12. T. K Attwood, M. D. R. Croning, and A. Gaulton. Deriving structural and func-
tional insights from a ligand-based hierarchical classification of g-protein coupled
receptors. Protein Eng., 15:7–12, 2002.

13. F. Horn, E. Bettler, L. Oliveira, F. Campagne, F. E. Cohhen, and G. Vriend.
Gpcrdb information system for g protein-coupled receptors. Nucleic Acids Res.,
31(1):294–297, 2003.

14. A. Bairoch and R. Apweiler. The swiss-prot protein sequence data bank and its
supplement trembl. Nucleic Acids Res., 29:346–349, 2001.

15. J.-P.Vert, H. Saigo, and T.Akustu. Convolution and local alignment kernel In B.
Schoelkopf, K. Tsuda, and J.-P.Vert (Eds.), Kernel Methods in Compuatational
Biology. The MIT Press.

16. T. Joachims. Macking large scale svm learning practical. Technical Report LS8-24,
Universitat Dortmond, 1998.

17. F. Provost and T. Fawcett. Robust classification for imprecise environments. Ma-
chine Learning, 423:203–231, 2001.

18. J. Swet. Measuring the accuracy of diagnostic systems. Science., 240:1285–1293,
1988.

19. M. Bhasin and G. P. S. Raghava. Gpcrpred: an svm-based method for prediction
of families and subfamilies of g-protein coupled receptors. Nucleaic Acids res.,
32:383–389, 2004.

20. R. Karchin, K. Karplus, and D. Haussler. Classifying g-protein coupled receptors
with support vector machines. Bioinformatics, 18(1):147159, 2002.

21. Y. Huang, J. Cai, and Y. D. Li. Classifying g-protein coupled receptors with
bagging classification tree. Computationa Biology and Chemistry, 28:275–280, 2004.



Stem Kernels for RNA Sequence Analyses

Yasubumi Sakakibara1, Kiyoshi Asai2, and Kengo Sato3

1 Department of Biosciences and Informatics, Keio University,
3-14-1 Hiyoshi, Kohoku-ku, Yokohama, 223-8522, Japan

yasu@bio.keio.ac.jp
2 Department of Computational Biology, University of Tokyo,

CB04 Kiban-tou 5-1-5 Kashiwanoha, Kashiwa, Chiba, 277-8561, Japan
asai@k.u-tokyo.ac.jp

3 Japan Biological Informatics Consortium,
10F TIME24 Building, 2-45 Aomi, Koto-ku, Tokyo 135-8073, Japan

satoken@bio.keio.ac.jp

Abstract. Several computational methods based on stochastic context-
free grammars have been developed for modeling and analyzing functional
RNA sequences. These grammatical methods have succeeded in modeling
typical secondary structures of RNA and are used for structural alignment
of RNA sequences. However, such stochastic models cannot sufficiently
discriminate member sequences of an RNA family from non-members and
hence detect non-coding RNA regions from genome sequences.

A novel kernel function, stem kernel, for the discrimination and detec-
tion of functional RNA sequences using support vector machines (SVM)
is proposed. The stem kernel is a natural extension of the string ker-
nel, specifically the all-subsequences kernel, and is tailored to measure
the similarity of two RNA sequences from the viewpoint of secondary
structures. The stem kernel examines all possible common base-pairs
and stem structures of arbitrary lengths, including pseudoknots between
two RNA sequences and calculates the inner product of common stem
structure counts. An efficient algorithm was developed to calculate the
stem kernels based on dynamic programming. The stem kernels are then
applied to discriminate members of an RNA family from non-members
using SVM. The study indicates that the discrimination ability of the
stem kernel is strong compared with conventional methods. Further, the
potential application of the stem kernel is demonstrated by the detection
of remotely homologous RNA families in terms of secondary structures.
This is because the string kernel is proven to work for the remote ho-
mology detection of protein sequences. These experimental results have
convinced us to apply the stem kernel to find novel RNA families from
genome sequences.

Keywords: stem kernel, string kernel, SVM, RNA, secondary structure.

1 Introduction

Analysis and detection of functional RNAs are current topics of great significance
in molecular biology and bioinformatics research. Since there is a rapidly growing
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biological palindrome

stem structure

secondary structure

hairpin 
loop

Fig. 1. A typical secondary structure including stem structure of an RNA sequence
(left) constitutes the so-called biological palindrome (right)

number of known RNA sequences, structures, and families, computational meth-
ods for finding non-protein-coding RNA regions on the genome has garnered
much attention and research [2]. Compared with the gene finding difficulties in-
herent for protein-coding regions, computationally identifying non-coding RNA
regions is essentially more problematic as these sequences do not have strong
statistical signals. Currently, a general finding algorithm does not exist.

It is commonly known, in RNA sequence analyses, that the specific form of
the secondary structures in the cell is an important feature for modeling and
detecting RNA sequences. The folding of an RNA sequence into a functional
molecule is largely governed by the formation of the standard Watson-Crick
base pairs A-U and C-G as well as the wobble pair G-U. Such base pairs constitute
“biological palindromes” in the genome (See Figure 1). The secondary structures
of RNAs are generally composed of stems, hairpins, bulges, interior loops, and
multi-branches. A stem is a double stranded (paired) region of base-pair stacks
(See Figure 1). A hairpin loop occurs when RNA folds back on itself.

To capture such secondary structure features, stochastic context-free gram-
mars (SCFGs) for RNAs have been proposed. SCFGs have been used successfully
to model typical secondary structures of RNAs and are also used for structural
alignment of RNA sequences [1,9,10,11,13]. However, a serious drawback of the
SCFG method is the requirement of prior knowledge. A typical known secondary
structure of the target RNA family is needed to design the grammars.

Furthermore, stochastic models such as SCFGs and hidden Markov models
(HMMs) have limitations in discriminating member sequences of an RNA family
from non-members by only examining the probabilistic scores. Hence, we require
stronger discriminative methods to detect and find non-coding RNA sequences.

Recently, the support vector machine (SVM) and kernel function techniques
have been actively studied and used to propose solutions to various problems in
bioinformatics [5,14]. SVMs are trained from positive and negative samples and
have strong and accurate discrimination abilities. Hence, they are better suited
for the discrimination tasks. For protein sequence analyses, string kernels [14]
have been proposed for the use of SVMs to classify a protein family. In addition,
string kernels are proven to work for remote homology detections of protein
sequences, i.e. a superfamily.
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In this paper, a novel kernel function, called stem kernel, is proposed which
enhances the ability to measure the similarity of two RNA sequences from the
viewpoint of secondary structure. In this study, the similarity features are de-
fined by all possible common base-pairs and stem structures of arbitrary lengths
including pseudoknots between two RNA sequences. The proposed stem kernel
calculates the inner product of two vectors in the feature space from two RNA
sequences. That is, the more stem structures two RNA sequences have in com-
mon, the more similar they are. Further, our stem kernel does not assume prior
knowledge of the secondary structures in a target RNA family.

Several discrimination task experiments utilizing our stem kernel method were
executed. In our experiments on five RNA families, tRNA, miRNA (precursor),
5S rRNA, H/ACA snoRNA, and CD snoRNA, the stem kernel exhibits good
discriminative performance even for a smaller number of available sample se-
quences. In contrast, the string kernel is competitive when an adequate number
of sequences are available but the discrimination performance significantly de-
creases for weakly homologous RNA sequences. Kernel Principal Component
Analysis (KPCA) was applied to measure the classification and separation abil-
ities of each kernel function from a mixed RNA sequence data of three different
RNA families. In the experiments detecting remote homologous RNA sequences,
Tymo tRNA-like sequences as remote homologies of tRNAs are attempted by us-
ing SVMs trained from the positive and negative samples of “tRNA sequences”.
The stem kernel achieved strong detections of Tymo tRNA-like sequences while
the string kernel failed to adequately detect such sequences. This experimental
result convinced us to apply the stem kernel into finding novel RNA families
from genome sequences.

2 Methods

This paper proposes a novel kernel function, called stem kernel, for the discrimi-
nation and detection of functional RNA sequences using SVMs. In the following
section, the effectiveness of our stem kernel function in initial experiments for
discriminating members of an RNA family from non-members is exhibited.

2.1 String Kernel

First, the string kernel [14] will be briefly reviewed. Special attention is paid to
the all-subsequences kernel as our stem kernel is a natural extension of the string
kernel in measuring the similarity of two RNA sequences from the viewpoint of
secondary structures.

General feature mapping for measuring the similarity between two biological
sequences is defined by counting all contiguous or non-contiguous subsequences
of the given sequences. For example, two DNA sequences CTG and CAT have 4
common subsequences: ε (the empty string), C, T, and C-T. The all-subsequences
kernel calculates the inner product of the feature vectors by counting all com-
monly held non-contiguous subsequences. The inner product of the two sequences
CTG and CAT is 4.
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2.2 Feature Space for RNA Sequences

First, we need to define a feature mapping the space of RNA sequences to a
vector space such that the relative distance in the mapped vector space reflects
the similarity between two RNA sequences. We consider a notion of similarity
between RNA sequences in terms of common secondary structures. The sim-
plest similarity feature is the count of base pair occurrences that the two RNA
sequences have in common. That is, counting four kinds of base pairs: A-U, U-
A, C-G, G-C, and the feature space becomes a 4-dimensional vector space. This
feature mapping is easily constructed when the secondary structure of a target
RNA sequence is available. In this paper, we consider the more general case in
which secondary structure information is not available. The strategy is to count
all possible base-pair candidates in the RNA sequences.

Example: An RNA sequence AUCGAGUCG contains 3 occurrences of possible A-U
base-pairs, 1 occurrence of a U-A base-pair, 4 occurrences of C-G base-pairs, and 2
occurrences of G-C base-pairs. (See Figure 2 as illustration.) The feature space is
a 4-dimensional vector space: (# of A-U base-pairs, # of U-A base-pairs, # of C-G
base-pairs, # of G-C base-pairs), and the RNA sequence AUCGAGUCG is mapped
into a vector (3, 1, 4, 2).

A-U base-pairs U-A base-pairs

UGAGCUA C G
( ( (  ) ) )  

UGAGCUA C G
(  )  

C-G base-pairs G-C base-pairs

UGAGCUA C G
( ( ( (  ) ) )  )  

UGAGCUA C G
(  ) ) (  

Fig. 2. Occurrences of A-U, U-A, C-G, G-C possible base-pairs contained in AUCGAGUCG

A better suited method for measuring the similarity of secondary structures
which two RNA sequences have in common is to count the occurrences of pos-
sible stacking base-pairs, called stem structures. For example, stems of length 2
constitutes a 16-dimensional vector space: (A(A-U)U), (A(U-A)U), (A(C-G)U), (A(G-
C)U), (U(A-U)A), (U(U-A)A), (U(C-G)A), (U(G-C)A), (C(A-U)G), (C(U-A)G), (C(C-G)G),
(C(G-C)G), (G(A-U)C), (G(U-A)C), (G(C-G)C), (G(G-C)C).

Example: An RNA sequence AUCGAGUCG is mapped into a 16-dimensional vector
space (0, 1, 2, 0, 0, 0, 1, 0, 1, 0, 0, 2, 1, 0, 0, 0) for counting the occurrences of non-
contiguous stems of length 2.

In this paper, the similarity feature defined by all possible non-contiguous stems
of arbitrary length for an RNA sequence is examined. A novel kernel function
is proposed, called stem kernel, to calculate the inner product of two vectors in
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the feature space of two RNA sequences. Hence, the feature space of all possible
non-contiguous stems of an arbitrary length is of infinite dimension.

2.3 Stem Kernel: A Novel Kernel Function for RNAs

The dimension of the feature space for counting the occurrences of non-contiguous
stems increases exponentially with the length of stem. In addition, the inner
product of the feature vectors mapping from two RNA sequences requires a sum
over all common stems. Hence, the direct computation of these features are not
computationally efficient.

In order to efficiently compute the inner product of the feature vectors for two
RNA sequences, we propose the stem kernel function defined in recursive form.
For an RNA sequence v = a1a2 · · · an where ai is a base (nucleotide), we denote
ak by v[k], a contiguous subsequence aj · · · ak by v[j, k], and the length of v by
|v|. The empty sequence is indicated by ε. For base a, the complementary base
is denoted as ā. For two RNA sequences v and w, the stem kernel K is defined
recursively as follows:

K(ε, w) = K(v, ε) = 1, for all v, w,

K(va, w) = K(v, w) +
∑

v[k]=ā

∑

i<j s.t. w[i]=ā,w[j]=a

K(v[k + 1, |v|], w[i + 1, j − 1]).

To complete the recursive equations, the following recursive equation is required:

K(v, wa) = K(v, w) +
∑

w[k]=ā

∑

i<j s.t. v[i]=ā,v[j]=a

K(v[i + 1, j − 1], w[k + 1, |v|]).

Example: We illustrate a one step calculation of the above recursive equation
with two RNA sequences v = AUCCUG and w = CACUAGG.

First, the two RNA sequences vG = AUCCUGG and w = CACUAGG have (A-U),
(C-G), and (C-(C-G)-G) in common. Second, we assume that K(v, w) = 11, and
K(v[4, 6], w[2, 5]) = 1, K(v[4, 6], w[2, 6]) = 2, K(v[4, 6], w[4, 5]) = 1, K(v[4, 6],
w[4, 6]) = 1, K(v[5, 6], w[2, 5]) = 1, K(v[5, 6], w[2, 6]) = 1, K(v[5, 6], w[4, 5]) = 1,
K(v[5, 6], w[4, 6]) = 1 are calculated. Then, K(vG, w) is inductively calculated
as follows:

K(vG, w) = K(v, w) +
K(v[4, 6], w[2, 5]) + K(v[4, 6], w[2, 6]) + K(v[4, 6], w[4, 5]) +
K(v[4, 6], w[4, 6]) + K(v[5, 6], w[2, 5]) + K(v[5, 6], w[2, 6]) +
K(v[5, 6], w[4, 5]) + K(v[5, 6], w[4, 6])

= 11 + 9 = 20.

The computational complexity in calculating the stem kernel function using
dynamic programming is estimated. Let the two input RNA sequences v and w
be of length m(= |v|) and n(= |w|). The computational complexity of the stem
kernel K(v, w) for v and w is equal to calculating a table of m2 × n2 elements
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for the stem kernel function K(v′, w′) for all subsequences v′ of v and w′ of w.
The calculation of this table is done in time proportional to m2 × n2 by using a
parsing algorithm and an auxiliary table.

2.4 Variations of the Stem Kernel: Gap, Stack, Loop, Score Matrix

Since the form of the stem kernel introduced in the previous section is the sim-
plest one, the recursive form is adapted in several ways for more practical use.

Gap weight

In order to deal with non-contiguous stems, we introduce a gap weight (decay
factor) λ (0 < λ < 1) for a gap between two non-contiguous stacking base-
pairs (See Figure 3 (left)). We need an auxiliary function K ′ to define the
recursive equations:

K(va, w) = K(v, w) +
∑

v[k]=ā

∑

i<j s.t. w[i]=ā,w[j]=a

K ′(v[k + 1, |v|], w[i + 1, j − 1]),

K ′(ε, w) = λ|w|, K ′(v, ε) = λ|v|,
K ′(va, w) = λK ′(v, w) +

∑

v[k]=ā

∑

i<j s.t. w[i]=ā,w[j]=a

K ′(v[k + 1, |v|], w[i + 1, j − 1])

·λk−1λ(i−1)(|w|−j) .

Weighting base-pairs with base pairing probability

Any occurrence of A-U, U-A, C-G, G-C pairs in an RNA sequence is a candi-
date of true base-pairs in the unknown secondary structure. We incorporate
the base pairing probability which can be calculated by McCaskill’s algo-
rithm [7] to increase the accuracy of counting true base-pairs and stems.
The base pairing probability of a pair (a, b) represents the probability of
nucleotide a and nucleotide b forming a true base pair in an RNA sequence.
We weight an occurrence of a base-pair with the base pairing probability in
the calculation of stem kernel function. This weighting significantly improves
the accuracy of the discrimination of SVM.

Stacking weight
Since the base-pair stacking contributes to stabilizing its secondary struc-
ture, we introduce a stacking weight (1 + α) into the kernel calculation.
The stacking weight allocates larger scores for longer stems (See Figure 3
(middle)).

K(va, w) = K(v, w) +
∑

v[k]=ā

∑

i<j s.t. w[i]=ā,w[j]=a

K(v[k + 1, |v|], w[i + 1, j − 1]) · (1 + α).

This stacking weight parameter α uses the stacking energy scores in the
energy-minimization method [15] to predict a secondary structure of RNAs.
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Combined with the gap weight, the stacking weight assigns larger scores to
contiguous stacking stems of longer length.

Hairpin loop length
The length of a hairpin loop between a closing base pair must satisfy a fixed
lower bound L from the biological point of view. We define the least distance
L between the closing base-pair such that no base-pairs occur inside of this
region.

K(va, w) = K(v, w) +
∑

v[k] = ā s.t.
|v| − k ≥ L

∑

i < j s.t. w[i] = ā, w[j] = a,
j − i − 1 ≥ L

K(v[k + 1, |v|], w[i + 1, j − 1]).

For example, G(U(A(G(G(G(G AAAA︸ ︷︷ ︸
≥L

C)C)C)C)U)A)G has a hairpin loop between a

closing base pair G-C which must be of a length longer than the lower bound
L (See Figure 3 (right)). The parameter L is needed to satisfy the free energy
function of hairpin-loops.

GAAACAC A A G{{

λ λ2

(  (  )  )  

AAACACC GG AG A

1+α

(1+α)2

(1+α)3

(  (  (  )  )  )  

lower bound L
for loop length

closing base pair

Fig. 3. Gap weight calculation (left), stacking weight calculation (middle), and lower
bound for hairpin loop length (right)

Score matrix for base-pairs

It is observed that base-pairs occasionally form secondary structures which
are substituted with other base-pairs. For example, a A-U base-pair could be
substituted with a U-A or C-G base-pair in a covariant mutation substitution.
A score (substitution) matrix between pairs of base-pairs is built into the
recursive equations. The score matrix must satisfy the positive semi-definite
condition to ensure that a valid kernel is defined. In addition, non-canonical
G-U wobble base-pairs are taken into account.

K(va, w) = K(v, w) +
∑

v[k]=ā

∑

i < j s.t.
w[i] = b̄, w[j] = b

score((ā, a), (b̄, b)) · K(v[k + 1, |v|], w[i + 1, j − 1]).
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3 Results

We tested the abilities of the stem kernel with SVMs to discriminate member
sequences of an RNA family from non-members in several varying experiments.
The discrimination performances were compared with the string kernel, specifi-
cally the all-subsequences kernel with gap weight (decay factor).

3.1 Data

All datasets were taken from the RNA families database “Rfam” at Sanger
Institute [3].

We generated randomly shuffled sequences as the negative sample with the
same nucleotide composition as the positive sample sequence for a target RNA
family. The shuffling of the sequences was accomplished while preserving the
dinucleotide distribution. The discrimination performances of each method was
evaluated by the 10-fold cross validation.

3.2 Discriminations of Several RNA Families

In our first experiment, the discrimination abilities of the stem kernel and the
string kernel were tested on five RNA families, tRNA, miRNA (precursor), 5S
rRNA, H/ACA snoRNA, and CD snoRNA. A 100 member sequence in each
RNA family was chosen from the Rfam database as a positive sample and 100
randomly shuffled sequences with the same nucleotide composition were gener-
ated as a negative sample. The discrimination performance of both kernels were
evaluated by the 10-fold cross validation.

In addition to calculating the sensitivity and specificity of both kernels, we
performed the receiver operating characteristic (ROC) analysis to evaluate the
quality of discrimination performances. ROC curves are achieved by changing
the threshold of SVM and the quality of a ROC curve can be measured by
the area under the curve (AUC). The AUC score measures both sensitivity and
specificity by integrating over a ROC curve which plots a true positive rate as a
function of a false positive rate.

The results are summarized in Table 1. Comparisons of the discrimination
accuracy of the two kernels are competitive although the stem kernel had greater
prediction accuracy overall. The string kernel achieves a better performance for
5S rRNA family because sequence similarity of 5S ribosomal RNA is relatively
high.

3.3 Sample Size and Prediction Accuracy

Next, in order to evaluate more accurately the prediction abilities of both kernels
and their tolerance to weak homologous sequences, we tested the kernels with
only a small number of available sample sequences. The learning and prediction
tasks with SVMs on different sample sizes were run from 10 sequences to 100
sequences for the five RNA families. The results of the AUC score plots are
shown in Figure 4.
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Table 1. Comparison of discriminating abilities of stem kernel and string kernel on
five RNA families: tRNA, miRNA, 5S rRNA, H/ACA snoRNA, and CD snoRNA

Stem Kernel

AUC Accuracy Specificity Sensitivity

tRNA 0.956 0.905 0.947 0.890
miRNA 0.917 0.750 0.692 0.900
5S rRNA 0.984 0.856 0.986 0.723
H/ACA snoRNA 0.832 0.660 0.848 0.390
CD snoRNA 0.794 0.640 0.606 0.800

String Kernel

AUC Accuracy Specificity Sensitivity

tRNA 0.927 0.755 0.918 0.560
miRNA 0.870 0.780 0.900 0.630
5S rRNA 0.998 0.862 1.000 0.723
H/ACA snoRNA 0.809 0.680 0.929 0.390
CD snoRNA 0.851 0.655 0.772 0.440

From this experimental result, it is clear that our stem kernel exhibits a rel-
atively good discrimination performance even if a small number of training se-
quences are available. Since a small sample size implies that pairwise sequence
similarities among sample RNA sequences decreases, the stem kernel shows the
ability to tolerate weak sequence similarities. This advantage makes the stem
kernel useful in practical situations because only a small number of sequences
are currently available for many of the functional RNA families in the Rfam
database. On the other hand, the string kernel is sensitive to sequence similar-
ity although the discrimination performance decreased for small samples. It is
especially interesting to note in the case of the CD snoRNA family, the discrim-
ination accuracies of the stem kernel and string kernel reverse with the smaller
sample size. These results imply that the stem kernel succeeds in capturing the
secondary-structure features of RNA sequences for discrimination tasks.

3.4 Kernel Principal Component Analysis

Kernel Principal Component Analysis (KPCA) is used to understand the spread
of the input data in the feature space and identify correlations between input
vectors and target values. KPCA is performed to visualize similarities and differ-
ences of the input RNA sequences in terms of kernel functions. We used KPCA to
measure the classification and separation abilities of each kernel function from
a mixed RNA sequence data of three different RNA families, 35 sequences of
tRNA, 30 sequences of snoRNA, and 35 sequences of 5S rRNA.

The result in Figure 5 shows that the mixed RNA sequences are nearly sepa-
rated into three clusters using the stem kernel. In contrast, the data is completely
mixed using the string kernel.
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Fig. 4. AUC scores on different sample sizes from 10 sequences to 100 sequences for
five RNA families
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Fig. 5. Results of KPCA for mixed data of tRNA, snoRNA, and 5S rRNA sequences

3.5 Finding a Remote RNA Family

Experiments applying the stem kernel to finding remote homologs of RNA se-
quences in terms of secondary structures were performed.

The family of Tymovirus/Pomovirus tRNA-like 3’-UTR element (Tymo
tRNA-like) was considered to be remote homologies of tRNAs. The secondary
structures of Tymo tRNA-like elements comprise very similar secondary struc-
tures to a clover-leaf structure in tRNAs (See Figure 6 for both secondary struc-
tures). This family represents a tRNA-like structure found in the 3’ UTR of
Tymoviruses and Pomoviruses and are known to enhance translation. The tRNA-
like structure is a highly efficient mimic of tRNA, interacting with tRNA-specific
proteins as efficiently as tRNA [8].

SVMs trained from the positive and negative samples of “tRNA sequences”
were applied to detect 28 Tymo tRNA-like sequences.
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Table 2. Prediction accuracy of detecting Tymo tRNA-like sequences by using SVMs
trained from samples for “tRNA sequences”

Tymo tRNA-like

AUC Specificity Sensitivity

Stem Kernel 0.603 0.614 0.964

String Kernel 0.503 0.222 0.143

The result in Table 2 shows that the stem kernel achieved significantly greater
detections of Tymo tRNA-like sequences. The string kernel, in contrast, failed
to adequately detect Tymo tRNA-like sequences. This experimental result is
a strong proponent for application of the stem kernel to discover novel RNA
families from genome sequences.

4 Related Works and Discussions

There is very little research on the development of kernel functions and SVMs for
the task of discriminating and detecting RNA sequences. The closest study is the
marginalized count kernel (MCK) for RNA sequences proposed by Kin et al. [4].
Their kernel calculates marginalized count vectors of base-pair features which is
counting the occurrences of base pairs with probabilistically estimated hidden
states and computing the inner products. The differences between MCK and the
proposed stem kernel are: (i) the stem structure length considered with even
the 2nd order version MCK is 2 at most. In addition, the marginalized count
kernel has a feature space of fixed finite dimension. In contrast, the stem kernel
considers stem structures of arbitrary lengths and hence the feature space is of
infinite dimension (ii) MCK does not allow substitutions between pairs of base-
pairs, (iii) MCK method requires two learning steps for training SVMs, learning
the base SCFG model and learning SVMs.

Identical experiments to the previous section were performed to compare the
performance of both kernels for five RNA families, tRNA, miRNA, 5S rRNA,
H/ACA snoRNA, and CD snoRNA.

The result in Table 3 shows that the stem kernel outperforms the prediction
accuracies of the MCK except in the case of miRNA. MCK works well for RNA

Table 3. Comparisons of stem kernel and marginalized count kernel (MCK)

Stem Kernel (AUC) MCK (AUC)

tRNA 0.956 0.944
miRNA 0.917 0.960
5S rRNA 0.984 0.953
H/ACA snoRNA 0.832 0.811
CD snoRNA 0.794 0.780
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families with solid secondary structures such as miRNA precursor (one hairpin
loop structure) and tRNA (cloverleaf structure).

One important issue of the stem kernel is the computational costs. Theoreti-
cally, for two input RNA sequences, each of length n, the computational complex-
ity to calculate the recursive equations of the stem kernel is O(n4) when using
a dynamic programming technique. In contrast, the string kernel requires O(n2)
computational time. Efficient implementations of the stem kernel by using various
algorithmic techniques, such as hashing, are being developed to relieve this issue.
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Abstract. The coiled-coil protein domain is a widespread structural motif 
known to be involved in a wealth of key interactions in cells and organisms. 
Coiled-coil recognition and prediction of their location in a protein sequence are 
important steps for modeling protein structure and function. Nowadays, thanks 
to the increasing number of experimentally determined protein structures, a 
significant number of coiled-coil protein domains is available. This enables the 
development of methods suited to predict the coiled-coil structural motifs 
starting from the protein sequence. Several methods have been developed to 
predict classical heptads using manually annotated coiled-coil domains. In this 
paper we focus on the prediction structurally-determined coiled-coil segments. 
We introduce a new method based on hidden Markov models that complement 
the existing methods and outperforms them in the task of locating structurally-
defined coiled-coil segments.  

Keywords: Protein structure prediction, Hidden Markov models, coiled-coil 
domains. 

1   Introduction 

The coiled-coil is a widespread protein structural motif [1] that has been estimated to 
be present in 5-10% of the sequences emerging from various genome projects [2]. 
Coiled-coils have a stabilization function and are frequently involved in protein-
protein interaction, cell-activities, signaling and other important cellular processes [1]. 

Coiled-coils comprise two or more alpha-helices wound around each other in 
regular, symmetrical fashions to produce rope-like structures [3]. In 1953 Francis 
Crick and Linus Pauling both proposed models for coiled-coil structures, and 
although Pauling envisaged a broader set of helix periodicity (4/1, 7/2, 18/5, 15/4, 
11/3), the Crick’s heptad model gained more popularity, probably because he 
developed a full mathematical description [3]. The sequence bases of these heptad 
arrangements are repeating patterns of seven residues, which are labelled from a to g. 
A general consensus indicates more hydrophobic residues at a and d positions, which 
form a hydrophobic stripe on each helix. 
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After 50 years of protein structures determination, we have now structures in the 
database endowed with the less common periodicities envisaged by Pauling and this 
enables us to define more general coiled-coil structures. Additionally, we are now in a 
position where new methods for coiled-coil prediction can be trained on databases 
containing also structural-derived coiled coil domains.  

Coiled-coil segments can be identified in protein structures computationally, 
particularly with the SOCKET program [2] that was developed to identify general 
coiled-coil structures. The SOCKET algorithm recognizes the characteristic “knobs-
into-holes” side-chain packing of coiled coils, so that it is possible to distinguish 
coiled-coils from the great majority of helix-helix packing arrangements observed in 
globular domains. SOCKET is based on the helix-packing structure and therefore 
coiled-coil domains can be missed in single chains when the coiled-coil is formed 
with another chain or in half-determined protein structures. Another invaluable source 
of information is the SCOP classification database [4], in which coiled-coil domains 
are carefully and manually annotated, and are identified as a specific class (h label). 
In this paper we use both resources to build a reliable coiled-coil protein database in 
order to train/test our and other prediction methods.  

Several programs for predicting coiled-coil regions in protein sequences have been 
developed so far, and were parameterized on the basis of the heptad module using 
manual annotations and sequence similarity inference.  

Most of them are based on the notion of position specific score matrices (PSSMs), 
such as COILS [5], PAIRCOIL [6] and MULTICOIL [7]. Also a machine learning 
approach (MARCOIL) based on a hidden Markov model was previously described 
[8]. More recently, PAIRCOIL (PAIRCOIL2 [9]) has been improved so as to include 
new available data including some structurally derived annotations based on the 
SOCKET program.  

When tested on the long and classical coiled-coil domains, the accuracy of all the 
programs quoted above is remarkably high, but they are less accurate when they 
predict short or non classical coiled-coil domains as for example the ones identified 
by the SOCKET [9]. For this reason, in this paper we specifically focus on the task of 
predicting the location of structurally-annotated coiled coils domains using new 
hidden Markov models.  

2   Method  

2.1   The Protein Database 

To build our data set structurally annotated coiled-coil domains, we downloaded the 
SOCKET pre-computed files from the SOCKET web pages. To weed out 
homologous pairs, the BLASTCLUST program was adopted (from the NCBI BLAST 
suite) with default parameters and a similarity threshold of 25%. Only one 
representative structure was kept from each cluster. This gave 138 sequences 
(SOCKET138). We also extracted all protein domains from PDB that belong to the 
coiled coil class according to the SCOP classification. The sequences were filtered to 
decrease similarity with BLASTCLUST as described above, and this gave a set 
comprising an additional 111 proteins (SCOP111). These 111 proteins are single 
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representatives of each new cluster generated by BLASTCLUST that did not contain 
any SOCKET sequence. Our final combined data set (CC249) consists of 249 proteins 
with a sequence identity of less than 25%. 

Furthermore, we ran the BLASTP all-against-all program on CC249 with the low 
complexity filter turned off. Some 50 protein pairs have sequence identities greater 
than 25% presumably in low complexity regions, since they were not detected by 
BLASTCLUST. We included all 249 proteins in our coiled-coil data set; when 
splitting our set for cross-validation, we made sure that no proteins in the training set 
had sequence identity greater than 25% with the corresponding test set. As to 
annotation, we dealt with two different types of files: the files generated by SOCKET 
and the coiled-coil domains identified in SCOP. Since in this case there is not an 
explicit indication where the coiled-coil domain starts, we assigned as coiled-coil 
regions all the helices identified by the DSSP program [10] that fall into a SCOP 
coiled-coil domain.  

A second data set of proteins, not containing coiled-coil domains, was generated 
using the PAPIA system [11], by removing proteins containing coiled-coil domains. 
We also checked that no detectable sequence identity with sequences in CC249 were 
present. The final ‘PAPIA’ set consists of 2070 protein chains. 

Finally for the sake of comparison we used the data set NEWPDB21 
(http://paircoil2.csail.mit.edu/supp/new-pdb21.txt) generated for PAIRCOIL2 by 
McDonnell and coworkers [9]. NEWPDB21 can be regarded as blind set, since 
contains coiled-coil segments identified only by SOCKET program and not 
previously recognized using the classical sequence similarity inference and manual 
annotation.  

Data are available at the web page: biocomp.unibo.it/piero/coiled-coils.  

2.2   The Hidden Markov Models  

The first model we developed and tested was similar to the MARCOIL one (see [8]), 
and here it is referred to as MChmm. It is endowed with one state modeling the 
background and 9 groups of 7 states representing the heptad repeats (a,b,c,d,e,f,g). All 
the states of the same repeat type are tied (they share the same emission probability 
distributions). This constrains the minimal coiled-coil segment length to nine 
residues. Contrary to the original MARCOIL model, MChmm has explicit begin and 
end states, which are silent (non-emitting). Our second model (CChmm1) is quite 
different from MARCOIL and it is depicted in Figure 1. There is one background 
state (L) and eight coiled-coil states. The model is fully connected and the heptad 
order is favored by initializing the transition probabilities, so that the probability to 
follow the heptad order is close to one (0.94) and that of non-heptad transitions is 
close to zero (0.01). Moreover, we add one more state called H to the coiled coil 
model. This state accounts for the deviation from the heptad periodicity, as skips, 
stutters and stammers [3,12]. Finally, in order to take into account different transition 
probabilities for sequences that contain one and those that have two or more coiled-
coil segments, we introduce a third model (CChmm2) shown in Figure 2.  

All training phases were performed using the labeled Baum-Welch algorithm [13] while 
during testing the maximum accuracy decoding [14] was adopted. In the case of CChmm1, 
the maximum accuracy decoding converges to the posterior-sum algorithm [13]. 
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Fig. 1. Automaton representation of the CChmm1 model. The CoiledCoil box represents the 
coiled-coil states. For sake of clarity only the most probable transitions are indicated. 

 

Fig. 2. Automaton representation of the CChmm2 model. The CoiledCoil boxes represent the 
coiled-coil states as described in Figure 1. The state emission probabilities of two CoiledCoil 
boxes, as well as those of the L states are tied. 

2.3   Scoring the Performance  

All the results obtained with our models and other methods are evaluated using the 
following measures of performance. The fraction of correctly predicted residues is 

q2 = p/N (1) 

where p is the total number of correctly predicted residues and N is the total number 
of residues. This is also used at the sequence level as the fraction of correctly 
predicted sequences (containing coiled-coil or not), in which case we call it Q2. This 
rule is followed throughout: measures relating to residues are lower case and those 
relating to complete protein sequences are upper case. 

The correlation coefficient for class s is defined as: 

cor(s) = [p(s)n(s)-u(s)o(s) )] / d(s) (2) 

where d(s) is the normalization factor 

d(s) = [(p(s)+u(s))(p(s)+o(s))(n(s)+u(s))(n(s)+o(s))]1/2 (3) 



296 P. Fariselli et al. 

For class s, p(s) and n(s) are the numbers of true positive and negative predictions, 
respectively, and o(s) and u(s) are the numbers of false positives and negatives, 
respectively. (Similarly Cor(s) and D(s) are defined for complete sequences of a given 
class s.) 

The coverage or the sensitivity for each class s is 

sn(s) = p(s)/[p(s)+u(s)]  (4) 

The probability of correct predictions (accuracy or specificity) is computed as: 

sp(s) = p(s) / [p(s) + o(s)] (5) 

(Similarly Sn(s) and Sp(s) are defined for complete sequences of a given class s.) 
In order to score predictions on a segment basis, i.e. to which extent the predicted 

coiled-coil segments overlap the experimentally determined ones, we compute a 
segment-overlap measure introduced before [15]. Specifically, we calculate values of 
the segment overlap accuracy for the coiled-coil regions (SOVC), for the non-coiled-
coil region (SOVN). The SOV index is a measure of the intersection divided by the 
union of the predicted and observed segments [15]. 

Finally to compute the Receiver Operating Characteristic curve we measured the 
True Positive Rate that is equal to Sn(CC) and the False Positive Rate that is equal to 
1- Sn(N). 

For comparison, we tested the most recently developed programs MARCOIL, and 
PAIRCOILS2 using their default parameters. Since MARCOIL give predictions with 
five different thresholds, we show the best performing threshold. For PAIRCOIL2 we 
used the decision threshold set to 0.025 and we tested two different size of sliding 
window (21 or 28 residues, respectively). Since the performances of the two window 
sizes are almost indistinguishable, as also stated previously by the authors 
(McDonnell et al., 2006), we show only the best performing one. 

3   Results 

3.1   Locating Coiled-Coil Segments in Protein Sequences 

A major problem in protein structure prediction is the location of coiled-coil regions 
in proteins. A good prediction of this structural motif can also help in protein 
modelling procedures. The approaches developed so far (COILS, MULTICOIL, 
PAIRCOIL, PAIRCOIL2 and MARCOIL), have been proved to be very successful in 
predicting classical manually annotated coiled-coil domains. However they are less 
suitable to predict structurally-defined coiled-coil segments [9]. Here we tackle the 
specific problem of predicting structurally-defined coiled-coil segments (CC249 data 
set) using different hidden Markov models. 

We started developing a HMM similar to that previously described in MARCOIL 
(MChmm), but using our new structurally-annotated data set CC249. Furthermore we 
developed and implemented other two HMM models: CChmm1, that does not 
constrain the structural motif length and CChmm2 that distinguish between chains 
containing one or more coiled-coil motifs (Figure 1 and 2, respectively). All the 
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reported results were obtained using a 5-fold cross validation procedure, in which 
sequence identity between each training and corresponding testing set has less than 
25% identity. From Table 1, we can see that the best performing method is CChmm2. 
This indicates that the CChmm2 model is more suited to capture the information 
related to the structurally annotated coiled-coils than other HMMs.  

Table 1. Performance of different HMM predictors in locating coiled-coil segments in the 
protein sequence 

Method q2 sn(CC) sn(N)  SOVCC SOVN 
MChmm   0.75   0.49 0.80 0.52 0.54 
CChmm1 0.80   0.57 0.85 0.55 0.63 
CChmm2  
 

0.81 0.59 0.86 0.58 0.66 

MChmm, CChmm1 and CChmm2 are scored using a 5-fold cross-validation procedure. CC 
and N represent the coiled-coil class and the non-coiled-coil class respectively.  

Table 2. Performance of different HMM predictors in locating coiled-coil segments in the 
protein sequences of  the SOCKET subset 

Method q2 sn(CC) sn(N)  SOVCC SOVN 
MChmm   0.78   0.38 0.85 0.38 0.64 
CChmm1  0.81   0.45 0.87 0.42 0.69 
CChmm2  0.81 0.46 0.87 0.43 0.71 

For the legend see Table 1. 

Table 3. Performance of different HMM predictors in locating coiled-coil segments in the 
protein sequences of the DSSP-SCOP subset 

Method q2 sn(CC) sn(N)  SOVCC SOVN 
MChmm   0.69  0.61 0.73 0.64 0.43 
CChmm1  0.80   0.71 0.82 0.71 0.56 
CChmm2  0.80 0.76 0.84 0.78 0.61 

For the legend see Table 1. 

 
Our CC249 training/testing set contains proteins that have been annotated using 

either SOCKET or DSSP-SCOP. Since the annotation procedure is different for the 
two methods (see Introduction) this may affect the performance. We therefore 
evaluated independently the two protein subsets. In Tables 2 and 3 we list the results. 
The different HMM predictors score similarly, with the exception of MChmm that 
shows a drop of performance when tested on the DSSP-SCOP subset. One possible 
explanation is that the DSSP-SCOP subset contains a larger number of short coiled-
coil segments that are not easily detected by MChmm. CChmm2 is apparently the 
best method on both subsets. 
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3.2   Scoring the Prediction of Different Numbers of Coiled-Coil Segments  

CChmm2 was developed to address the problem that the prediction of coiled-coil 
segments in proteins is usually more difficult for chains containing more than one 
coiled-coil region. CChmm2 was implemented with different transition probabilities 
for paths containing one, two or more coiled-coil segments (see Fig. 2). It turns out 
that this difference is important for the improvement observed for CChmm2. This is 
apparent from Table 3, where the small increased accuracy due to the protein 
sequences that contain more than one coiled-coil segment is shown. These findings 
support our HMM design. 

Table 4. CChmm prediction efficiency for the coiled-coil segment location on different subsets 

Subset 
Containing

Method q2 sn(CC) sn(N)  SOVCC SOVN 

1 coiled-coil CChmm1 0.80  0.68 0.88 0.73 0.65 
       “  
 

CChmm2 0.80  0.68 0.88 0.73 0.65 

2 coiled-coils CChmm1 0.80   0.42 0.86 0.38 0.64 
       “ 
 

CChmm2 0.81   0.43 0.86 0.40 0.65 

3 or more 
  

CChmm1 0.76 0.67 0.75 0.53 0.56 

       “  
 

CChmm2 0.77 0.67 0.75 0.54 0.58 

For the legend see Table 1. 

3.3   Comparison with Other Methods  

The main goal of this work is to develop a predictor of structurally-defined coiled coil 
regions to complement the exiting predictor in the task of predicting coiled-coil 
domains starting from the protein sequence. So that is mandatory to compare our 
CChmm2 with others previously introduced method specifically developed to predict 
classical heptad coiled-coil domains. We then compare the performance of our 
CChmm2 with those obtained with the two most recently introduced methods: 
MARCOIL [8] and PAIRCOIL2 [9]. In Table 5 we report the results of the different 
predictor on the NEWPDB21 data set (generated by the PAIRCOIL2 authors). This 
set is based only on SOCKET annotations and can be considered a perfect 
structurally-annotated blind test. From Table 6 we can see that our CChmm2 
outperforms the existing methods on this particular data set, both on residue bases (6 
percentage points of q2) and on the overlap between the predicted and observed 
coiled-coil segments (more than 20 percentage points on SOVCC). This finding 
indicates that CChmm2 is to be preferred when the prediction focuses on structurally-
defined coiled coil segments. 
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Table 5. Comparison with other methods on the newPDB21(1) data set 

Method q2 sn(CC) sn(N)  SOVCC SOVN 

MARCOIL  0.70 0.48 0.74 0.46 0.51 
PAIRCOIL2 0.71 0.52 0.80 0.48 0.60 
CChmm2* 0.77 0.85 0.66 0.73 0.68 

newPDB21 is a new blind set previously generated by [9] using SOCKET algorithm. 
(*) The proteins that showed sequence similarity with those of the training set were 
predicted using the cross-validation parameters. For the legend see Table 1. 

3.4   Discriminating Coiled-Coil Proteins Starting from the Sequence  

One of the most important goals in the prediction of protein structure and function is 
the classification of a protein sequence into a specific structural (functional) class.  

It is interesting therefore to evaluate our new implementation in order to 
discriminating coiled-coil proteins from a set of proteins with different structures, 
starting from their sequence. This task is very important for structural annotation of 
whole genomes. The set of proteins containing coiled-coil domains are the true 
positive examples (CC249) and the filtered PAPIA set contains the negative cases 
(2070 sequences). To assign a score to each protein sequence with HMMs there are 
several possibilities. The most natural one is to adopt the probability of the sequence 
given the HMM model (P(s|HMM)). However, the P(s|HMM) value is not a good 
discriminating function, as discussed before [13]. For this reason as a discriminative 
score for our HMMs (only CChmm2 values are shown), we adopted the posterior 
probability sum normalized to the protein length. More formally, if P(λ(i)=Λ|s) is the 
posterior probability of emitting the i-th symbol of sequence s in a state whose label is 
Λ [13], then our score for that sequence is computed as: 

D(s)=( Σ  P(λ(i)=CC| s )δ ( argmax{ Λ } (P(λ(i)=Λ| s),CC ) ) / L (6) 

where the summation runs over the protein length L, δ is the Kronecker delta, Λ is a 
general label and CC is the coiled coil label. This equation gives the sum of the 
posterior probability labelling for all the positions predicted to be in a coiled-coil state 
and normalized to the protein length. The score is bounded between zero and 1, since 
P(λ(i)=CC| s ) is always less or equal to 1. In this way, choosing a specific threshold 
TH, a given sequence s is assigned to the coiled-coil class when its D(s) score is 
greater than TH.   

In Figure 3 the ROC curve is obtained with different levels of D(s) using the 
CChmm2 model (the curve for CChmm1 is very similar). From the ROC curve it can 
be evaluated that CChmm2 scores with a value of Sn(CC) (sensitivity of positive 
class) equal to 40% when Sn(N) (sensitivity of negative class) is equal to 99%. In this 
case the error rate is 1% (1- Sn(N)).  When a larger error is accepted (35%), 
sensitivity of the positive class can be as high as 80% (Sn(CC)) (Figure 3).  

For comparing with other methods we run the two most recently introduced and 
best performing predictors (MARCOIL and PAIRCOIL2) on the same testing set 
comprising both CC249 and the PAPIA sequences for a total of 2319 chains (Table 6). 
It is worth noticing that the frequency of the coiled-coil proteins in the whole 
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Fig. 3. ROC curve representing the True Positive Rate (Sn(CC)) as function of the False 
Positive Rate (1-Sn(N)) when CChmm2 is used to discriminate between proteins containing 
and not containing coiled coil domains. The results are obtained on the non redundant set of 
globular proteins (PAPIA 2070 proteins) for the False Positive Rate, and in cross validation on 
the set of 249 coiled coil domains for the corresponding True Positive Rate. 

protein set is roughly the same as that estimated in genomes (249/(2070+249) = 0.10; 
[2]). To compare with the other methods, we report the CChmm2 results using a 
discriminative threshold set to 0.5 (D(s) > 0.5), which was selected to be a reasonable 
trade-off between the false positive and false negative rates (Fig. 3). For MARCOIL 
we report the best discriminating threshold that in this case is TH90 (differently from 
the previous task in which was TH2, see above). All methods are scoring with similar 
values of Q2 and values of the correlation coefficient ranging from 0.27 up to 0.56 at 
the most, indicating that the discriminative power for this specific task is not 
dependent on the coiled-coil annotation type. 

Table 6. Discrimination capability of different predictors for coiled-coil-containing proteins 
using CC259 and PAPIA sets 

Method Q2 Sn(CC) Sn(N)  Sp(CC)  Sp(N) Cor 

 
PAIRCOIL2 0.93 0.41 0.99 0.84 0.93 0.55 
MARCOIL 0.92 0.40 0.99 0.79 0.93 0.53 
CChmm2* 0.92 0.51 0.97 0.69 0.94 0.56 

CC and N represent the coiled-coil class and the non-coiled-coil class respectively.  
* Present work with a Dcc(s) threshold set to 0.5 (see Eq. 6). 
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4   Conclusions 

In this paper we derive a database of proteins with structurally annotated coiled-coil 
segments to train and/or test coiled-coil prediction methods. The coiled-coil 
annotation does not strictly adhere to the original Crick heptad model, but can contain 
other shorter knob-into-hole helix-packing as detected by SOCKET or assigned by 
SCOP (probably closer to the original ideas of Pauling [3]). We introduce new HMMs 
specifically to predict these general types of coiled-coil structural domains, achieving 
81% accuracy per residue and a coiled-coil segment overlap of 58%. We also 
compare our predictor with the two most recent available methods, which have been 
proved to be very effective in predicting classical coiled-coil domains [8,9] on a 
SOCKET-derived data set (NEWPDB21) recently introduced [9] and we showed that 
our method outperform them of 6 percentage points per residue, and 20 percentage 
points when measured by coiled-coil segment overlap (SOVCC). This indicates that 
our HMM (CChmm2) outperforms the existing methods in the prediction of 
structurally-defined coiled-coil domains, so that CChmm2 can complement the 
existing to predict a broader types of coiled-coil domains. 
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Susan Jones and Yoichi Mukarami

Department of Biochemistry, John Maynard Smith Building, School of Life Sciences,
University of Sussex, Falmer, BN1 9RH, UK

Abstract. An online protein interaction server has been designed and
implemented to make predictions for 256 nonhomologous protein-protein
interaction sites using patch analysis. Predictions of interactions sites are
made using a scoring function that ranks four parameters, Solvation Po-
tential, Hydrophobicity, Accessible Surface Area and Residue Interface
Propensity, for overlapping patches of surface residues. Using the server,
correct predictions were made for 85% of an original hand curated data
set of 28 homodimers and for 65% of a new dataset of 256 homodimeric
proteins. This is an increased prediction rate over the original algorithm,
and proves that the method is valid for a larger set of proteins that in-
cludes more diverse interaction sites. In addition, a number of proteins
for which predictions are categorized as incorrect, are shown to have al-
ternative protein interaction sites on their surfaces.

Keywords: protein-protein interaction, homodimer, surface patch, aces-
sible surface area, prediction.

1 Introduction

Protein interactions play key roles in a wide range of biological processes within
the cell. The mechanisms by which proteins recognise and selectively inter-
act with other proteins are key to processes such as enzyme-substrate binding
and immune response. A significant knowledge of the characteristics of protein-
protein interaction sites has been built up from analysis of protein complexes
solved by X-ray crystallography and deposited in the Brookhaven Protein Data-
bank (PDB)(Berman et al., 2000). An ability to identify potential interaction
sites on the surface of a protein has important implications for many areas in-
cluding drug design, where identification of novel binding sites can lead to new
therapeutic targets.

Increasingly large datasets of protein-protein complexes have been analysed
(e.g Argos, 1988; Janin et al, 1988; Janin & Chothia, 1990; Jones & Thornton,
1995; Conte et al., 1999; 2004; De et al., 2005). Through such analyses it has
become evident that not all protein-protein interactions share the same general
chemical and physical characteristics (Ofran and Rost, 2003). Specifically, dif-
ferences in the interaction site properties of permanent and transient complexes
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have been observed (e.g. Jones and Thornton, 1996). Permanent complexes do
not exist independently, and their interfaces are more hydrophobic and more
closely packed than the interfaces of transient complexes. For permanent com-
plexes, the focus of the current work, it has been shown the interfaces are in
general more hydrophobic, accessible, and protruding than than other parts of
the protein surface (Argos, 1988; Janin et al, 1988; Janin & Chothia, 1990; Jones
& Thornton, 1995; Conte et al., 1999).

The observation that interaction sites can be differentiated from the rest of
the protein surface has been used to develop prediction methods based on the
analysis of patches of surface residues (e.g. Young et a., 1994; Jones & Thorn-
ton, 1997a,b). In the original analysis of Jones and Thornton (1997a) patches
of surface residues were defined on protomers from small data sets of homod-
imers, hetero-complexes and antibody-antigen complexes. These patches were
then characterised for 6 parameters, solvation potential, residue interface propen-
sity, hydrophobicity, planarity, protrusion and accessible surface area. This study
showed that these parameters could differentiate interface patches from other
surface patches and the method was developed into a prediction algorithm (Jones
& Thornton, 1997b). The predictions involved the calculation of a relative com-
bined score, based on the 6 parameters, which gave the probability that a surface
patch will form a protein-protein interaction site. Neural networks have also been
applied to the prediction of protein-protein interactions using sequence profiles
and accessible surface area as selection parameters (Zhou & Shan, 2001; Fariselli
et all, 2002; Ofran & Rost, 2003). In closely related work, support vector ma-
chines have also been implemented to predict interaction sites using residue
profiles, accessible surface area and hydrophobicity as selection parameters (Yan
et al., 2004; Koike & Takagi, 2004).

An alternative method of predicting protein-protein interaction sites has been
to dock two protein structures together. In generic terms docking predicts the
structure of a complex on the basis of shape and chemical complementarity (e.g.
Norel et al, 1999; Smith & Sternberg, 2002; Aloy & Russell, 2003; Comeau et
al, 2004). However, this methodology is only applicable when the structures of
the two interacting proteins are known. Docking methods generally involve the
scoring of combined conformations and the refinement of a combined complex
(Smith & Sternberg, 2002). One such method. that predicts all of the possible
interactions between homologous proteins has been developed and implemented
as a web server (Aloy & Russell, 2002; Aloy & Russell, 2003).

The current work presents an update on the original implementation of patch
analysis for protein interaction site prediction (Jones & Thornton, 1997b). This
includes the development of an on-line server that has been validated in the
prediction of a large dataset of 256 nonhomologous homodimer structures. Im-
provements in the way in which the combined score is used to rank the patches
has led to an increase in prediction rate for the original hand-curated dataset of
Jones and Thornton (1997ab), and gives a high prediction rate for a new data
set that is ten fold larger. Improvements to the algorithm means that the on-line
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server provides an efficient and flexible method for the prediction of interaction
sites in 3D protein structures.

2 Methods

2.1 Data Set Extraction

A data set of 256 non-homologous homodimeric proteins was extracted from
the PDB using search and classification tools available in the Macromolecu-
lar Structure Database (MSD)(Brooksbank, 2003; Velankar, 2005), Swiss-Prot
(Boeckmann et al, 2003) and the CATH database (Orengo et al, 1997). A data
set of homodimers was extracted from MSD by using the MSDpro with key
words; assembly class = homo, assembly type = dimeric, experiment type =
x-ray and resolution = < 3 .0Å.

A data set of homodimers was extracted from Swiss-Prot by using the Se-
quence Retrieval System (SRS) with key words; comment = homodimer and Db-
Name = PDB. The PDB entry codes extracted from MSD were cross-referenced
with those extracted from Swiss-Prot. If a PDB code occurred in both lists it
was retained in the dataset, if it only occurred in one list it was removed. This
cross-validation was necessary to confirm the classification of assembly class in
MSD, as this was known to contain some incorrect classifications.

This MSD:Swissprot cross-validation produced a list of 2158 PDB codes,
which included a large number of homologous proteins. To extract a nonhomol-
ogous list of proteins the CATH classification database (v2.6.0) was used. This
database classifies protein domain structures into a hierarchy which includes
four major levels; Class(C), Architecture(A), Topology(T) and Homologous su-
perfamily(H) (Orengo et al, 1997). Each domain is assigned a unique number
(CATH domain ID) based on its place in the hierarchy. CATH domain IDs were
assigned to each PDB code in the list of homodimers, and where there was more
than one domain the IDS were concatenated to form a single ID that represented
all the domains in that protein. The allocation of CATH domain IDs to each
PDB code allowed the proteins to be grouped into homologous families. The
PDB code with the highest resolution was then selected from each homologous
family ID. For a homologous family that had multiple PDB codes sharing the
same highest resolution, the PDB code of the largest protein complex was se-
lected. In addition, further restrictions were made that excluded any PDB code
containing a nucleic acid molecule from the dataset. This process resulted in
a data set of 256 nonhomologous homodimeric proteins (Table 1). The dataset
from the original work that comprised just 28 homodimeric proteins (Jones and
Thornton, 1997(b)) was also used for comparison in the validation of the scoring
function.

2.2 Definition of Patch Size

A surface patch was defined as a central surface accessible residue and n near-
est neighbours (Jones & Thornton (1997(b)). Estimating the size of the patch
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Table 1. Data set of 256 non-homologous homodimeric proteins extracted from the
Protein Data Bank (Berman et al., 2000)

1ade 1aih 1aor 1b67 1bg6 1bgf 1ci4 1cmb 1cno 1csh 1ddt 1dek
1e7l 1eej 1eto 1eyv 1f8r 1fx7 1g8m 1gte 1gx5 1hei 1hss 1hw1
1i6m 1itk 1ixm 1jhg 1k3e 1k8u 1kbl 1kbl 1l5o 1lky 1n1b 1nkd
1nkh 1on2 1oq4 1p7n 1q4g 1qi9 1qkm 1qks 1qo8 1qq7 1ses 1tbb
1tw6 1u0e 1uby 1utg 1vsg 2hgs 2pgd 2tct 3sdh 5csm 6pah 1bg5
1brw 1d9c 1e85 1joc 1jqk 1jr8 1k3y 1kny 1l8s 1o17 1qdb 1qjb
1quu 2ilk 3lyn 1dvp 1fp3 1ktz 1mkk 2abx 1cru 1fwx 1flg 1fjr
1pre 1rkd 1flm 1g9o 1jub 1b8a 1bdo 1esr 1fw3 1gvp 1jsg 1l0w
1mvp 1pbo 1uj1 7odc 1c1l 1dmh 1ecy 1edh 1ern 1ig0 1k2f 1py9
1q0e 1sox 1x82 2arc 4kbp 1c39 1f3l 1oac 1sii 11bg 1af5 1by2
1e87 1koq 1mka 1mmi 1nki 1oh0 1oqj 1bow 1e4m 1eye 1fvp 1gve
1h16 1i2k 1jgm 1k87 1n55 1now 1o94 1one 1qpo 12as 1auk 1avv
1b6r 1bo1 1c0p 1cbf 1dj0 1eb0 1evl 1fbn 1fi4 1fxd 1g99 1gpe
1hjr 1iho 1j8b 1j98 1jjh 1k0i 1k3s 1kpf 1mu4 1ni9 1o9t 1prx
1puc 1pvg 1q4r 1qmi 1qqq 1t4b 1yer 2hhm 3grs 3ssi 6cro 9wga
1a3a 1a3c 1a4i 1afw 1b73 1bam 1bif 1byi 1byk 1c8k 1cby 1chm
1ctt 1cz3 1d4a 1dbq 1dcf 1djl 1e19 1e59 1e5m 1ev7 1ew2 1ez0
1fcj 1g60 1g8t 1gkd 1gpu 1gu7 1gz0 1hku 1hqs 1hyu 1i24 1i6a
1j9j 1jdn 1jgt 1js3 1jsc 1k0z 1kqp 1l6r 1l8a 1lc5 1lhp 1m2d

1moq 1nox 1oaa 1ooy 1pea 1q92 1qj4 1soa 1ueh 2cmd 3gar 1j7g
1trb 1f89 1jdw 1czj 1d0c 1e9g 1ex2 1fjj 1g57 1gpc 1hyo 1hzt
1i52 1uyr 1cku 1huu

(n + 1(central residue)) is an important factor in a successful prediction. Jones
& Thornton (1995) proposed that there was an approximate correlation between
the size of a protein-protein interface and the size of the protomer. Hence, the
correlation between the number of residues in a protomer (NRp) and the num-
ber of residues in the observed interface (NRi) was calculated using the 256
homodimers. A non-linear regression line fitted that had a correlation coefficient
of 0.63 (equation 1).

NRi = 1.91NRp
0.55 (1)

This was very similar to the regression line used to calculate the size of patches
for the dataset of 28 homodimers in the original paper (NRi = 1.92NRp

0.56(r =
0.74).) (Jones and Thornton, 1995; Jones and Thornton, 1997b).

2.3 Prediction Algorithm and Combined Score Definition

The patch prediction algorithm includes four major steps

1. The surface of a protomer is divided into a number of overlapping patches
of residues, the size of which is determined by a regression line equation

2. A number of parameters are calculated for each patch, and these values are
scored on a scale of 1 to 100
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3. The multiple parameters calculated for a patch are combined into an in-
dividual score that gives a percentage probability using a combined score
equation. On this probability scale 1 denotes a very low probability that the
patch is a putative interaction site and 100 denotes very a high probability
that it is a putative interaction site.

4. Those patches with the highest combined score are selected as the most likely
putative interaction sites.

In the original work by Jones and Thornton (1997b) predictions were made
using six parameters; Solvation Potential (Ssp), Hydrophobicity (Ssp), Accessi-
ble Surface Area (Sasa), Residue Interface Propensity (Srp), Planarity (Spl)and
Protrusion (Spr). These were combined into a rank score defined in equation 2.

CombinedScorePatchi(Score 6) =
Ssp + Shy + Sasa + Srp + Spl + Spi

Np
(2)

In the current work the effect of each parameter upon the prediction of the
256 homodimeric dataset were analysed (data not shown) and a new combined
score proposed that only included 4 parameters; solvation potential (Ssp), hy-
drophobicity (Shy), accessible surface area (Sasa) and residue interface propensity
(Srp). These parameters were combined into a rank score defined in equation 3,
where Np is the number of parameters.

CombinedScorePatchi(Score 4) =
Ssp + Shy + Sasa + Srp

Np
(3)

2.4 Online Server for Patch Prediction

The original method developed by Jones & Thornton (1997(b)) has been im-
plemented to incorporate this new combined score definition. In addition an
anomaly in the original algorithm that influenced the way in which patches
were defined in some proteins, was corrected. This results in an online server
which provides more reliable predictions with a shorter execution time. The
prediction algorithm is summarised in Figure 1 and can be accessed at URL
http://www.bioinformatics.sussex.ac.uk/SHARP2. The prediction server enables
users to upload novel protein structures which have not yet been deposited in
the PDB, and to obtain the result of predictions via E-mail or web browser. In
addition, the user can view the predicted interaction sites on the 3D structure
of the protein in a Jmol viewer. Further details of the flexibility of the server
have been published elsewhere (Jones and Mukarami, 2006).

3 Results

The predictions for protein interaction sites on the surface of protomers in the
data sets of 28 and 256 non-homologous homodimeric proteins were carried out
with two different combined score definitions (i) using 4 parameters (Score 4)
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Fig. 1. Flow diagram outlining the main features of the patch prediction algorithm as
implemented in the online prediction server
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(equation 3) as proposed in the current study, and (ii) using 6 parameters
(Score 6) (equation 2) as in the original analysis (Jones and Thornton, 1997b).
The size of a patch was estimated using two regression lines; NRi = 1.92NRp

0.56

and NRi = 1.91NRp
0.55, the former calculated in the original study (Jones &

Thornton, 1997(b)), the latter derived from the 256 proteins extracted here.
Two measures, used by Jones & Thornton (1997(b)), to assess the accuracy

of predictions were calculated for each of the top three patches with the highest
combined scores in each protomer. The first is the percentage overlap value (P1)
which evaluates how each patch sampled the observed interface, calculated as

PercentageOverlap(P1) =
NrO

⋂
NrC

NrO
× 100 (4)

where NrO is the number of residues in the observed interfaces and NrC is the
number of residues in the calculated interface patch. The second is the relative
overlap (P2) value which is calculated as

RelativeOverlap(P2) =
PercentageOverlap(P1)

maximumP1
(5)

where maximumP1 is the patch with the highest percentage overlap with the
observed interface. As defined by Jones & Thornton (1997(b)), if the relative
overlap value (P2) was more than 70% for any of the top three patches, the
prediction was defined as correct.

In addition, the rank order of the patch with the maximum overlap with the
observed interface (MaximumP1) was calculated within the total number of
patches, (Rank Max P1). A rank order of 1 denoted that MaximumP1 had the
highest combined score of all patches, this means that the predictive algorithm
provided the best possible result. The results of the 10 best predictions and the
10 worst predictions for the data set of 256 homodimers are shown in Table 2. A
summary of the prediction results using different combined scores and different
regression lines to calculate the size of the patch is shown in Table 3.

In the original data set of 28 examples, the predictions with Score 4 and
NRi = 1.92NRp

0.56 was successful for 82%(23/28), and the predictions with
Score 6 were successful for 75%(21/28) (Table 3). In the original study (Jones
& Thornton (1997(b))), the success rate of the predictions using Score 6 was
66%(19/28). The increased success rate from 66% to 75% was due to the cor-
rection of the method for making distance calculations for nearest neighbour
residues, that affected the size of surface patches for 4 proteins in the dataset.
The increase to a prediction rate of 82% was due to the exclusion of two of the
parameters in the combined score definition (Score 4).

In the new data set of 256 examples, the predictions with Score 4 and NRi =
1.91NRp

0.55 were successful for 65% (166/256), and the predictions with Score 6
were successful for 61% (157/256) (Table 3). Thus, in the large data set of
256 examples presented here, the regression line NRi = 1.91NRp

0.55 gave the
best estimate of patch size. In addition, the prediction with Score 4 always had
a higher success rate than that with Score 6 (Table 3). Hence, the regression
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Table 2. Results of the interaction site predictions for the 10 best and 10 worst proteins
in dataset of 256 non-homologous homodimeric proteins, based on the rank of the patch
with the max P1 value (last column)

PDB Chain Patch Overlap P1 (%) Max P1 Relative overlap P2 (%) No.diff Rank
code size size 1st 2nd 3rd (%) 1st 2nd 3rd patches max P1

11bg 111 27 52.3 34.1 38.6 52.3 100.0 65.2 73.9 2 1
1b73 184 40 76.2 28.6 47.6 76.2 100.0 37.5 62.5 2 1

1dmh 247 45 53.2 53.2 33.8 53.2 100.0 100.0 63.4 2 1
1e19 229 45 54.8 41.9 46.8 54.8 100.0 76.4 85.3 1 1

1e5m 248 52 56.6 44.7 52.6 56.6 100.0 79.0 93.0 1 1
1gu7 269 49 96.0 88.0 88.0 96.0 100.0 91.6 91.7 1 1
1gvp 79 22 79.2 75.0 62.5 79.2 100.0 94.7 78.9 1 1
1hjr 124 31 87.5 0.0 25.0 87.5 100.0 0.00 28.6 3 1

1hku 252 46 53.6 52.1 50.7 53.6 100.0 97.3 94.6 1 1
1ig0 227 45 75.0 75.0 67.5 75.0 100.0 100.0 90.0 2 1

..

..
1c8k 543 77 35.4 32.3 21.5 53.8 65.7 60.0 40.0 2 87
1gx5 391 59 25.0 25.0 25.0 77.8 32.1 32.1 32.1 1 91
1ern 170 36 4.8 9.5 0.0 90.5 5.2 10.5 0.0 2 94
1oq4 252 48 26.4 30.6 33.3 55.6 47.5 55.0 60.0 1 96
1qks 369 62 20.5 12.8 15.4 79.5 25.8 16.1 19.3 1 106
1kbl 590 79 0.0 0.0 19.4 67.7 0.0 0.00 28.6 2 122
1q4g 396 62 18.2 21.2 12.1 57.6 31.6 36.8 21.0 1 128
1auk 308 57 0.0 0.0 0.0 92.1 0.0 0.00 0.00 1 132
1fp3 270 52 0.0 0.0 0.0 87.1 0.0 0.00 0.00 2 141
1hei 318 55 2.8 33.3 30.6 77.8 3.57 42.8 39.3 1 143

Table 3. Prediction accuracy for two data sets of non-homologous homodimeric pro-
teins. Prediction rates are shown using two combined score definitions and two regres-
sion lines to define the size of the surface patches.

Parameters Examples NRi = 1.92NRp
0.56 NRi = 1.91NRp

0.55

Ssp, Shy 256 64% (164/256) 65% (166/256)Score 4
Sasa, Srp 28 82% (23/28) 75% (21/28)

Ssp, Shy, Sasa 256 59% (151/256) 61% (157/256)Score 6
Srp, Spl, SP i 28 75% (21/28) 67% (19/28)

line NRi = 1.91NRp
0.55 and combined score definition that used 4 parameters

(Score 4) is used as the default settings for the online prediction server.

4 Discussion

This new implementation of the patch prediction algorithm as an online server
provides a fast and reliable means of making predictions of protein interaction
sites. The implementation increased the prediction rate for the original data set
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(a) MDD (PDB code 1fi4)

(b) PPD(PDB code 1kbl)

Fig. 2. Alternative binding sites for two “incorrectly” predicted proteins (1kbl, 1fl4)
(a) Mevalonate 5-diphosphate decarboxylase (MDD, 1fi4), the binding site of meval-
unate is shown in red (right), the predicted best interface is shown in blue (left). (b)
Phyruvate phosphate dikinase (PPD, 1kbl), the binding site of pyruvate is shown in
red (right), the predicted best interface is shown in blue. (left). In all figures the true
interface site is shown in yellow.

of 28 homodimers to 83%, and produced a prediction rate of 65% for the new
data set of 256 nonhomologous homodimers. This work proves that the original
premise of the algorithm was valid, and holds for much larger datasets that
include more diverse protein-protein interaction sites.

Proteins whose binding sites were not predicted correctly were studied in more
detail, and a number were observed to have more than one protein interaction site
on their surface. Two examples are highlighted here, Mevalonate 5-Diphosphate
Decarboxylase (MDD, PDB entry code; 1fi4) and Pyruvate Phosphate Dikinase
(PPDK, PDB entry code; 1kbl). The interaction sites of these proteins were
never predicted using combined score Score 4, but it was observed that the
patches with a highest combined score were placed near or overlapped with
substrate binding sites within these proteins (Figure 2).
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MDD is a single-domain α/β protein with a deep cleft, which is responsible
for the synthesis of isopentenyl diphosphate from mevalonate (Bonanno et al
(2001)). Residues Pro113, Thr114, Ala115, Ala116, Gly117, Leu118, Ala119,
Ser120, Ser121 and Ala122 that lie within a deep cleft (Figure 2 (a)) are candi-
dates for binding the anionic substrate, mevalonate-5-diphosphate (Bonnanno et
al, 2001). In the prediction of 1fi4, the best patch with a highest combined score
overlapped part of the substrate binding site within the cleft at the C-terminal
end of the chain. A similar case is seen with PPDK (Figure 2(b)), which is
responsible for catalysis for interconverting ATP, Pi and pyruvate with AMP,
PPi and PEP(phosphoenolpyruvate) (Herzberg et all, 2002). In this enzyme the
Arg561, Arg617, Asp620, Glu745, Asn768, Asp769 and Cys831 are known to
form the pyruvate/PEP binding site within the centre of the α/β barrel in the
C-terminal end of the chain. In the prediction of 1kbl, the best patch with a high
combined score overlapped with part of this substate binding site. Hence even
those predictions that are classified as ”incorrect” actually revealed interesting
information.

This new implementation of patch analysis prediction in the form of an on-
line server provides a fast means of predicting protein interaction sites with an
increased rate of correct predictions. The fact that the server can reveal infor-
mation about alternative binding sites on the surface of a protein, means that it
has the potential to contribute to the identification of novel therapeutic target
sites.
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Abstract. Functional RNA elements in post-transcriptional regulation
of gene expression are often correlated with distinct RNA stem-loop
structures that are both thermodynamically stable and highly well-
ordered. Recent Discoveries of microRNA (miRNA) and small regulatory
RNAs indicate that there are a large class of small non-coding RNAs hav-
ing the potential to form a distinct, well-ordered and/or stable stem-loop
in numbers of genomes. The distinct RNA structure can be well evalu-
ated by a quantitative measure, the energy difference (Ediff ) between
the optimal structure folded from the segment and its corresponding op-
timal restrained structure where all base pairings formed in the original
optimal structure are forbidden. In this study, we present an efficient al-
gorithm to compute Ediff of local segment by scanning a window along
a genomic sequence. The complexity of computational time is O(L×n2),
where L is the length of the genomic sequence and n is the size of the
sliding window. Our results indicate that the known stem-loops folded
by miRNA precursors have high normalized Ediff scores with highly sta-
tistical significance. The distinct well-ordered structures related to the
known miRNA can be predicted in a genomic sequence by a robust sta-
tistical inference. Our computational method StemED can be used as
a general approach for the discovery of distinct stem-loops in genomic
sequences.

Keywords: well-ordered RNA structure, dynamic programming,
statistical inference, microRNA stem-loops.

1 Introduction

Recent advances in studies of non-coding RNAs (ncRNAs) and RNA interfer-
ence (RNAi) indicate that RNA is more than a messenger between genome and
protein. The ncRNAs are involved in various regulatory mechanisms of gene
expression at multiple levels. The functional structured RNAs (FSRs) that can
perform the regulatory activity comprise transfer RNA, ribosomal RNAs, self-
cleavage ribozymes, small microRNAs (miRNAs) and various RNA regulatory
elements, such as iron-responsive element (IRE) in the non-coding region (NCR)
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of ferritin mRNAs, internal ribosome entry sequence in the 5’ NCR and cis-acting
RNA elements involving in nuclear mRNA export, such as Rev response element
(RRE) of HIV-1 and constitutive transport element (CTE) of Mason-Pfizer mon-
key virus [1]. The known biological functions of ncRNA continue to grow and
newly discovered miRNA genes are one of the new classes of regulatory genes
in animals. The ∼ 22 nucleotides (nt) miRNAs can control gene expression by
binding to complementary sites in the 3’ NCR of target mRNA. It is interesting
to note that most of miRNA precursors are of ∼ 80 nt in length and form a
conserved fold-back stem-loop structure across the divergent species in which
the conserved ∼ 22 nt miRNA sequences are within one arm containing at least
16 base-pairings. Intriguingly, about 3800 distinct miRNA genes have been de-
termined in various genomes from the plant to animal [2]. It is conceivable that
there are a large number of various undiscovered ncRNAs or FSRs in the plant
and animal genomes.

A complete understanding of a FSR requires a knowledge of its primary se-
quence and 3-D structure. Currently, computational methods for analysis and
detection of FSRs have made a great progress. A number of tools [3-9] such as
tRNAscan-SE, Palingol, RNAMotif, ERPIN, RNAprofile, HomoStRscan, RE-
SEARCH and INFERNAL have been developed and have practical applications
to the search for FSRs of which primary sequences and higher-ordered struc-
tures are well determined, such as tRNA, 5S rRNA genes, signal recognition
particle and IRE. In contrast to these successful programs and algorithm, a few
computational methods are available for finding structured RNA elements as
potential FSRs or regulatory elements in mRNAs of which primary sequences
and higher-ordered structures are not well determined [10]. A computational ma-
chine learning approach using neural networks has been recently developed to
identify genes for FSRs in genomic sequences [11]. Some new computational pro-
cedures integrating various methods and experimental data have been developed
for identifying miRNAs encoded in various genomes [12-18].

RNA structure comparison and analysis from a number of laboratories show
that some specific combinations of base pairings and some conserved loop se-
quences in stem-loops are more abundant in FSRs [1]. A computational test on
tRNAs, RNase P RNAs, TAR and RRE of HIV-1, IRES of HCV and ribozyme
showed that the FSRs had well-ordered conformations that were unlikely to oc-
cur by chance [19]. The observation and computational test suggested that FSRs
possess well-ordered conformations that are both thermodynamically stable and
uniquely folded.

Our hypothesis is that the quality of the well-ordered RNA structure can
be assessed by the computed energy difference (Ediff ) between the folded op-
timal structure (OS) and its corresponding optimal restrained structure (ORS)
in which all the previous base pairings in the OS are forbidden. Recent studies
indicated that known miRNA precursors and other FSRs were closely related to
the well-ordered stem-loops with high statistical significance [10, 18]. The previ-
ously developed EDscan [10] can extract the signals that have statistically high
normalized scores of Ediff computed from these successive segments of length
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n by scanning the window of size n along the genomic sequence of size L. The
method EDscan needs a computation time of O(L × n3). Also, the extracted
signals are quite sensitive to the size of sliding window selected in the compu-
tation. In order to discover the well-ordered stem-loops in genomic sequence,
we present here an efficient algorithm StemED to compute Ediff for the local
fragments by moving a window along a genomic sequence. The computational
time is improved to the order of O(L × n2). Furthermore, our tests show that
the signals of the identification of miRNA genes in genomic sequence are quite
stable even if the variant window sizes are selected. This is especially impor-
tant when the data mining approach is used to explore those undiscovered FSRs
in a genomic sequence in the first step. The predicted candidates of FSRs or
miRNA precursors can be verified further by additional information, such as
experimental data or the conservation of both the sequence and structure.

2 Methods

In our method StemED, the quality of a locally well-ordered folding sequences
(WFS) is evaluated by a quantitative measure Ediff that is defined as the dif-
ference of free energies between the OS and its corresponding ORS [10]. That
is

Ediff = Ef − E

where E and Ef are the lowest free energies of the OS and ORS folded by the
local segment (S), respectively. To compute Ef , we first have to determine the
secondary structure of the OS folded by the S in addition to compute E. By
prohibiting all base-pairings in the folded OS, we then compute the lowest free
energy of the local segment S again. Thus, we need to fold the segment S twice
under the two specific conditions in order to compute Ediff of S.

It is well established that most nucleotide residues in all RNA molecules inter-
act to form short, intramolecular helical regions and unpaired loops, so defining a
secondary structure. The helical stem regions consist of a series of uninterrupted
Watson-Crick or wobble G:U base-pairs. The loops include hairpin loops, in-
ternal loops, bulge loops, and multibranch loops. The energy of a secondary
structure is considered to be the sum of the energy contributions from all of
the stacked base-pairs and loops it contains. For a given RNA sequence, we use
the dynamic programming algorithm to predict a secondary structure with the
lowest free energy by the given energy rules [20]. The dynamic programming is
a commonly used technique for solving the discrete optimization problems by
calculating recursively the minimum energy structure on progressively longer
subsequences.

2.1 Computation of the Lowest Free Energy

Let V (i, j) denote the lowest free energy in a segment from i to j given in which
i is paired with j denoted by i : j. From the definition of the various types of
loops in a secondary structure [21], V (i, j) can be computed as follows:
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V (i, j) = min{VH(i, j), es(i, j) + V (i + 1, j − 1), VIB(i, j), VM (i, j)}

where VH(i, j) is the energy of the structure if base-pair i : j closes a hairpin
loop, es(i, j) is the stacking energy if i : j stacks over (i + 1) : (j − 1), VIB(i, j)
is the optimal energy if i : j closes a bulge or interior loop, and VM (i, j) is the
optimal energy if i : j closes a multibranch loop. VIB(i, j) can be computed by

VIB(i, j) = min{eib(i, j; i′, j′) + V (i′, j′), i < i′ < j′ < j}

where eib(i, j; i′, j′) is the energy contribution of the bulge or interior loop closed
by base-pairs i : j and i′ : j′.

If we assume the energy rule for loops is basically a function of loop size, then
it requires a single calculation for each i : j and therefore the total computation
time is O(n2) in the calculation of VH(i, j) and es(i, j) for the fragment of size
n. Biologically, a loop of order 2, a loop closed by two base-pairs, is seldom
very large. It is reasonable to assume that the size of a bulge or interior loop
is less than some fixed number. Under this assumption, the time to search for
the optimal bulge or interior loop reduces from O(n4) to O(n2). To compute
VM (i, j), we need to consider all possible multibranch loops closed by i : j. This
implies that the time complexity for computing VM (i, j) is O(2j−i) and therefore
the overall execution time for VM is O(2n).

Since our aim is to discover those distinct well-ordered stem-loops in a ge-
nomic sequence, we exclude the multibranch loop in our method [22], StemED.
Furthermore, we only consider a secondary structure with a single stem-loop
structure by the local fragment. Under these restrictions, the computation time
for V in StemED is O(n2), where n is the length of the local fragment.

If we let W (i, j) be the optimal energy regardless i and/or j formed a base-
pair or not, then, under these restrictions, we have

W (i, j) = min{V (i, j), V (i + 1, j) + d(i), V (i, j − 1) + d(j), v(I + 1, J − 1) +
d(i) + d(j), W (i, j − 1), W (i + 1, j) }
where d(i) is the dangling contribution of base i. The computation for W requires
O(n2). Thus, the energy matrices V and W can be obtained as follow:

do j=1 to n
do i=j down to 1

V (i, j) = min{VH(i, j), es(i, j) + V (i + 1, j − 1), VIB(i, j)} (1)
W (i, j) = min{V (i, j), V (i + 1, j) + d(i), V (i, j − 1) + d(j),

V (i + 1, j − 1) + d(i) + d(j), W (i, j − 1), W (i + 1, j)} (2)
enddo

enddo

The lowest free energy, E, of an optimal structure OS, folded by the local
fragment (length is n) is the matrix element W (1, n) from the definition of
W (i, j). The base-pairs in the optimal stem-loop structure are then determined
by the following traceback algorithm:
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initialize: i = 1, j = n, and e = W (1, n)
do while (e = W (i, j))

i = i + 1
enddo
do while (e = W (i, j))

j = j − 1
enddo
if (e = V (i, j)) then

store i and j in a base-pair list
elseif (e = V (i + 1, j) + d(i)) then

store i + 1 and j in a base-pair list
set e = V (i + 1, j) and i = i + 1

elseif (e = V (i, j − 1) + d(j)) then
store i and j − 1 in a base-pair list
set e = V (i, j − 1) and j = j − 1

elseif (e = V (i + 1, j − 1) + d(i) + d(j)) then
store i + 1 and j − 1 in a base-pair list
set e = V (i + 1, j − 1), i = i + 1 and j = j − 1

endif
do while (e �= VH(i, j))

if (e = es(i, j) + V (i + 1, j − 1)) then
store i + 1 and j − 1 in a base-pair list
set e = V (i + 1, j − 1), i = i + 1 and j = j − 1

elseif (e = VIB(i, j)) then
store i′ and j′ in a base-pair list
set e = V (i′, j′), i = i′ and j = j′

else
write error message

endif
enddo

In order to compute Ef , we fold the fragment again under the condition
where all base-pairs in the OS are prohibited by assigning a large positive value
to V (i, j) for each base-pair in OS [21] whose base-pair list has been determined
above by the traceback algorithm. Using the same algorithm we calculate energy
matrices, V (i, j) and M(i, j) by Eq.(1) and Eq.(2).

2.2 Statistical Inference of WFS

One important question in our approach is how to evaluate the statistical signif-
icance of the score Ediff computed from a local segment. Statistical inference of
the computed data needs to quantify uncertainties involved in the analysis. In
the statistical analysis we adapt Monte Carlo simulations to estimate the typical
behavior of Ediff computed in a random sample that is selected to be related
to the local segment [23]. For a given segment Si we generate a large number of
randomly shuffled sequences (RSi,1, RSi,2, . . . , RSi,m), where the number m is
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often determined by the length of the segment Si. Ediff (Si) and Ediff (RSi,j)
(1 ≤ j ≤ m) of the m randomly shuffled sequences are then computed. The
random variables Ediff (RSi,j) are expected to follow the Poisson distribution
approximately (see Fig. 1). To facilitate statistical inference, a normalized z-
score, SigZscre(Si) can be computed by the formula

SigZscre(Si) =
Ediff (Si) − Ediff (RSi)

std(RSi)

where Ediff (RSi) and std(RSi) are the sample mean and sample standard devi-
ation (std) computed from the random sample. The distribution of the random
variables SigZscre(RSi,j) (1 ≤ j ≤ m) are expected to approximately follow a
normal distribution. Thus, the statistical significance of Ediff (Si) for the seg-
ment Si can be easily estimated by means of the table of normal distribution.

To extract the signal with statistically high Ediff computed in a genomic
sequence, we also compute a normalized score Zscre of Ediff , similarly. The
normalized score can be computed by the formula

Zscre(Si) =
Ediff (Si) − Ediff (w)

std(w)

where the sample mean Ediff (w) and sample standard deviation std(w) are com-
puted from the sample composed of Ediff (S1), Ediff (S2), . . . , Ediff (SL−n+1) by
sliding the window of size n in steps of a few nt from 5’ to 3’ along the sequence
of length L.

3 Results and Discussion

3.1 Statistical Inference of Known Arabidopsis Thaliana miRNAs

92 miRNA stem-loops of Arabidopsis thaliana are listed in the database of
miRNA Registry (2005 version) [2]. For each of 92 miRNA stem-loops, to as-
sess the statistical significance of Ediff , the sample mean Ediff (RSi) and sam-
ple standard deviation std(RSi) were computed from 500 randomly shuffled se-
quences. On the average, Ediff (RSi) and std(RSi) were 3.99 and 0.80 (kcal/mol),
respectively. In contrast, the mean and std of Ediff computed from 92 miRNA
precursors were 30.54 and 8.22 (kcal/mol). The average SigZscr computed from
these miRNA precursors was 8.48 that was highly significant in a normal dis-
tribution. Statistical analysis of computed Ediff for these miRNA stem-loops
are listed in Table 1. Our results indicate that the Ediff computed from these
miRNA stem-loops are significantly greater than that computed from their cor-
responding randomly shuffled sequences. For example, scores Ediff computed
from the stem-loops of MIR395a, MIR395b and MIR395c are 26.5, 25.9 and 30.8
(kcal/mol), respectively. However, Ediff (RSi,j) scores are ranged from 0 to 15.1
kcal/mol in the random sample of MIR395a precursor. Similarly, Ediff (RSi,j)
scores are ranged from 0 to 18.7 in the random sample of MIR395b and 0 to 22.4
in the random sample of MIR395c, respectively. The distributions of Ediff (RSi,j)
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Table 1. Random test of quantntative measure Ediff computed from miRNA precur-
sors of Arabidopsis thaliana

from the three random samples are displayed in Fig. 1. The values of SigZscr
computed from the stem-loops of MIR395a, MIR395b and MIR395c are 8.45,
8.10, and 9.11, respectively.

For other known miRNA stem-loops listed in the miRNA database (2005
version), we used the same approach to evaluate the statistical significance of the
distinct stem-loop structures folded by miRNA precursors in human, mouse, rat,
Gallus gallus, fly, Caenorhabditis elegans, Caenorhabditis briggsae, and Oryza
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Table 2. Statistical analysis of computed Ediff from miRNA precursor and their
corresponding randomly shuffled sequences

sativa genomes. These statistical analysis data are summarized in Table 2. It
is clear that the folded stem-loops from these miRNA precursors are distinct,
well-ordered and can be well characterized by the measure Ediff .

3.2 Fold-Back Stem-Loops of the Reported miRNA Precursor Are
Coincident with Statistically Significant WFSs

The three miRNAs of MIR395a, MIR395b and MIR395c are clustered and en-
coded in the chromosome 1 (Accession No. NC 003070.5) of Arabidopsis thaliana.
Among them, MIR395b and MIR395c are encoded in the positive stranded se-
quence (PSS) and MIR395a is encoded in the reverse complementary sequence of
the listed sequence. Fig. 2 graphically displays the observed distributions of the
scores Zscre and SigZscre that were computed by moving the 100-nt window
in steps of 3 nt along the PSS of chromosome 1. It is clear that the distinct WFS
associated with the three miRNAs can be explicitly detected by the two scores.

We also searched for miRNA stem-loop structures in Drosophila melanogaster
by StemED. The chromosome 3R of fly genome has about 27.9 million nts. We
computed the Zscre distribution by StemED and scanning the 100-nt window
with a step of 5 nt along the chromosome sequence. We found some interesting
noncoding regions in which the computed WFS elements with very high Zscre

were clustered. As shown in Fig. 3 we detect those WFSs that are coincident with
the well known miRNA genes, mir-277 (5925762−5925861), mir-92a (21461593−
21461687) and mir-279 (25030673 − 25030772). The computed Zscre are 6.38,
6.92 and 5.96, respectively. Except for the distinct miRNA genes we also found
the other distinct stem-loop structures with high Zscre values as seen in Fig. 3.

3.3 Predictions Are Not Sensitive to the Selected Window

We previously reported that let-7 stem-loop could be precisely predicted by
EDscan [5] from a 2460-nt genomic sequence of C.elegans (Accession number
AF274345). However the accuracy of prediction was closely associated with the
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Fig. 1. Ediff distributions computed from three random samples corresponding to
the three distinct stem-loop structures of MIR395a, MIR395b and MIR395c. Each
random sample has 500 randomly shuffled sequences of the precursor sequences of
MIR395a (top), MIR395b (middle) and MIR395c (bottom). In the plot, the horizontal
axis represents Ediff and plotted with step size of 0.2 kcal/mol.

window size selected in the calculation. The shortcoming is inconvenient to search
for those miRNA and/or FSRs that are not well established. In contrast to
EDscan, the weakness in the prediction of miRNA stem-loops can be improved
by using StemED. This is because StemED searches for the distinct stem-loop
only without considering those potential multiple-loops and opening bifurcate
stem-loops folded in the local segments. To test our hypothesis, we computed
Zscre by StemED and a set of windows which sizes were 75, 100, 125 and 150-
nt, respectively. In all cases, the let-7 stem-loop were detected precisely (see
Fig. 4). Our results indicate that the prediction of miRNA genes by StemED is
less sensitive to the window size. StemED is more stable in the prediction of the
distinct stem-loop structures than EDscan. As a rule of thumb, we often scan
a window of which size is little bigger than the target size of potential FSRs or
ncRNAs by StemED.

Using StemED and EDscan [10] we also detect the small regulatory RNAs
in E. coli genomes. Those small regulatory RNAs do not possess the conserved
secondary structure but most of them have statistically high Zscre and SigZscre

(data are not shown). Thus, StemED is generally applicable for finding FSRs
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Fig. 2. Zscre and SigZscre of local segments computed in the region 9360001−9375000
of Arabidopsis thaliana chromosome 1. The quantitative measure Zscre was computed
by moving a 100-nt window in steps of 3 nt from 5’ to 3’ along the genomic sequence
by StemED. The plot was made by plotting Zscre against the position of the middle
base of the local overlapping segments. Zscre = 6.0 is marked by a horizontal line in
the top plot and a horizontal line of SigZscre = 6.0 is marked in the bottom. The peak
with the maximal scores in each plot is coincident with the reported miRNA genes,
MIR395a, MIR395b and MIR395c that are marked. Among them, MIR395a is encoded
in the reverse complementary sequence of the listed sequence in the genome database.

that are associated with their specific stem-loop conformations that are expected
to be both significantly more ordered and thermodynamically more stable than
anticipated by chance.

Rapid advances in computational biology and bioinformatics are providing
new approaches to complex biological systems. For example, several computa-
tional approaches for detection of miRNA precursors have been currently devel-
oped [10-18, 22-23]. They have been successfully applied to discover a number
of miRNAs. Most of these methods use the routine software of RNA secondary
structure prediction, such as mfold [20, 21] to detect the most stable RNA struc-
tures. From the predicted stable stem-loop pool, the sequence conservation and
common structural pattern in the pool are further checked so that the poten-
tial miRNA-like stem-loops are predicted. In this study, we present a general
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Fig. 3. Zscre of local segments computed in the region 5919971 − 5930470 (top),
region 21459971 − 21470470 (middle) and region 25029971 − 25040470 (bottom) of
D. melanogaster chromosome 3R. The quantitative measure Zscre was computed by
moving a 100-nt window in steps of 5 nt from 5’ to 3’ along the sequence by StemED.
The plot was made by plotting Zscre against the position of the middle base of the
local overlapping segments. The peak with the maximal Zscre in each plot is coincident
with the reported miRNA genes, mir-277, mir-92a and mir-279 that are marked. We
also detected other distinct stem-loops that were the both thermodynamic stable and
highly well-ordered. Zscre = 5.5 is marked by a horizontal line in the plot.

approach to discover well-ordered stem-loop structures in genomic sequences.
The method, StemED is more powerful for finding distinct stem-loops in genome
than that of classical mfold. With the improvement of the integrating algorithms
of statistical and computational tools of RNA folding, the computational ap-
proach can be used to discover ncRNAs and/or FSRs that are associated with
important biological properties. The demand is growing in proportion to the
size of sequence databases, which are growing exponentially. The existing tools,
although already successful in finding interesting structural features of ncRNAs,
can be improved further by future development.
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Sequence Position of C.elegance let−7 RNA gene, AF274345

Zscr computed by sliding a 75, 100, 125 and 150−nt window are shown in Figs. a−d, respectively

Fig. 4. Zscre of local segments computed in the genomic sequence of C. elegans (Ac-
cession No. AF274345). Zscre values were computed by moving a set of windows whose
sizes are 75-nt (shown in row 1), 100-nt (row 2), 125-nt (row 3) and 150-nt (row 4) in
steps of 3 nt from 5’ to 3’ along the sequence by StemED. The plot was made by plot-
ting Zscre against the position of the middle base of the local overlapping segments.
The reported miRNA stem-loops let-7 can be easily distinguished in each plot by the
maximal Zscre as denoted by peak.
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Abstract. Detailed knowledge of the subcellular location of all proteins and 
how they change under various conditions is essential for systems biology ef-
forts to recreate the behavior of cells and organisms. Systematic study of sub-
cellular patterns requires automated methods to determine the location pattern 
for each protein and how it relates to others. Our group has designed sets of 
numerical features that characterize the location patterns in high-resolution 
fluorescence microscope images, has shown that these can be used to distin-
guish patterns better than visual examination, and has used them to automati-
cally group proteins by their patterns. In the current study, we sought to extend 
our approaches to images obtained from different cell types, microscopy tech-
niques and resolutions. The results indicate that 1) transformation of subcellular 
location features can be performed so that similar patterns from different cell 
types are grouped by automated clustering; and 2) there are several basic loca-
tion patterns whose recognition is insensitive to image resolution over a wide 
range. The results suggest strategies to be used for collecting and analyzing im-
ages from different cell types and with different resolutions. 

Keywords: Location Proteomics, Pattern Recognition. 

1   Introduction 

The central goal of proteomics is to characterize all proteins in a given cell type, 
which includes but is not restricted to the characterization of protein sequence, struc-
ture, expression, localization, function and regulation. Subcellular location is a critical 
property of a protein, and knowledge of the location pattern is essential to the com-
plete understanding of its function. However, unlike many other properties for which 
systematic and automated approaches have been developed [1, 2], the systematic 
study of protein location patterns has just started [3]. Most of the approaches that exist 
today are based on assignment by database curators of terms from a restricted vocabu-
lary, such as that generated by the Gene Ontology Consortium (http://geneontol-
ogy.org). These approaches generally cannot distinguish location patterns beyond the 
level of major subcellular organelle categories. The development of random tagging 
techniques [4, 5] enables us to produce on a reasonable time scale a large number of 
clones from a given cell type that each express a different fluorescently-tagged  
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protein [6, 7]. Advances in microscope technologies have further enabled us to record 
high resolution, 3D fluorescence images of living cells. These techniques combined 
together can provide a collection of high resolution images for a large number of pro-
teins in a given cell type. Machine learning techniques have been applied to provide 
tools for automated and systematic analysis of such images, initially by our group [8-
10] and more recently by others [11, 12]. These methods are suitable for automated 
analysis of subcellular location on a proteome-wide basis. 

The core of our approach is the design of Subcellular Location Features (SLF), 
numerical descriptors that can quantitatively describe the distribution of proteins in-
side a cell. Cells vary greatly in their size, shape, position and rotation in the field. 
The total intensity of a cell is also affected by the labeling and imaging techniques. 
We designed SLFs so that they are able to represent location patterns while at the 
same time not being too sensitive to changes in cell intensity, position and orientation. 
Using the SLFs, we have built automated classifiers that are able to distinguish the 
major subcellular organelles and structures with high accuracy. An important conclu-
sion of this work is that some classifiers built on SLFs are able to distinguish location 
patterns which are essentially indistinguishable to human visual inspection [13]. 

Besides automated classifiers, we have also described approaches for objectively 
partitioning an arbitrary protein collection by subcellular location pattern. Initial trials 
with a limited set of randomly tagged proteins in the NIH 3T3 cell line demonstrated 
the feasibility of this approach [14, 15]. 

Our previous trials have validated the effectiveness of SLFs in describing protein 
subcellular location patterns in different data sources [9, 10, 15]. Although each of 
these trials was based on a single dataset, they suggest that SLFs describe general 
characteristics of location patterns, regardless of the data source. However, we have 
observed that classifiers trained on one dataset cannot simply be applied to another 
dataset taken for a different cell type or under different microscopy conditions. We 
therefore sought features and/or transformations of features that would be robust 
against variations in cell type or labeling and imaging protocols. This would be an 
important step towards our ultimate goal of systematically studying protein location 
patterns across all cell types. It would enable researchers to utilize classification or 
clustering procedures without first building their own reference set. Furthermore, as 
more and more published literature becomes available on line, we can potentially ac-
quire and analyze many images without performing a single experiment. Such an ef-
fort (the SLIF, or Subcellular Location Image Finder, project) is ongoing in our group 
[16]. Given a suitable feature set and/or transformation, images retrieved from a range 
of sources could be analyzed to give a more comprehensive understanding of location. 

A separate but related issue is the relationship between the resolution of an image 
and the resolution of the subcellular location assignment that can be made from it. 
Our initial experiments on 3D images were performed on a set of high resolution con-
focal fluorescence microscope images (0.05 – 0.1 µm horizontal pixel resolution) [10, 
14]. However, even with recent advances in automated imaging technologies, the data 
acquisition step for high resolution fluorescence images is still the bottleneck for loca-
tion studies at the proteome level. There is frequently a tradeoff between speed and 
resolution during image collection yet image resolution is one of the most important 
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factors affecting the discriminating power of any interpretation method. For example, 
although we have shown that using our feature based classification approaches, two 
Golgi proteins (giantin and gpp130) could be distinguished with near-perfect accuracy 
in the high resolution 3D HeLa dataset [17], it is unlikely that these proteins would be 
distinguishable using images where the Golgi complex is barely separated from other 
subcellular organelles. Therefore, it is essential to establish guidelines for the maxi-
mum discrimination between subcellular patterns that can be expected for images at 
different resolutions. Strategies for image collection appropriate to a given problem 
can be properly chosen once such a guideline is established. 

We have previously evaluated the effects of several image manipulations on 2D 
SLFs, including compression, resizing, and intensity rescaling [18]. The results sug-
gested that while most individual features were sensitive to resizing, neural network 
classifiers trained on resized images were robust to a minor degree of resizing. It is 
therefore of interest to more fully study the performance of automated interpretation 
tools using images at different resolutions, and to consider 3D images. 

This paper describes initial approaches to the problem of analyzing protein location 
patterns across different cell types and conditions. We combined 3D image data from 
two sources: a HeLa cell dataset of 11 different location patterns obtained by im-
munofluorescence labeling and a 3T3 cell dataset for 90 clones expressing different 
GFP-tagged proteins obtained by random tagging techniques. We searched for a 
proper transformation between features calculated for the 3D HeLa dataset and their 
counterparts for the 3D 3T3 dataset. We also evaluated the effects of pixel resolution 
on protein location pattern interpretation using the 3D HeLa dataset. 

2   Methods 

2.1   Datasets 

The acquisition of the 3D HeLa dataset has been described previously [10]. To create 
it, antibodies were chosen for 8 different proteins found in 7 subcellular organelles 
and structures: ER (endoplasmic reticulum protein p63), Golgi (giantin and gpp130), 
lysosomes (LAMP2), endosomes (transferrin receptor), mitochondria (a mitochon-
drial inner membrane antigen), nucleoli (nucleolin), and microtubules (tubulin). A 
secondary antibody conjugated with Alexa 488 dye was then applied. A ninth protein 
(F-actin, present in microfilaments) was labeled using phalloidin directly-conjugated 
to Alexa 488. In parallel, total DNA and total cellular protein were labeled using 
propidium iodide (PI) and Cy5 reactive dye, respectively. The two Golgi proteins 
were included in the image dataset to test the ability of any classification system to 
separate protein location patterns which we have shown are essentially indistinguish-
able to visual inspection [13]. Images were taken with a three-channel confocal laser 
scanning microscope with lateral pixel resolution of 0.049 μm and axial pixel resolu-
tion of 0.203 μm. The 3D HeLa dataset contains 11 different subcellular location  
patterns with 50 – 52 cells per pattern (558 cells in total). Each cell is represented as a 
3-color stack of from 14 to 24 2D slices each consisting of 1024 × 1024 pixels with  
8-bit intensities. Example images are shown in Figure 1. 
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Fig. 1. Typical images from the 3D HeLa image dataset. Red, blue and green colors represent 
DNA, total protein and target protein staining, respectively. Projections on the X-Y (top) and 
the X-Z (bottom) planes are shown. Reprinted by permission of Carnegie Mellon University. 

The acquisition of the 3D 3T3 dataset has also been described previously [14]. NIH 
3T3 cell clones expressing GFP-tagged proteins were generated using CD-tagging 
techniques [4, 6]. A population of cells was infected with a retrovirus that creates a 
new GFP exon if inserted into intronic sequence. After the infection, cells expressing 
GFP-tagged proteins were isolated and subcloned. The identity of the tagged protein 
was determined by RT-PCR and sequencing. GFP images were taken with a single-
channel spinning disk confocal microscope with lateral pixel resolution of 0.11 μm 
and axial pixel resolution of 0.5 μm. The 3D 3T3 dataset contains 90 different GFP 
expressing clones with 9 – 33 cells per clone (1554 cells in total). Each cell is repre-
sented as a 1-color 1280 × 1024 × 31 stack with 12-bit pixel intensities. Example im-
ages are shown in Figure 2. 

 

Fig. 2. Selected images from the 3D 3T3 image dataset. Tagged protein names are shown with 
a hyphen followed by a clone number if the same protein was tagged in more than one clone in 
the dataset. Projections on the X-Y (top) and the X-Z (bottom) planes are shown. Reprinted 
from reference 15. 
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2.2   Image Processing 

Before feature extraction, the raw images were first corrected for background fluores-
cence, segmented into single cell regions, and thresholded. The segmentation for the 
3D HeLa dataset was performed using parallel DNA and total protein images and a 
seeded watershed algorithm as described previously [10]. The segmentation of the 3D 
3T3 dataset was achieved by manually defining a cropping mask for each cell since 
DNA and total protein images were not available. 

For experiments on clustering proteins from different sources, the 3D HeLa dataset 
was down-sampled to the resolution of the 3D 3T3 dataset before feature extraction. 
When studying effects of pixel resolution, each preprocessed image from the 3D 
HeLa dataset (after background correction and segmentation) was resized from 2 to 7-
fold (corresponding to a reduction in pixel size of from 50% to 14%). 

2.3   Feature Extraction 

For clustering of images from different data sources, feature set SLF11 [14] was cal-
culated for all images. It consists of 14 morphological features from set SFL9 [10], 2 
edge features [14] and 26 Haralick texture features [14, 15]. The 26 texture features in 
SLF11 consist of mean and range features for the 13 directions of pixel adjacency; the 
range features were not used in this study. Texture features for both the HeLa and 3T3 
datasets were calculated after downsampling to 0.5 μm pixel size and 64 gray levels, 
which were determined to be the optimal settings for the 3T3 dataset [15]. 

For assessment of effects of pixel resolutions, feature set SLF19 [19] was  
calculated for the 3D HeLa dataset for the original images as well as for images 
downsampled from 2 to 7 fold (downsampling ratios refer to the lateral dimensions; 
downsampling in the in the axial dimension was only done as needed to match the  
lateral dimensions). It consists of the 42 SLF11 features plus an additional 14 mor-
phological features calculated with reference to the parallel DNA image. For the 
original images and the 2-fold down-sampled images, texture features were calculated 
after additional downsampling to 0.4 µm pixel resolution and 256 gray levels, the op-
timal settings for the HeLa dataset [17]. For the other down-sampled images, texture 
features were calculated without further downsampling. 

2.4   Feature Transformation Between Cell Lines 

To find a set of features and a transformation function that could make HeLa cell fea-
tures comparable to 3T3 cell features, four sets of subcellular patterns that were ex-
pected to be similar between the two cell types were identified. For each set, the mean 
feature values were calculated for both cell lines (since all values of feature 
SLF11.28, the average information measure of correlation 1, were negative, we con-
verted them to absolute values). For each feature, we then fit the following  
transformation: 

log f3T 3( )= α + β × log f HeLa( ) (1) 

where α and β are fitted regression coefficients. We chose a simple linear regression 
model since we have only four data points for each feature. The log form was used 
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since the dynamic range of each feature can be quite large. Once the intercepts and 
coefficients for each individual feature were determined, we transformed the features 
calculated for all cells using the formula. Four of the features were eliminated: 
SLF9.2 (Euler number of objects) had both positive and negative values and could not 
be log transformed, and SLF9.8, SLF9.17, SLF9.20 were dropped because they were 
not observed to be discriminatory before transformation. 

2.5   Feature Selection 

We have previously observed after characterization of a number of methods for fea-
ture selection that Stepwise Discriminant Analysis (SDA) performed the best in the 
domain of subcellular location features [20]. We formed a merged HeLa-3T3 dataset 
but in which the four classes common to both datasets were joined (as discussed 
above). This gave a total of 82 classes (90 3T3 classes plus 11 HeLa classes minus 19 
3T3 classes that belong to the four common classes). We applied SDA to the 25 fea-
tures for the 82 classes, resulting in a list of ranked features with descending order of 
discriminating power. We selected the optimal feature set using classifiers with in-
creasing numbers of the SDA ranked features [15].  

A similar procedure was followed for the downsampled HeLa images. 

2.6   Implementation of Classification and Clustering Algorithms 

A support vector machine was trained and tested with an rbf kernel and max-win 
strategy and the overall classification accuracy was estimated by 10-fold cross  
validation. 

Two clustering approaches were used as described previously [15]. The first ap-
proach started by performing k-means clustering using standardized (z-scored) 
Euclidean distance on all single cell observations with k increasing from 2 to either 20 
for the resampled 3D HeLa dataset or 101 for the combined dataset (90 3T3 clones 
and 11 HeLa classes). Akaike Information Content (AIC) was used to select the opti-
mal k. For each class, the cluster containing the largest membership was found. If that 
cluster contained at least 33% of the cells for that class, those cells were retained and 
the class was assigned to that cluster. Otherwise the class was dropped from further 
consideration. The second approach started from the cells retained in the first ap-
proach. It consisted of building a set of dendrograms using randomly selected halves 
of the retained dataset, and then constructing a majority consensus tree from the set of 
dendrograms. AIC was used to select the optimal cutting of the consensus tree into 
disjoint clusters. 

2.7   Creation of Cluster Relationship Maps 

Cluster relationship maps were created to visualize the effect of pixel size on the 
number of distinguishable location classes. The input to create these maps is a list of 
original classes and a matrix showing which classes are clustered together as a func-
tion of degree of downsampling. This matrix was created for the 3D HeLa dataset us-
ing k-means/AIC clustering as described above. A graph is then created with a node 
for each cluster found at each level of downsampling. Edges are created between 



334 X. Chen and R.F. Murphy 

nodes at different levels that contain the same class. In theory this graph could be 
quite complex, but in practice it was observed for the 3D HeLa data to be composed 
of distinct cliques. A cluster relationship map is created from the graph in two steps. 
The class indices are reindexed so that classes in the same clique have continuous in-
dices. Coordinates for plotting are then assigned to each node: the downsampling 
level as the ordinate and the average index of its members as the abscissa. To facili-
tate comparison between levels, the overall accuracy of a classifier across all classes 
at a given downsampling ratio is noted adjacent to the left axis and the accuracy of a 
classifier trained on just the number of nodes at each level is noted on the right side. 
Visual clues are also provided to faciliate interpretation of the map. The width of the 
edge is drawn proportional to the number of classes shared between two clusters. If 
classes in a lower level (smaller downsampling ratio, higher resolution) node split into 
multiple nodes at the next higher level (larger downsampling ratio, lower resolution), 
the numerical IDs of the classes represented by each edge are written on the edge. If 
all classes at a lower level node still belong to a single node at the next higher level, 
the numeric IDs are omitted. Using this labeling scheme, membership of each node as 
well as individual edge could be inferred from the plot without ambiguity. 

3   Results 

3.1   Feature Conversion and Selection for the Combined HeLa-3T3 Dataset 

The 3D HeLa dataset, consisting of 11 distinct location patterns, and the 3D 3T3 data-
set, consisting of 90 randomly tagged protein clones, were derived independently on 
two different instruments. Table 1 lists the major differences between the two data-
sets. The two datasets were derived from cell lines that have different cell size, were 
labeled with different techniques and were imaged with different microscopes and 
protocols. Consequently, we expect some differences in features calculated for the 
same location pattern in the two datasets. 

Our initial approach was to find an optimal subset of features that are not sensitive 
to these variations by feature selection rather than transformation (data not shown). 
Starting from feature set SLF11 (after reduction to 29 features as described in the 
Methods) and following procedures described previously [15], we obtained a mixed 
result. Although the nucleolar and nucleus location patterns from 3T3 and HeLa cell 
lines partitioned into the same clusters, most of the HeLa location patterns formed a 
distinct cluster that was isolated from the rest of the 3T3 clusters. This result sug-
gested that some (if not most) of the features are dependent on the cell type or meth-
odology used for acquisition. 

Table 1. Differences between the datasets used in this study 

Name Labeling Method Microscopy Method Objective Resolution (μm) 
3D HeLa Immunofluor Laser Scanning Confocal 100× 0.049 × 0.049 × 0.203 
3D 3T3 CD-tagging Spinning Disk Confocal 60× 0.11 × 0.11 × 0.5 
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We therefore sought to find a suitable transformation that could be used to convert 
features for HeLa cells into their counterparts for 3T3 cells. Given the limited number 
of classes in common between the two, we sought to fit a linear regression model to 
the log of the feature values for corresponding pattern classes. 

In order to achieve this goal, we started by identifying several sets of proteins that 
share the same location pattern in the two different cell lines. After visual inspection 
of the images, we identified four calibration sets, namely cytoskeletal, mitochondrial, 
nucleolar and uniform (whole cell) patterns. Although both the 3D HeLa dataset and 
the 3D 3T3 dataset have a nuclear pattern, we did not consider them to be correspond-
ing. This is because the nuclear pattern in the HeLa cell set was generated by DNA 
staining (Figure 1) while the nuclear pattern in the 3T3 cell dataset was from a spe-
cific nuclear protein, Hmga1-1 (Figure 2), and the former pattern shows more uniform 
staining across the nucleus. 

We calculated the mean feature vector for each location pattern of both datasets. 
For each feature, we used the feature values for the four calibration sets to estimate 
the intercepts and coefficients for a log linear regression model. 

In order to get the optimal subset of features for the combined dataset, we followed 
the feature selection procedure for clustering described previously [15]. The principle 
behind this approach is to use increasingly numbers of the features ranked by SDA to 
train a classifier for all classes and choose the subset that gives the best classification 
accuracy (recognizing that some classes may not be distinguishable). When we used 
the optimal feature subset to train a neural network classifier to recognize the 4 com-
bined patterns and the remaining single patterns, the overall classification accuracy 
was 62%. The classification accuracy for the combined cytoskeletal, mitochondrial, 
nucleolar and uniform cellular location patterns were 65%, 83% 98% and 97% re-
spectively, suggesting that the classifier could learn decision boundaries for both cell 
types reasonably well (particularly for nucleolar and uniform cellular patterns). The 
inspection of classification errors within the cytoskeletal class also revealed that the 
highest error occurred for the HeLa F-actin class, which can be expected since its pat-
tern is similar but not identical to that of tubulin. 

3.2   Clustering of the Combined Dataset 

A robust set of features would group the protein images based on their location pat-
terns. We tested this hypothesis by using two different approaches to clustering. 

The first approach is the k-means/AIC algorithm. Using the selected optimal subset 
of transformed features, we found the minimum AIC was achieved at k = 31. How-
ever, 14 of these 31 clusters contained only minority images (images from a particular 
class that were not in the plurality cluster for that class) and were eliminated. This left 
17 protein clusters that contained at least 33% of the images for at least one class. The 
number of classes per cluster ranged from 1 to 12 and the 11 HeLa classes were dis-
tributed into 8 clusters. 

A parallel approach was to perform consensus clustering as we have described pre-
viously [15]. Since we had multiple images for each class in our datasets, we con-
structed a set of dendrograms in which each was built using a random half of the images 
for each class. A single majority consensus tree, which contains only the frequently-
observed structures, was constructed from the set of dendrograms (Figure 3).  
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A set of disjoint clusters could be selected from the consensus tree by finding that set 
of cuts that minimized AIC (these are shown as short vertical lines in Figure 3). 
Eleven clusters were obtained with 3 to 23 clones per cluster. 

Comparison of the clusters obtained in the two approaches revealed that the parti-
tioning obtained by consensus tree analysis is contained in the partitioning by k-
means/AIC. In other words, while members of any single cluster from k-means/AIC 
belong to a single cluster from consensus clustering, a cluster from consensus cluster-
ing contains one or more clusters from k-means/AIC. 

Examination of the consensus tree (Figure 3) revealed that those proteins expected 
to have similar location patterns were grouped together. For example, we consider the 
DNA pattern in the HeLa dataset to be similar (but, as discussed above, not identical) 
to the nuclear proteins in 3T3 (two clones of Hmga1 and Unknown-9), and they 
formed a cluster in the consensus tree even though we did not use this pair to estimate 
the feature transformation. Since the 3T3 images did not have parallel DNA images, 
we could not use any features that use this as a reference point (an important aspect of 
our HeLa cell work). Without being able to calculate position to the nucleus, the 
Golgi patterns and nucleolar patterns from the two cell types were all considered simi-
lar in the tree (both are small, closely placed objects). Tubulin and actin are both cy-
toskeletal proteins and in the consensus tree, their patterns from HeLa cells form a 
cluster with a tubulin protein (Tubb2) from the 3T3 dataset. 

3.3   Classification of Images at Different Resolutions 

As discussed in the introduction, our second goal was to determine the relationship 
between pattern resolution and image resolution. For this purpose, we downsampled 
the 3D HeLa images to varying degrees and compared the performance of classifiers 
trained to distinguish all 10 classes using an optimal feature set selected for each reso-
lution. 

The overall classification accuracies across all 10 classes using images resized to 
different degrees are summarized in Table 2. As the texture features contained infor-
mation of optimal resolution, we first considered classification on morphological and 
edge features but not texture features. A clear descending trend was detected with in-
creasing downsampling. While the classifier using original resolution images 
achieved an overall accuracy of 94.5%, this number quickly dropped below 90% for a 
minor downsampling (2-fold) and finally dropped below 80% for downsampling of 6 
and 7 fold. These results suggested that the discriminant power of our 3D morpho-
logical and edge features is modestly sensitive to the pixel resolution of the images. 

Inspection of the confusion matrices from these classifiers revealed that the two 
Golgi proteins (giantin and gpp130) could only be distinguished with confidence at 
the original resolution and even a two-fold down-sample operation largely eliminated 
the separation (data not shown) between them. At a 7-fold down-sample ratio, the 
classification between these two classes was essentially random (data not shown). 
This result confirmed that these two location patterns are extremely similar and could 
only be distinguished at very high resolutions. 

Previously we have shown that using a combination of morphological, edge and 
texture features, we could achieve 98% overall classification accuracy in the same 
HeLa dataset [17]. Therefore we next included DNA and texture features in the 
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Fig. 3. A consensus Subcellular Location Tree for the combined image dataset using SDA se-
lected features. The columns show the protein names (if known), human observations of sub-
cellular location, and subcellular location inferred from Gene Ontology (GO) annotations. The 
sum of the lengths of horizontal edges connecting two proteins represents the distance between 
them in the feature space. Proteins for which the location described by human observation dif-
fers significantly from that inferred from GO annotations are marked (**). The vertical lines 
show the 11 clusters selected by AIC from this tree. 
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scheme. Firstly, we observed that the inclusion of DNA related features did not fur-
ther improve the classifier’s performance at the original resolution. The same overall 
classification accuracy (98%) was achieved. Secondly, inclusion of texture features 
improved the classification performance, confirming the value of texture features in 
3D image analysis. Finally, the same descending trend was detected with increasing 
downsampling ratios (from 98% at original resolution to 82% at 6-fold downsampled 
images), indicating that the discriminant power of the texture features is also modestly 
sensitive to the pixel resolution of the images. 

3.4   Effects of Pixel Resolution on Cluster Stabilities 

As an alternative way to examine what patterns are distinguishable as a function of 
pixel resolution, we next evaluated the effects of pixel resolution on solutions of clus-
tering approaches. 

We partitioned the 10 HeLa classes using both k-means/AIC and consensus tree 
algorithms at the original resolution as well as 6 downsampled resolutions. Results us-
ing only morphological and edge features revealed perfect agreements between the 
clusters obtained from k-means/AIC algorithm and the clusters obtained from the 
consensus tree algorithm at each of the 7 resolutions analyzed (data not shown). To 
graphically show the relationship between patterns and resolution and the stability of 
clusters, we constructed cluster relationship maps. The goal of these maps is to dem-
onstrate which high-resolution patterns become confused as the resolution is  
decreased. 

Figure 4 shows such a map constructed using only morphological and edge fea-
tures. As might be expected, the DNA class formed a distinct cluster at all resolutions 
(as represented by the thin straight line on the left). The two Golgi proteins, giantin 
and gpp130, formed a cluster separated from all other classes. They were merged at 
all levels. The LAM class (lysosomal pattern), the Mit class (mitochondrial pattern) 
and the TfR class (endosomal pattern) formed a single cluster at the original image 
level, split into two clusters at downsample level 2, and merged again at level 6. 

 

Table 2. Comparison of classification accuracy using images at different resolutions. For 
images at a specific resolution, the overall classification accuracy using a SVM with 10-fold 
cross validation and optimal feature subset (with and without texture features) selected by SDA 
was reported. 

Classification Accuracy (%)  
 
 

Downsampling Factor 

 
 
 

Pixel Size (µm) 

without 
Texture 
Features 

with Texture  
Features 

1 (None) 0.05 × 0.05 × 0.2 94.5 97.8 
2 0.10 × 0.10 × 0.4 88.6 95.8 
3 0.15 × 0.15 × 0.6 86.4 92.6 
4 0.20 × 0.20 × 0.8 84.0 85.6 
5 0.25 × 0.25 × 1.0 81.6 84.9 
6 0.30 × 0.30 × 1.2 77.4 82.0 
7 0.35 × 0.35 × 1.4 77.9 84.1 
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Figure 4 clearly revealed that by morphological and edge features we can distin-
guish 5 basic clusters within the 3D HeLa dataset down to a lateral pixel resolution of 
0.35 µm: a cluster of DNA (uniform nuclear pattern), a cluster of giantin and gpp130 
proteins (Golgi complex pattern), a cluster of nucleolin (nucleolar pattern), a cluster 
of ER, F-Actin and Tubulin proteins (cytoplasmic network pattern) and a cluster of 
Mit, LAM and TfR proteins (cytoplasmic punctate pattern). Although some basic 
clusters could be separated into sub-clusters at higher resolutions (for example, the 
separation of Mit and LAM from TfR at downsampling ratios of 2 to 5), this did not 
happen in a continuous manner. 

 

Fig. 4. A cluster relationship map for the 3D HeLa dataset using 3D morphological features 
(3D SLF 9) and 3D edge features (3D SLF11.15 and 3D SLF11.16). The overall classification 
accuracies for 10 classes at specific resolutions are shown on the left and the classification ac-
curacies for 5 basic location pattern clusters are shown on the right. 

The separation of the 5 basic clusters was further validated by training a classifier 
to distinguish these 5 clusters. The overall classification accuracy from 10-fold cross 
validation was labeled on the right side of Figure 4. These 5 clusters could be accu-
rately distinguished with roughly the same accuracy at any resolution. 

We repeated this analysis after adding texture features. Results indicated extensive 
agreement between k-means/AIC algorithm and consensus tree analysis algorithm 
with some slight differences (mainly relationships among LAM, Mit and TfR pat-
terns). The relationship map using morphological, edge and texture features is shown 
in Figure 5. It indicated that inclusion of texture features greatly improved the resolu-
tion of the clustering solution. Generally at least 8 clusters could be distinguished 
from the dataset at different pixel resolutions. The stability of these clusters was also  
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Fig. 5. A cluster relationship map for the 3D HeLa dataset using 3D morphological, edge and 
texture features. The overall classification accuracies for 10 classes at specific resolutions are 
shown on the left. 

better. For example, the giantin and gpp130 patterns were placed in distinct clusters at 
the original resolution but were merged into a single cluster at lower resolutions. The 
LAM and TfR patterns were not merged until the lowest resolution tested. 

4   Discussion and Conclusions 

We have previously shown that SLFs can be used effectively to numerically describe 
protein subcellular location patterns using high resolution images in a single cell line. 
Automated classifiers trained on these features can recognize the location pattern in 
previously unseen images of HeLa cells with high accuracy. A clustering/partitioning 
scheme based on SLFs was shown to achieve objective clustering on a dataset of 3D 
images from 3T3 cells. 

The effectiveness of SLFs in different datasets suggested that the SLFs are describ-
ing general aspects of the location patterns, which are not dataset dependent. In the 
current study, we extended our approaches to a multi-source dataset where the input 
data were from two cell types and two types of microscopes. We proposed a simple 
method to search for the proper transformation between features from different data 
sources. Using the transformed features, the partitioning of a combined 3T3 and HeLa 
dataset was largely based on intrinsic location patterns rather than on the data source. 
We also studied the effects of image resolution on automated interpretation. Overall 
classification accuracies for individual classes in the 3D HeLa dataset decreased with 
decreasing resolution. However, several basic clusters exist and these clusters are  
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insensitive to image resolution, at least down to 0.35 µm pixel size. When texture fea-
tures were combined with morphological and edge features, the improvement of the 
resolution as well as the stability of clustering solutions further validated the good 
discriminant power of texture features. 

The results suggest the feasibility of constructing a combined subcellular location 
tree across many cell types with different resolutions. They also have implications for 
the collection of future image sets. These are that images of a reasonably large com-
mon set of proteins should be acquired for each cell type to be combined, images 
should be collected at relatively high resolution and that if at all possible parallel im-
ages of the DNA distribution should be acquired. The promise of the approach de-
scribed here is that the similarities and differences of protein distributions in different 
cell types and different resolutions can be systematically organized and represented. 
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Abstract. Two-dimensional gel electrophoresis (2DGE) is a technique to
separate individual proteins in biological samples. The 2DGE technique
results in gel images where proteins appear as dark spots on a white back-
ground. However, the analysis and inference of these images get compli-
cated due to 1) contamination of gels, 2) superposition of proteins, 3) noisy
background, and 4) weak protein spots. Therefore there is a strong need for
an automatic analysis technique that is fast, robust, objective, and auto-
matic to find protein spots. In this paper, to find protein spots more accu-
rately and reliably from gel images, we propose Reversible Jump Markov
Chain Monte Carlo method (RJMCMC) to search for underlying spots
which are assume to have Gaussian-distribution shape. Our statistical
method identifies very weak spots, restores noisy spots, and separates
mixed spots into several meaningful spots which are likely to be ignored
and missed. Our proposed approach estimates the proper number, centre-
position, width, and amplitude of the spots and has been successfully ap-
plied to the field of projection reconstruction NMR (PR-NMR) processing
[15,16]. To obtain a 2DGE image, we peformed 2DGE on the purified mi-
tochondiral protein of liver from an adult Sprague-Dawley rat.

1 Introduction

Recent advances in proteomics play a key role in life science by identifying and
characterizing overall proteins, and provide insights of disease and drug inter-
actions. 2DGE is a widely used technique to analyze the protein complexes in
proteomics and bioinformatics [11,8]. The two dimensions in 2DGE correspond
to isoelectric point and mass: the isoelectric point separates the proteins in terms
of a gradient of pHs, and the mass according to the weights of proteins. 2DGE
yields an image representing the distribution of protein spots.

The 2DGE image analysis includes spot detection, segmentation, characteri-
zation, quantification, and etc. However, such analysis are complicated for the
following reasons. First, there may be weak and small spots which are not be
detected. Second, spots can be superimposed. These mixed spots are hard to
separate by inspection or many deterministic approaches and the mixed spots
are often likely to be regarded as one big spot. Even though interesting spots
are clearly visible, it is difficult to recognize them if they are mixed with other

S. Hochreiter and R. Wagner (Eds.): BIRD 2007, LNBI 4414, pp. 343–356, 2007.
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spots. Finally, there are spots not discernible from background noise. Spots in
2DGE image may be corrupted by two kinds of noise: global noise and local
noise. Global noise is a background noise which has a specific pattern. Local
noise effects the intensity of a pixel or a small area of image. Thus, we may have
to restore images and find important spots with careful consideration of noise.

Many researchers have been worked on 2DGE image processing and analysis
using several methods such as filtering in the wavelet domain [12], watershed tech-
niques [14] and pixel value collection [10]. However, they are not good enough in
noisy images and produce only limited results such as segmentation or quantifica-
tion. In this paper, we tackle these problems by applying Reversible Jump Markov
Chain Monte Carlo (RJMCMC) [2,7]. This method has been successfully applied
to Projection-reconstruction NMR (PR-NMR) to reconstruct NMR spots in 2D
signals [15,16]. Our application of RJMCMC to 2DGE attempts to subtract back-
ground noise from the image to enhance weak spots. That is, RJMCMC searches
for weak spots which are likely to be ignored due to their weakness. The method
also finds the proper number of spots automatically, restores the noisy images,
and unmixes spots into more meaningful ones. In modeling of spots, we assumed
Gaussian shape, as applied in other studies [13,9]. The assumption of such a spe-
cific shape of a spot has a significant benefit in that, since it is robust against local
noise, we can estimate the signals based on interesting areas rather than each pixel.
In our proposed RJMCMC method, we have incorporated the following charac-
teristics to meet the requirements of gel image analysis: dimension invariant and
moves in birth, death, split, and merge.

This paper consists of three main parts. In the first part, we present the math-
ematical model for 2D gel electrophoresis. Next, we describe the main algorithms
for RJMCMC. Finally, the synthetic and experimental results from RJMCMC
are demonstrated.

2 Model for 2D Gel Electrophoresis

As shown in Fig. 3, a typical 2D gel image contains numerous protein spots
which might be individual or mixed. Therefore in our study, we model the image
as a mixture of spots with Gaussian profile as follows:

I(x) =
K∑

k=1

Akφk(x; μk, Σk) + εe(x) (1)

⎧
⎪⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎪⎩

x = [x1, x2]T

μk = [μk,1, μk,2]T

φk(x; μk, Σk)
= 1√

2πΣk
exp

{
− 1

2 (x1 − μk)T Σ−1
k (x − μk)

}

Σk = diag(σ2
k,1, σ

2
k,2)

εe(x) ∼ N(εe(x); μe, σ
2
e)

where I(x) is the intensity at position x of the image. Ak is the amplitude of each
spot, and φk(x; μk, Σk) denotes the radial functions with a specific shape such
as Gaussian, Lorentzian, or Laplacian shape. In this paper, we use a Gaussian
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Fig. 1. Combination of radial functions: 4 different radial images with a spot are com-
bined after multiplying their amplitudes - all images are vectorized in the linear model

shape for each spot. The radial function for each spot consists of two components,
centre position μk and width of the spot σk. We assume that all spots have
different spot widths and each spot has different spot width in terms of the
x1 and x2 axes. εe(x) is a white noise, at position x, which is generated from
normal distribution with a mean μe and a standard deviate σe. N denotes a
normal distribution. RJMCMC estimates the μe and σe during its simulation
automatically. Eq. (1) is well represented by Fig. 1.

In practice, Eq. (1) may be written in the linear model framework as follows:

Y = XA1:K + εe where εe ∼ N(εe; μe, σ
2
eI) (2)

A1:K = [A1, A2, · · · , AK ] is a vector for amplitudes of spots. X and Y are built
from Eq. (1) by assembling all intensities I(x) into a vector Y . That is, Y is a
vector of noisy image intensities. X is defined by [X1, X2, · · · , XK ]T where Xk

is a vector made up from the image profile of spot k.
Denote by θk ∈ Θk, the parameter vector associated with the model indexed

by k ∈ κ. Then, the priors are defined as

θ1:K = (μ1:K , A1:K , σ1:K) (3)

where
{

μ1:K = (μ1,1:K , μ2,1:K)
σ1:K = (σ1,1:K , σ2,1:K)

Ak
iid∼ N(Ak; μA, σ2

A)

μ1,k
iid∼ U(μ1,k; 0, T1) μ2,k

iid∼ U(μ2,k; 0, T2)

σ1,k
iid∼ G(σ1,k; α, β) σ2,k

iid∼ G(σ2,k; α, β)

where k = 1, 2, · · · , K and K ∈ {0, · · · , Kmax}. T1 and T2 are the size of an image.
N, U and G stand for the normal, uniform, and gamma distributions respectively.
α and β are assumed known. μA and σA are estimated during simulation.
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Now, we may remove nuisance parameters A1:K by linear analytical integra-
tion since A1:K are assumed linear Gaussian,

P (μ1:K , σ1:K |Y ) =
∫

P (μ1:K , σ1:K , A1:K |Y )dA1:K (4)

The removal of the nuisance parameters makes RJMCMC more efficient (Rao-
Blackwellization) [3] . The removed nuisance parameters A1:K are sampled from
their full conditional P (A1:K |μ1:K , σ1:K , Y ), when required for estimation.

2.1 Likelihood

Marginalising the nuisance parameters, the likelihood is defined as follows:

P (Y |X, μA, ΣA, Σe) =
1

(2π)(T1T2)/2|Σe|1/2|ΣA|1/2|Φ|1/2
(5)

× exp
{

−1
2
(Y

′T Σ−1
e Y

′
+ μT

AΣ−1
A μA − ΦT Â)

}

where

⎧
⎪⎪⎨

⎪⎪⎩

Â = Φ−1φ
Φ = XT Σ−1

e X + Σ−1
A

φ = XT Σ−1
e Y

′
+ Σ−1

A μA

Y
′
= Y − μe

where ΣA = σ2
AI and Σe = σ2

eI respectively.

3 Algorithms

Since one does not know the exact number of spots in a given image, the number
must be estimated during the processing. That is, to calculate the proper number
of spots is equivalent to estimate the exact dimension of the parameters as
they are proportional to each other. This kind of problem is addressed in trans-
dimensional approaches. One of the best known trans-dimensional approaches
is a generalization of Markov Chain Monte Carlo method, so called Reversible
Jump Markov Chain Monte Carlo method (RJMCMC) [2,7]. RJMCMC proposes
a next state given by current state in the time series and it constraints on
Markov chains. In this paper, RJMCMC has several moves to find parameters of
interests and their dimensions: Birth, Death, Split, Merge, and invariant moves.
The next image is proposed from the current image via these moves. The Birth
move makes a new spot in the current image randomly in terms of a given
proposal distribution. The Death move deletes an existing spot in the current
image. Birth and Death moves are designed to satisfy reversibility conditions.
The Split move divides a spot in the current iteration into two different spots
in the next iteration. Conversely, Merge move makes two selected spots in the
current iteration into a single spot in the next iteration. Split and Merge moves
have reversibility conditions as for Birth and Death moves [2]. The last move
is a dimension invariant move, i.e. it does not change the dimension of the
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parameters. Instead, each parameter is sampled by a standard Markov Chain
Monte Carlo (MCMC) step.

RJMCMC for 2D gel electrophoresis image has the following procedure in this
paper:

– Propose a type of move from Birth, Death, Split, Merge, and Dimension
invariant.

– If the move type is Dimension invariant, RJMCMC samples parameters us-
ing a standard Metropolis-Hastings (MH) algorithm, so that each unknown
parameter is updated according to an acceptance probability.

αK = min
{

1,
P (Y |θ′

1:K)P (θ
′

1:K)q(θ1:K ; θ
′

1:K)
P (Y |θ1:K)P (θ1:K)q(θ′

1:K ; θ1:K)

}
(6)

– If the move type is one of Birth, Death, Split, and Merge, RJMCMC follows
a generalized MH step with an acceptance probability.

αK′ = min
{

1,
P (Y |K ′

, θ
′

1:K′ )P (K
′
)P (θ

′

1:K′ |K
′
)q1(K; K

′
)q2(θ1:K ; θ

′

1:K′ )
P (Y |K, θ1:K)P (K)P (θ1:K |K)q1(K

′ ; K)q2(θ
′

1:K′ ; θ1:K)

}

(7)

3.1 Dimension Invariant Move

RJMCMC is the same as standard MCMC in the case of Dimension invariant
moves in that the dimension is fixed in Eq.(6). The Dimension invariant move
samples two types of parameters, μ1:K and σ1:K . The prior structure of θ1:K is
assumed to be P (θ1:K) =

∏K
k=1 P (μk)P (σk)P (Ak), see Eq. (4) The kernel func-

tion q(θ
′

1:K ; θ1:K) proposes parameters using a Metropolis Hastings algorithm
within the Gibbs method:

Dimension invariant Move

– Propose new parameters θ
′

1:K .
• μ

′

1:K ∼ N(μ
′

1:K ; μ1:K , γ2I)
• σ

′

1:K ∼ G(σ
′

1:K ; α, β) where α and β are known.
– Calculate likelihood from Eq. (5).
– Obtain αK from Eq. (6).
– u ∼ U(u; 0, 1)
– if αK > u, then

• Accept the proposed parameters and replace them by the current
parameters.

– else
• Reject the proposed parameters and maintain the current parame-

ters.
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3.2 Other Moves: Birth, Death, Split, and Merge Moves

In Eq. (7), the prior distribution for the dimensionality, P (K) is assumed uni-
form. From experience, convergence is rather slow when μ1:K and σ1:K are up-
dated jointly. Thus, only μ1:K is sampled in the dimension variant moves (but
σk is also proposed from the prior in the Birth move for a new spot) and σ1:K

is updated in the dimension invariant move. These four moves assume the prior
distribution P (μ1:K |K) is a uniform distribution.

The kernel functions for dimension, q1(K
′ |K), and parameters, q2(θ

′

1:K′ |θ1:K)
are designed as follows in Birth and Death moves. The Birth move creates a new
spot so that q(K

′
= K + 1|K) = 1. The Death move however selects a spot

randomly to delete among the K existing spots in the current step. Hence, the
proposal probability of dimension for the death move is q(K

′
= K−1|K) = 1/K.

In the Birth move, the new spot K
′
is proposed from the prior, i.e. q(μ

′

k, σ
′

k) =
p(μ

′

k, σ
′

k).

Birth move

– μK′ and σK′ are proposed for spot position and width.
– Calculate likelihood from Eq. (5).
– Obtain αK′ in Eq. (7).
– Let u ∼ U(u; 0, 1)
– if αK′ > u, then

• Accept the proposed parameters and replace them by the current
parameters.

– else
• Reject the proposed parameters and maintain the current parame-

ters.

Death move

– Select one among K spots and remove it.
– Calculate likelihood from Eq. (5).
– Obtain αK′ in Eq. (7).
– u ∼ U(u; 0, 1)
– if αK′ > u, then

• Accept the proposed parameters and replace them by the current
parameters.

– else
• Reject the proposed parameters and maintain the current parame-

ters.

The Split and Merge moves are related in a similar way. The first transition
kernel function q1(K

′ |K) is defined to be 1/K for both moves. The Split move
divides a single spot, randomly chosen from the K existing spots, into two spots.
In the Merge move, a single spot is randomly chosen and merged with its closest
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neighbours. The Split kernel for q2(θ
′

1:K′ |θ1:K) divides spot k into spots k and
m, as follows:

μ
′

m ∼ q2(μ
′

m|μk) = N(μ
′

m; μk, λ)

μ
′

k ∼ q2(μ
′

k|μk) = N(μ
′

k; μk, λ)

where λ is assumed known. The Merge Kernel for q2(θ
′

1:K′ |θ1:K) combines a spot
k with its the nearest neighbour m, as follows:

μ
′

k ∼ q2(μ
′

k|μm, μk) = N(μ
′

k; μ̄, ν)

where
{

μ̄ = μm × ωm + μk × ωk

ωm = Am

Am+Ak
, ωk = Ak

Am+Ak

(8)

where ν is assumed known. In both moves, σk parameters are proposed from the
prior.

Split move

– Select one among K spots and divide it into two spots in Eq. (8)
– Calculate likelihood from Eq. (5).
– Obtain αK′ as in Eq. (7).
– u ∼ U(u; 0, 1)
– if αK′ > u, then

• Accept the proposed parameters and replace them by the current
parameters.

– else
• Reject the proposed parameters and maintain the current parame-

ters.

Merge move

– Select one among K spots and search for its closest neighbour.
– Merge the two selected spots from Eq. (8)
– Calculate likelihood from Eq. (5).
– Obtain αK′ in Eq. (7).
– u ∼ U(u; 0, 1)
– if αK′ > u, then

• Accept the proposed parameters and replace them by the current
parameters.

– else
• Reject the proposed parameters and maintain the current parame-

ters.

Owing to the non-unique labeling of individual spots in the model Eq. (1), it
is likely that spots become re-ordered during sampling, especially in a RJMCMC
procedure where spots can be detected or added at each iteration. In order to
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Fig. 2. A synthetic image with 4 spots : a pure image (a), a noisy image (b), an
estimated image by RJMCMC (c)

address this labeling problem, we run a fixed dimensional RJMCMC with invari-
ant moves after variant dimensional RJMCMC. That is, the variant dimensional
RJMCMC generates the number of spots and the initial parameters for the fixed
dimensional RJMCMC (see e.g. [5] for a detailed theoretical treatment of such
issues).

4 Results

4.1 Synthetic Data

We tested RJMCMC performance on a synthetic image in Fig. 2. The first syn-
thetic image has 4 spots, one very large spot and three overlapping spots. All
spots have a Gaussian shape defined by centre position, width, and amplitude
of the spot. The size of this image is 32 by 32. White Gaussian noise is added to
the pure image with mean 2 and standard deviation 0.5. 2000 iterations are per-
formed to address this problem including 1000 burn-in and 1000 for estimation.
The estimated mean of noise is 2.0364. The left, centre and right figures denote
a pure image without noise, corrupted image with noise generated by μ = 2 and
σ = 0.5 and a restored image from RJMCMC. The error is calculated by

ε = ||Ŝ − S||, (9)

where Ŝ and S are the estimated image from RJMCMC and the original image
without noise. We obtain ε = 1.8422 after simulation for the first synthetic data
set.

4.2 Experimental Data

To obtain experimental 2DGE images, we performed 2DGE on the purified mi-
tochondiral protein of liver from an adult Sprague-Dawley rat. Fig. 3 shows that
the resultant GE images present numerous protein spots.

We used two different concentrations of the sample and the images (a) and
(b) of the figure show the results of 100μg and 200μg respectively. As we can
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1

2

a) b )

Fig. 3. Two gel images with a protein sample of 100μg (a) and 200μg (b): two rectangles
(1 and 2) of the left image are used to search for the underlying spots such as weak
spots and mixed spots in a mixed shape spot using RJMCMC

a ) b )

Fig. 4. Detection by commercial software (Imagemaster 2D elite software v3.1 ) for two
gel images with a protein sample of 100μg (a) and 200μg (b)

see, the GE image (b) reveals more spots and much clearer than the image (a)
due to the higher concentration which we intend to use in our evaluation and
validation of the proposed methodology for detecting and identifying the spots.

To make a comparison against our proposed technique, the GE images in Fig. 3
were analyzed using a commercial gel image analysis software, Imagemaster 2D
elite software v3.1 [6]. The images in Fig. 4 show the detected spots from each
image. It is clear that there are more spots detected in (b).

For the RJMCMC image analysis, we selected the identical two sub-images
from Fig. 3 (a) with the lower concentration as indicated in the figure with
boxes. Before applying the RJMCMC, to remove the local variations or noise in
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Fig. 5. Subtracting background noises: raw image (a), subtracted background noise
(b), and extracted image (c)

Fig. 6. Three images for the first example: a raw image (a), a filtered image without
background noise (b) and a sample image in RJMCMC run (c)

the gel image, which creates a discrepancy between the real GE image and the
theoretical model in Eq. (1), we used a simple approach, local mean removal, in
which the average pixel intensity in local areas is removed [1]. Fig. 5 shows an
example of local background noise removal. The RJMCMC was applied to the
local noise-removed images with 10000 iterations including 5000 sampling and
5000 burn-in for sub-images. After the RJMCMC simulation, we run the fixed
dimensional MCMC with 10000 iterations including 5000 sampling and 5000
burn-in for the labeling of the spots.

Fig. 6 and 8 show the steps of our RJMCMC algorithm. The image (a)s
are selected from original 2DGE and the image (b)s are resulant images after
removing background noise. The image (c)s are averaged images of samples from
RJMCMC analysis. One can clearly notice that the RJMCMC generated images
reveal potential spots with much better clarity. Furthermore, the RJMCMC
generates statistical inferences to these spots.

Fig. 7 and 9 show the comparisons of the RJMCMC-inferenced spots against
the detected spots by the commercial software. We used threshold to plot circles
for the spots over 2.5 and 5 of the amplitudes (intensities) for Fig. 7 and 9
respectively.
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Fig. 7. comparison of detection for the first example: detection by commercial soft-
ware for 100μg (a), detection by commercial software for 200μg (b) and detection by
RJMCMC method for 100μg (c)
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Fig. 8. Three images for the second example: a raw image (a), a filtered image without
background noise (b) and a sample image in RJMCMC run (c)

Fig. 7 demonstrates that the RJMCMC can detect even very weak spots
which would be unlikely to be detected in the conventional approaches. Note
that the RJMCMC was applied to the gel image with a protein sample of 100μg.
The RJMCMC inferences numerous spots, as shown in Fig. 7 (c), that are not
detected by the conventional software as in Fig. 7 (a). For instance Spot no.
5 and 10 are detected by the RJMCMC, but they are not detected in the (a),
the lower concentration GE image. However, the higher concentration GE image
confirms the presence of the spot in Fig. 7 (b). For Spot no. 2 and 7, the same
spot has been detected in all three images, but the RJMCMC indicates the spots
are composed of two spots. Additionally the RJMCMC indicates there could be
more spots which are not visible in (a) and (b). It is not clear at the moment
whether those RJMCMC inferenced weak spots are real or artificial, but it is
clear that RJMCMC provides much higher sensitivity toward the detection of
possible protein spots.

The results in Fig. 9 show the analysis of the mixed or overlapped spot in
the selected region. The conventional software cannot separate the mixed and
cannot give information about the possible individual profiles in both the low
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Fig. 9. comparison of detection for the second example: detection by commercial soft-
ware for 100μg (a), detection by commercial software for 200μg (b) and detection by
RJMCMC method for 100μg (c)

Table 1. Spot information for the first sub-image generated from RJMCMC

num position position width width amplitude

(row) (col) (row) (col)

1 45.5077 46.0000 1.8687 3.1683 3.5181

2 14.1045 35.8273 2.4262 1.5338 17.4910

3 5.6448 21.9955 2.1765 1.5216 10.8062

4 39.3266 28.0185 1.9230 1.6635 10.0152

5 18.8038 13.2272 2.1765 1.5122 9.8300

6 0 7.6177 2.2833 5.0953 15.3704

7 15.5598 38.6679 1.8768 3.0360 4.5647

8 33.2575 33.6518 2.1495 1.6844 2.6860

9 2.1577 11.9763 1.6069 1.8371 5.2277

10 1.0237 29.9370 1.6547 2.3283 3.3920

and high concentration GE images. Whereas the RJMCMC method may resolve
each clustered spot into several individual spots as shown in (c).

Finally, our RJMCMC method generates the databases which are shown in
Table. 1 and 2. Each table has six columns: index number, position for row,
position for column, width for row, width for column and amplitude (intensity)
of spots. As we can see in Tables, the amplitudes (intensities) of spots vary from
2.6 to 17.4 and from 5.7 to 503.9 for the Table. 1 and 2 respectively.

5 Conclusions

RJMCMC for 2DGE image analysis has two salient products: restoration and
spot finding. 2DGE images suffer from high levels of noise yet RJMCMC extracts
the real spots of interest under the assumption of a Gaussian spot shape. This
assumption for spot shape implies strong prior information and makes RJMCMC
robust against random noise. Another benefit of RJMCMC 2DGE processing
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Table 2. Spot information for the second sub-image generated from RJMCMC

num position position width width amplitude

(row) (col) (row) (col)

1 13.0000 23.0000 2.3559 3.0044 192.5783

2 13.0035 20.0101 1.9893 2.1364 182.8023

3 11.6072 22.8732 1.5061 1.5269 358.6255

4 14.0000 22.0000 3.7394 2.7883 218.3849

5 13.5044 6.5399 2.2925 1.6172 75.2568

6 5.9919 12.9131 2.3382 1.9234 22.7709

7 15.0118 5.0023 1.8144 2.1599 10.4090

8 12.2408 2.1442 2.4446 2.0642 8.5309

9 3.0066 17.4009 1.7251 1.5914 11.7475

10 3.8674 21.2892 1.6920 1.5663 9.8358

11 18.1904 11.8794 1.6128 1.5320 5.7568

12 15.0298 22.8203 1.8769 1.6150 503.9675

is that complicated spots in 2DGE from protein complexes are separated into
several small spots. Moreover, the RJMCMC finds some extremely weak spots,
based on Gaussian spot shape assumption, which many threshold approaches fail
to detect. In addition, RJMCMC does not require that the number of spots be
fixed: RJMCMC based on Monte Carlo methods searches for the proper number
of spots automatically. However, the radial functions are expressed by rather
large matrices, so if there are many spots in the image of interest, RJMCMC for
2DGE can be a time consuming method and possibly impracticable. Also, if the
spot shape is very different from a Gaussian shape, RJMCMC in this paper will
tend to generate many small Gaussian shaped spots to model the non-Gaussian
spot. That is, we note that the proper spot finding may fail for non-Gaussian
shaped spots. However, restoration can work even in the case of non-Gaussian
spots since the overall restored shape may still be well modelled.

6 Further Work

We present the possibility of RJMCMC to process and analyze 2DGE images
with a Gaussian spot shape assumption. However, it is known that the actual
shape for 2DGE is non-Gaussian and non-Lorentzian. Therefore, we will incorpo-
rate more realistic shapes into the 2DGE image and this will give better Bayesian
model for RJMCMC (see spots in Fig. 3). One limitation of RJMCMC for prac-
tical use is its computation time. At present, it takes 60 minutes with 10000
iterations on a Pentium CPU at 3.20GHz for the first experimental example.
To make RJMCMC more practicable, sub-sampling will be applied. Next, we
aim to research labeling of the spots from the RJMCMC output. Last, we will
improve more sophisticated algorithms for the background subtraction as shown
in Lepski’s paper [4].
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Abstract. An important quantity that is measured in NMR spectro-
scopy is the chemical shift. The interpretation of these data is mostly
done by human experts. We present a method, named SimShiftDB, which
identifies structural similarities between a protein of unknown structure
and a database of resolved proteins based on chemical shift data. To
evaluate the performance of our approach, we use a small but very re-
liable test set and compare our results to those of 123D and TALOS.
The evaluation shows that SimShiftDB outperforms 123D in the major-
ity of cases. For a significant part of the predictions made by TALOS,
our method strongly reduces the error. SimShiftDB also assesses the sta-
tistical significance of each similarity identified.

1 Introduction

NMR Spectroscopy is an established method to resolve protein structures on
an atomic level. The NMR structure determination process consists of several
steps, varying in complexity. A quantity that is measured routinely in the be-
ginning is the chemical shift. Chemical shifts are available on a per atom basis
and inherently carry structural information. Chemical shifts in general do not
suffice to calculate the structure of biological macromolecules, such as proteins.
Additional experiments of increased complexity and human expert knowledge
are necessary to obtain the solution.

In an earlier study, the performance of a pairwise chemical shift alignment
algorithm was evaluated. Ginzinger and Fischer [1] were able to show that it
is indeed possible to utilize the information hidden in the chemical shift data
for constructing structurally meaningful alignments. Now we present a method
(called SimShiftDB) that searches for similarities between a target protein with
assigned chemical shifts and a database of template proteins for which both
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chemical shift data and 3D coordinates are available. For each target-template-
pair we calculate a chemical shift alignment. These alignments map a set of
residues from the target to a set of residues from the template structure. There-
fore, we can build a structural model for the aligned residues from the target
based on the coordinates of the associated residues from the template. To give
the spectroscopist the possibility to judge over the statistical significance of a
certain alignment with shift similarity score S, we calculate the expectation of
the number of alignments with score ≥ S occurring by chance.

To evaluate the performance of our approach, we compare the backbone an-
gle prediction quality of our method to 123D [2], a threading approach, and
to TALOS [3], which tries to calculate backbone angles from the amino acid
sequence and associated chemical shift data. We are able to prove empirically
that 123D is outperformed significantly by our method. When comparing to TA-
LOS, SimShiftDB performs significantly better for 36% of the target’s residues.
Our result suggests that both TALOS and SimShiftDB have their strengths and
therefore should be used in parallel in the NMR structure determination process.

In the following we describe the template database, the chemical shifts sub-
stitution matrices used for scoring chemical shift alignments, the calculation of
the expected value and the SimShiftDB algorithm. Afterwards the results on our
test set will be presented and discussed.

2 The Template Database

One publicly available database exists which contains chemical shift information
for various proteins [4]. However, to date there are only 3750 structure in the
proteins/peptide - class, which corresponds to about 10% of the structures de-
posited in PDB. Additionally, there is no standard set of chemical shifts which
has to be available for each entry, e.g., one entry may contain only 1H chemical
shifts while for a different one just 15N chemical shifts are available. Finally, as
pointed out in [5] various errors occur in the data. These problems led us to the
conclusion to use a different template database.

Chemical shifts for all structures in the ASTRAL [6] database are calculated
using SHIFTX [7]. Chemical shifts predicted with SHIFTX correlate strongly
with measured data. It is also shown that the agreement between observed and
calculated chemical shifts is an extremely sensitive measure to assess the quality
of protein structures. This approach leaves us with a database containing 64,839
proteins with known 3D structure and associated chemical shifts.

3 Substitution Matrices for Shift Data

In order to identify pairs of amino acids with associated chemical shifts which
are likely to be structurally equivalent, we derive substitution matrices for chem-
ical shifts using the modus operandi described in [8]. Therefore, a Standard of
Truth is needed for the calculation of the matrix values. We rely on the DALI
database [9] containing a set 188,620 structure-based alignments. Through a
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sequence-similarity-search [10] we map all sequences being part of a DALI align-
ment to our template database.

For each amino acid we calculate the minimal and maximal chemical shift
of 1Hα, 13Cα, 13Cβ and 13C in our template database. Then we divide the
range between minimum and maximum into two equal parts. This enables us
to classify each chemical shift as either weak (situated in the first part of the
range) or strong.

It is convenient to define a new alphabet on proteins with associated chemical
shift sequences, namely ΣS . A letter A in this alphabet is a tuple (a, s1, s2, s3, s4),
where a is the corresponding amino acid identifier and s1, s2, s3, s4 are the classi-
fications for the corresponding shifts for 1Hα, 13Cα, 13Cβ and 13C, respectively.

We derive the relative frequencies of each of the letters in the template data-
base, denoted by pA. Additionally, we calculate the relative frequencies of all
substitution events, denoted by qA,B, which is the relative frequency of letters
A and B being aligned in the DALI database. To account for the bias of over-
represented folds, we use pseudo counts to give each fold type an equal weight.
To do so, each alignment is identified with the fold type associated to the first
sequence according to the SCOP [11] classification.

Then, we calculate the well-known log-odds scores [8]

oA,B = log
(

qA,B
eA,B

)
, (1)

where

eA,B =
{

2 ∗ pA ∗ pB if A �= B,
p2
A otherwise. (2)

Finally the log-odds scores are multiplied with a normalization factor η and
rounded to the nearest integer. The shift substitution matrix entries sA,B are
then formally defined as

sA,B = �oA,B ∗ η + 0.5�. (3)

Here the parameter η is set to 10.

4 E-Values for Chemical Shift Alignments

A shift alignment produced by SimShiftDB is a set of local ungapped align-
ments which do not overlap. In [12] the authors derive a p-value for multiple
ungapped alignments which may be ordered consistently (see page 5874, section
Consistently Ordered Segment Pairs in Sequence Alignments for details). For
this p-value two statistical parameters (λ, κ) have to be calculated. We use the
method described in [13] to obtain these parameters. Formally λ is defined as
the unique positive solution of the equation

∑

A,B∈ΣS

pT

A ∗ pD

B ∗ eλ∗sA,B = 1, (4)
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where pT

A is the probability that the letter A occurs in the target sequence and
pD

B is the probability that letter B occurs in the template database.
The parameter κ is calculated as

κ = eγ ∗ δ

(1 − e−λ∗δ) ∗ E[S[1]eλ∗S[1]]
, (5)

with

γ = −2 ∗
∞∑

k=1

1
k

(E[eλ∗S[k]|S[k] < 0] + P (S[k] ≥ 0)) (6)

and
δ = gcd{sA,B | A, B ∈ ΣS}. (7)

Here, S[k] is a random variable representing the sum of the pair scores of an
alignment of length k. For further details, we refer to [13].

Using λ, κ as described above, we can normalize the score of an ungapped
chemical shift alignment A as follows. Let SA be the sum of the pairwise scores
of the aligned letters from ΣS . The normalized score S′

A is then defined as

S′
A = λ ∗ SA − ln(n ∗ m ∗ κ), (8)

where n is the length of the target sequence and m is the length of the template
sequence.

Using Equ. (4) from [12], we can calculate the probability that a number of
consistently ordered alignments A1, . . . , Ar with normalized scores S′

A1
, . . . , S′

Ar

occurs by chance as

P (T ′, r) =
∫ ∞

T ′+ln(r!)

e−t

r!(r − 2)!

∫ ∞

0

yr−1e−e
y−t

r dy dt, (9)

with

T ′ =
r∑

i=1

S′
Ai

. (10)

Note that as our alignments are ordered consistently, we start integrating from
T ′ + ln(r!).

However, one problem remains. P (T ′, r) does not take into account the data-
base size. Therefore, we additionally calculate the expected number of align-
ments in our search space with a score not less than the score of the alignment
of interest:

E(T ′, r) = P (T ′, r) ∗ N

m
. (11)

Here m is the length of the template sequence and N is the number of letters in
the database. E(T ′, r) is the E-value we use to assess the statistical significance
of the chemical shift alignments.



SimShiftDB: Chemical-Shift-Based Homology Modeling 361

5 The Shift Alignment Algorithm

We design a two step algorithm to build a chemical shift alignment for two
sequences from the alphabet ΣS. Initially, a set of local ungapped alignments
is constructed. Then we search for a best legal combination of a subset of these
alignments.

5.1 Step 1: Calculate Local Alignments

We construct the pair score matrix, containing scores for all pairs of letters A and
B where A is a letter of the target and B is a letter of the template sequence.
The score for each pairing is sA,B as defined in Equ. (3). Then we apply an
algorithm [14] which identifies all maximal scoring subsequences (MSS ) on each
diagonal in linear time. An MSS is defined as follows.

Definition 1. Let a = (a1, . . . , an) ∈ R
n and a′ = (ai, . . . , aj) be a subsequence

of a. a′ is a maximal scoring subsequence if and only if

(1) All proper subsequences of a′ have lower score.
(2) No proper supersequence of a′ contained in a satisfies (1).

The MSS can also be interpreted as a local ungapped alignment and will be
called a block from now on. Note that the algorithm only identifies MSS’s with
score greater than zero. Additionally, we remove all MSS’s of length ≤ 5.

5.2 Step 2: Identify the Best Legal Combination

We now build a DAG (directed acyclic graph) where the blocks correspond to
the nodes in the graph. Two blocks may be combined if they are connected by
an edge in this graph. Two constraints have to be fulfilled for two blocks (B1

and B2) to be connected by an edge from B1 to B2:

1. B1 and B2 may not overlap, neither in the target nor in the template se-
quence. Additionally, B1 has to appear before B2 in the target as well as in
the template.

2. Let d be the number of residues in the target sequence between the end of
B1 and the beginning of B2. Let L be the last residue from the first block
in the template sequence and F be the first residue from the second block
in the template sequence (see Fig. 1). We require the residues L and F not
to be further apart in the structure than the maximal distance that could
be bridged by a polypeptide chain of d residues. Here it is assumed that the
maximal distance between two Cα atoms in the polypeptide chain is 4.0Å.

We also add an artificial start node to the DAG from which every other node
may be reached.

Fig. 1 shows an example of a block matrix with blocks B1 and B2 fulfill-
ing constraint 1 and the corresponding check of constraint 2 in the template
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structure. In this example d has to be at least 2, if blocks B1 and B2 are to be
connected by an edge in the DAG.

In the DAG we then weigh each node with the normalized score (as defined
in Equ. (8)) of the corresponding block. Then Procedure 1 identifies the optimal
path in the DAG, using P (T ′, r) as a measure of quality.

T
a
r
g
e
t

Template

d

B1

B2

Fig. 1. A block matrix with a gap of length d in the target sequence highlighted and
the corresponding gap in the structure of the template sequence

The idea of the algorithm is as follows. Beginning from the artificial start
node, we perform a depth first search (DFS ) in the DAG identifying the lowest
scoring path according to P (T ′, r). However, P (T ′, r) is not only dependent on
the summed score of the blocks but also on r, the length of the path. When
reaching a node v in the DFS, it is impossible to determine the overall best
successor for this node. However, when the number of allowed successors of v in
the path is fixed, the solution may be found. Therefore, we do not save a single
best successor for each node, but we keep an array of optimal successors, for each
possible number of succeeding blocks, named succ in Procedure 1 (succ[v][3],
for example, saves the optimal successors of v given that v is first node in a
path consisting of three blocks). After the DFS finishes, succ[start] contains
the optimal path for each possible path length. Now the highest scoring path
in succ[start] corresponds to the combination of blocks achieving the lowest p-
value. The running time of procedure 1 is O(e ∗ (n + m)) with e being the
number of edges in the DAG and n and m being the length of the target and the
length of the template, respectively. Note that the DAG is sparsely connected
and therefore in practice e is in the order of (n+m)2. In our implementation one
database1 search on an standard laptop (Intel T2500, 2.0 GHz, 1 GB RAM) takes
about fifteen minutes. By discarding longer blocks in Step 1 of the algorithm the
running time may be strongly decreased. Discarding all blocks with a length
less than 10, for example, results in a running time decrease of approximatly
80%.

1 64839 proteins with an average length of 183 residues.
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Procedure 1. DFS which fills the array succ
/* adj . . . adjacency list of the nodes in the graph

visited . . . array of boolean variables saving the DFS status of each node
v . . . current node looked at in the graph
succ . . . two dimensional array saving the optimal successors */

def SimShiftDB DFS(adj,visited,v,succ)
1: best succ ← [ ] /*empty array*/
2: for w in adj[v] do
3: if visited[w] = 0 then
4: SimShiftDB DFS(adj,visited,w,succ)
5: end if
6: /*merge arrays best succ and succ[w] favoring higher scoring paths*/
7: best succ ← merge(best succ, succ[w])
8: end for
9: visited[v] ← 1

10: for k in best succ do
11: succ[v][k+1] ← best succ[k]
12: end for

6 Results

6.1 Evaluation of the Modeling Performance

To evaluate the performance of our algorithm, we compare our method to 123D,
an established threading method, and the standard tool used by spectroscopists
working with chemical shifts, namely TALOS. Our target set has to fulfill two
constraints:

– The chemical shift data shall be of high quality (not corrupted by errors as
noted in [5]).

– Chemical shifts for 1Hα, 13Cα, 13Cβ and 13C have to be available.

As it is often hard to check the reliability of chemical shift data, we use a set
of six target structures which were provided by the group of Prof. Dr. Horst
Kessler from the Technische Universität München. The data for PH1500-N (un-
published), HAMP (in press), PHS018 (in press), KDP [15] and VAT-N [16] was
measured directly by this group. The data for JOSEPHIN [17], which was solved
by a different group, was checked for its correctness. As all of these structures
were recently resolved, three dimensional data is also available. This way we can
reliably check the quality of our predictions. The set-up of our experiment is as
follows:

– It is required that all methods give torsion angle prediction for at least 80%
of the target protein. For 123D and SimShiftDB, we sort the alignments
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produced by the quality score of the respective method (alignment score for
123D and e-value for SimShiftDB) and take as many alignments (starting
from the best) as necessary such that at least 80% of the residues of the target
protein have an assigned residue from a template structure. The assignment
is done favoring alignments with better score if a residue from the target
structure is assigned multiple times in separate alignments. Concerning the
comparison of SimShiftDB to 123D, we additionally discard all alignments
with sequence identity ≥ 90% to remove trivial solutions. As TALOS predicts
backbone torsion angles for all residues of the target, no additional work is
required in this case.

– To evaluate the torsion angle predictions, we build a model for the torsion
angles from the target structure (using the torsion angles of the assigned
residues from the templates). Then we calculate the torsion angles for our
target using STRIDE [18]. Now it is possible to assess the average error in
torsion angle prediction by using the STRIDE calculations as a Standard of
Truth.

Fig. 2 and Fig. 3 show the percentage of torsion angles per structure where
SimShiftDB outperforms 123D and TALOS (for Φ and Ψ angles, respectively).
SimShiftDB outperforms 123D in 62% and 69% of all cases and 35% and 36% of
all backbone torsion angles predicted by SimShiftDB have a smaller error than
those predicted by TALOS. To check that the difference between TALOS and
SimShiftDB is not just marginal, we calculate the mean error of both methods for
the cases where SimShiftDB outperforms TALOS (see Fig. 4 and 5 for Details).
SimShiftDB reduces the error (compared to TALOS) by more than 60%.

6.2 Evaluation of the P-Value Correctness

Two sets, S1 and S2, of random chemical shift alignments are constructed as fol-
lows. Step 1 of the SimShiftDB algorithm is performed for each target-template-
pair. Based on the identified blocks, two DAGs, namely G1 and G2, are build. In
G2 nodes which fulfill constraints 1 and 2 (see page 361) are connected, whereas
in G1 constraint 1 has to be fulfilled only. Then ten nodes are drawn from each
DAG without replacement. For every node n, we construct a random path in
the DAG starting in n until we reach a node with outdegree zero. Each prefix
of the path in G1 (or G2) yields an alignment, which is added to S1 (or S2,
respectively).

For each constructed alignment from S1 or S2, we calculate the empirical p-
value and compare it to the theoretical p-value. The results of this comparison for
alignments consisting of one, two or three blocks are shown in Fig. 6 and Fig. 7,
for S1 and S2, respectively. The empirical p-value is less than the theoretical
p-value for both sets, which is also true for alignments consisting of a greater
number of blocks (data not shown). Therefore, the theoretical p-value provides
a conservative estimate, both in theory and practice.
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Fig. 2. Percentage of Φ-angle predictions where SimShiftDB outperforms 123D and
TALOS

100%

90%

80%

70%

60%

50%

40%

30%

20%

10%

VAT-NJOSEPHINPHS018KDPHAMPPH1500-N

SimShiftDB Ψ Error <  123D Ψ Error
SimShiftDB Ψ Error < TALOS Ψ Error

Fig. 3. Percentage of Ψ -angle predictions where SimShiftDB outperforms 123D and
TALOS
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Fig. 4. Φ-angle error compared to STRIDE for those predictions where SimShiftDB
outperforms TALOS
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Fig. 6. Empirical versus theoretical p-values for alignments from S1
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Fig. 7. Empirical versus theoretical p-values for alignments from S2
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7 Discussion

We developed a method which builds models for target proteins of unknown
structure using chemical shift data measured in NMR Spectroscopy. The method
has been evaluated on a small, but very reliable test set. From the results pre-
sented in the last section, we draw the following conclusions:

– SimShiftDB strongly outperforms methods which are based on amino acid
sequence information alone and should therefore be used whenever chemical
shift data is available.

– When comparing to TALOS, both methods show their strength. However,
SimShiftDB is able to outperform TALOS in a significant number of cases.
Therefore we suggest that both TALOS and SimShiftDB should be used
when trying to solve a protein structure by NMR spectroscopy.

8 Availability

SimShiftDB is available via http://shifts.bio.ifi.lmu.de.
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Abstract. Mass spectrometry is the work-horse technology of the emerg-
ing field of metabolomics. The identification of mass signals remains the
largest bottleneck for a non-targeted approach: due to the analytical
method, each metabolite in a complex mixture will give rise to a number
of mass signals. In contrast to GC/MS measurements, for soft ionisation
methods such as ESI-MS there are no extensive libraries of reference
spectra or established deconvolution methods. We present a set of anno-
tation methods which aim to group together mass signals measured from
a single metabolite, based on rules for mass differences and peak shape
comparison.

Availability: The software and documentation is available as an R pack-
age on http://msbi.ipb-halle.de/

1 Introduction

Metabolomics and especially mass spectrometry have evolved into an important
technology to solve challenges in functional genomics. The ambitious goal is
the unbiased and comprehensive quantification of metabolite concentrations of
organisms, tissues, or cells [Oliver98, Fiehn00].

The combination of chromatographic separation with subsequent mass spec-
trometric detection has emerged as key technology for multiparallel analysis of
low molecular weight compounds in biological systems. Gas chromatography-
mass spectrometry (GC/MS) based techniques are mature and well-established
but restricted to volatile compounds, at least after derivatization. High-
performance liquid chromatography-mass spectrometry (HPLC/MS) facilitates
the analysis of compounds of higher polarity and lower volatility in a much
wider mass range without derivatization. To complement GC/MS based profil-
ing schemes towards a higher coverage of a systems’ metabolome LC/MS based
platforms have been developed recently [Roepenack-Lahaye04].

LC/MS techniques require an ionisation of the analytes out of the liquid phase
under atmospherical pressure. This is in sharp contrast to GC/MS, where an-
alytes are ionised and subsequently fragmented in the gas phase by electron
impact (EI). Typical atmospheric pressure ionisation (API) techniques are elec-
trospray ionisation (ESI) and atmospheric pressure chemical ionisation (APCI).

S. Hochreiter and R. Wagner (Eds.): BIRD 2007, LNBI 4414, pp. 371–380, 2007.
c© Springer-Verlag Berlin Heidelberg 2007
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Positive-ion API spectra of low molecular weight compounds often comprise sim-
ple adduct ions with one or more cations (e.g. [M + H ]+, [M +H +Na]2+) and
cluster ions (e.g. [2M + H ]+, [M + CH3CN + H ]+). For sensitive compounds
fragment ions (e.g. [M + H − C6H10O5]+) can be observed due to a collision
induced dissociation in the transfer region of the mass spectrometer. In negative-
ion mode ionisation occurs by abstraction of positive ions (e.g. [M − H ]− ) or
adduct formation with anions (e.g. [M + Cl]−).

For the identification of compounds it is a prerequisite to deconvolute a com-
pounds’ mass spectra from the GC(LC)/MS raw data. In case of EI huge spectral
libraries exist where the extracted spectrum can be searched for. For soft ion-
isation techniques such as ESI to date such libraries do not exist, making the
identification of known compounds and the strucutre elucidation of unknown
compounds a serious bottleneck in LC/MS based profiling schemes. Thus, the
automatic extraction of a components mass spectrum and elucidation of the
chemical relations inbetween these spectra is a prerequisit for high throughput
analyses and annotation of LC/MS datasets from metabolomics experiments.

This paper is structured as follows: first the workflow is explained, starting
with the machine analysis, signal processing to the annotation with two com-
plementary approaches. The last steps in the workflow are the disambiguation
and conflict resolution of the results. In section 3 we evaluate the annotation
on a real-world dataset measured from plant seed material. We finish with a
conclusion and outlook.

2 Implementation

Our metabolomics pipeline consists of several consecutive processing steps. First
the samples are run on our LC/MS platform, followed by a signal processing
step which collects raw signals into centroid peak data. Since no identification
is available for the mass signals, they have to be aligned based on their mass
and retention time, such that the N peaks are recognisable across the M runs,
producing a N × M matrix of intensities.

The annotation procedures operate on individual runs, but also take cross-
sample correlation into account. The system is implemented in R and the Bio-
conductor framework, with some compute-intense tasks being placed in native
C-code which is called through an R function.

2.1 Data Acquisition and Preparation

We analysed methanolic seed extracts of Arabidopsis thaliana by capillary high
performance liquid chromatography coupled to electrospray ionization quadru-
pole time-of-flight mass spectrometry (HPLC/ESI-QTOF-MS). In this setup the
crude seed extracts are first separated on a modified C18 phase applying an ace-
tonitrile/formic acid-water/formic acid gradient at a flow rate of 5 μL min−1.
Eluted compounds are detected with an API QSTAR Pulsar i equipped with
an ionspray source in positive ion mode between m/z 100 to 1000 at a mean
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Peak shape analysis

Rule based annotation 
 of adducts and fragments

Peak correlation based annotation 
 of adducts and fragments

Verification, conflict resolution

Annotated peak list

Visualisation

XCMS Raw data

Fig. 1. Workflow of annotation procedure. The “Raw data” acquisition step (upper-
right, grey) is carried out on a particular mass spectrometer, the remaining steps are
vendor-independent.

resolution of 8000-9000 with an accumulation time of 2 seconds. 16 technical
replicates were measured. Raw data files were exported with Analyst QS 1.0
and processed with the XCMS package [Smith06] using conservative parameters
(s/n ≥ 3, fwhm=30, bw=10).

2.2 Detection of Known Adducts and Fragments

The observed signal s (measured in m/z ) is the result of the molecule mass M
modified by the chemical process during the ionisation:

s =
nM + a

z

where n(n = 1, 2 . . .) is the number of molecules in the ion, a the mass of the
adducts (negative for fragments) and z the charge.

For soft ionisation methods such as LC/ESI-MS, different adducts (e.g. [M +
K]+, [M + Na]+) and fragments (e.g. [M − C3H9N ]+, [M + H − H20]+) occur.
Depending on the molecule having an intrinsic charge, [M ]+ may be observed
as well. To scan for adducts and fragments with a known mass difference a
predefined and user-extensible list (see Tab. 1) is employed.

Theoretically all isotope peaks, adducts and fragments belonging to a single
components mass spectrum should have the same retention time. But since peak
detection works in the chromatographic domain and independently for all mass
signals, they can differ. Especially in the case where chromatographic peaks are
broad and noisy, their centroids may be detected in one of the neighbouring
scans. To be robust against this effect, a “sliding retention time window” with a
user specified width (e.g. Δt = 4s., in our case equivalent to two scans) is used.
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Table 1. Examples of known adducts and fragments with their mass differences oc-
curing in positive ion mode. The actual difference is calculated considering the charge
and the number of molecules M in the observed ion.

Formula Mass difference in amu

[M + H ]+ 1.007276
[M + Na]+ 22.98977
[M+ + Na]2+ 22.98977
[M + K]+ 38.963708
[2M + Na]+ 22.98977
[M + H + Na]2+ 23.9976
[M + H − NH3]

+ -16.01872
[M − C3H9N ]+ -59.073499

For each retention time window all possible combinations

Mij =
zjsi − aj

nj

of mass signals si within the time window and known adducts Aj = (nj , zj , aj),
j = 1 . . . J are calculated. Each group of similar masses Mij (tolerance depends
on the machine accuracy) yields one annotation hypothesis. All resulting rea-
sonable adduct/fragment hypotheses are collected for subsequent verification,
ambiguity removal and annotation.

Example: Given the mass signals s1, s2, s3 = (122.99,138.97,142.01)m/z which
are observed in one retention time window. The differences s1−A(Na) = 122.99−
22.98977 = 100.0002 and s2 − A(K) = 138.97 − 38.963708 = 100.0063 support
the hypothesis that s1 and s2 are adducts ([M +Na]+ ,[M +K]+) of a molecule
M with an estimated mass of 100.0033 amu.

2.3 Verification of Annotation Hypotheses

The hypotheses described in the previous section can either be correct and reflect
the actual chemical process during ionisation, or they are the result of co-eluting
molecules having a known fragment/adduct mass difference by chance. Therefore
a verification step is mandatory.

Intensity correlation across samples
Because of the theoretically fixed ratio between molecule and adduct intensities
in all observations, a simple verification of the chemical relation for a given pair
of mass signals is to calculate the correlation of the integrated peak intensities
across all samples in which these peaks have been observed. The neccessary
alignment of two or more experiments is also part of the XCMS package.

Intensity correlation in the chromatographic domain
The adducts and fragments of the same molecule have the same intensity ra-
tio also in each individual scan of the LC/MS measurement. Therefore their
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extracted ion chromatograms (EIC) are theoretically linearly dependent, and
correlation or linear regression (y = αx + 0 , with subsequent evaluation of the
factors α and the residuals) can be used to estimate the similarity between the
chromatograms.

Peaks with a low intensity are more subjected to noise influence, their chro-
matograms can be very flat and/or jagged, resulting in a low correlation.

2.4 Exposing Chemical Relations by Chromatogram Correlation
Analysis

Even without any predefined mass differences, valuable chemical hypotheses can
be obtained by analysing the chromatogram correlations across all samples. For
this purpose EIC - correlations are calculated for all pairs of mass signals within
each retention time window. This is done for each sample where the examined
pair of mass signals was observed. As result of this computation, the distribution
of peak shape correlations across the samples can be evaluated.

2.5 Ambiguity Removal and Conflict Resolution

Since all chemical relation hypotheses are searched in a sliding retention time
window, all duplicates, subset relations and conflicts between hypotheses have to
be eliminated. In a naive approach, this would require to compare all members
of all hypotheses against each other. To speed up this procedure, signatures
are calculated for each chemical relation hypothesis. One hypothesis group Hk

consists of several entries in the form (si, Aj), which encode the annotation
hypothesis. For each entry a signature sij is calculated as

sigij = p1i + p2j (si, Aj) ∈ Hk ,

with p1, p2 > max(i, j) being prime numbers. Furthermore, a hash value is
created for each hypothesis group:

hash(Hk) =
∑

(si,Aj)∈Hk

sigij .

Using these hash values, hypotheses groups containing the same annotations
have the same hash value, and subset relations of hypotheses can be detected
efficiently using the signatures.

Furthermore, some efforts are made to resolve chemical conflicts. For example
[M ]+ and [M + H ]+ cannot appear both for the same molecule, because the
molecule is supposed to have an intrinsic charge in the first case but not in the
second. Therefore, relations of this kind can safely be removed.

3 Results

The evaluation is based on the arabidopsis seed dataset described above. The
peak list exported from XCMS contains 1100 mass signals. The allowed mass
tolerance for the annotation was 0.005 m/z, the retention time window was set
to 4 seconds. Larger windows (up to 10 seconds) had little effect.
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3.1 Annotation of Known Mass Differences

The rule set used contains 30 known mass differences covering typical adducts
with protons, sodium and potassium cations and also 10 fragments with neutral
losses. Using only this rule set about 200 signals are annotated as isotope peaks
and there are more than 1000 competing annotations for adducts and fragments,
especially for retention times with many coeluting substances.

For the verification step the threshold for the correlation of the intensities
across the samples is specified as 0.6 and for the chromatogram correlation a
minimum of 0.8 in 75 % of the samples is required.

After the verification step and ambiguity removal 10 % of the 1100 mass
signals are annotated as isotope peaks and 20 % as adducts and fragments.

Fig. 2 shows an example of rule based annotation. Five signals belonging to the
mass spectrum of feruloylcholin could be grouped in the peak list. Chromatogram
correlations (Fig. 3) were used only for verification. Some combinations of low
intensity signals show only a weak correlation, but the hypotheses is kept as long
as the other correlations with these signals are above the threshold.

280.2/1331 
 [M]+

281.2/1331 
 [M]+ 

 1st isotope peak

282.2/1331 
 [M]+ 

 2nd isotope peak

221.1/1332 
 [M-C3H9N]+

222.1/1332 
 [M-C3H9N]+ 

 1st isotope peak

Fig. 2. Graph of mass signals. Nodes are labelled with mass/retention time and a short
description, edges indicate an successful verification by correlation across samples and
EICs.

3.2 Deconvolution Based on Chromatogram Correlation Analysis

Using only the chromatogram correlations, highly correlated pairs of mass signals
were combined to chemical relation hypothesis groups. We used only those pairs
with correlation higher than 0.8 in 75 % of the cases (12 out of 16 samples).
Manual verification of one hypothesis group confirmed that all grouped signals
belong to the mass spectrum of tryptophane (Fig. 4).

3.3 Run-Time

The “Peak shape analysis” step in the workflow (see fig. 1) includes the creation
of the extracted ion chromatogram (EIC) for each peak from each file using
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Fig. 3. Verification of the annotation shown in Fig. 2. Correlations with the low signal
282.2 m/z are below threshold.

the generic XCMS functions. For each EIC this takes about 0.3 seconds on a
standard 2 GHz PC. Depending on the number of peaks, files and the file size
this preprocessing step can take up to several hours, which can be reduced by
either spreading the computation across a compute cluster (we have good expe-
rience using the Sun Grid Engine 6.06) or by using a dedicated and optimized
EIC extraction routine. Independent of the calculation method employed, we
are currently creating a data warehouse for preprocessed LC/MS data, which
includes the EIC for each peak and avoids recomputing EICs for the annotation
step altogether.

205.1/1002 
 C11H13N2O2+ 

 [M+H]+

188.1/1003 
 C11H10NO2+ 
 [M+H-NH3]+

159.1/1003 
 C10H11N2+ 

 [M+H-H20-CO]+

146.1/1002 
 C9H8NO+

118.1/1002 
 C8H8N+

189.1/1003 
 [M+H-NH3]+ 

 1st isotope peak

Fig. 4. Graph of extracted signals that belong to the mass spectrum of tryptophane.
Nodes are labelled with mass/retention time and a short description, edges indicate a
chromatogram correlation above threshold (see 2.4).



378 R. Tautenhahn, C. Böttcher, and S. Neumann

● ●

● ●
●

● ●

● ●

● ●
●

●
●

● ●
●

●
●

●

●
●

● ● ●

●

990 1000 1010 1020 1030

0
10

0
20

0
30

0
40

0
50

0

Retention time

In
te

ns
ity

● ●

●
●

●

●

●

●

●

●

●
●

●
●

●

●

●

●

●

●

● ●

●

●
●

●

990 1000 1010 1020 1030

0
10

0
20

0
30

0
40

0
50

0

Retention time

In
te

ns
ity

990 1000 1010 1020 1030

0
10

0
20

0
30

0
40

0
50

0

Retention time

In
te

ns
ity

990 1000 1010 1020 1030

0
10

0
20

0
30

0
40

0
50

0

Retention time

In
te

ns
ity

990 1000 1010 1020 1030

0
10

0
20

0
30

0
40

0
50

0

Retention time

In
te

ns
ity

990 1000 1010 1020 1030

0
10

0
20

0
30

0
40

0
50

0

Retention time

In
te

ns
ity

●

●

205.096 m/z
188.075 m/z
118.066 m/z
146.062 m/z
310.673 m/z
311.171 m/z

Fig. 5. Superimposed EICs for the 5 peaks shown in fig. 4 and also for the mass signals
310.7 and 311.2 m/z, which are co-eluting, but not chemically related to tryptophane
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Fig. 6. Distribution of pearson correlations for all pairs of chromatograms shown in
fig. 5 across all 16 samples. The mass signals 310.7 and 311.2 m/z are co-eluting, but not
chemically related to tryptophane. It can be seen that the chromatogram correlations
are significantly lower for all combinations with those signals.

Once the EICs are generated, the wall-clock run-time for the annotation (cor-
relation, validation and graphics output) of the sample set of 16 files × 1100
peaks described above is 120 seconds on a standard 2 GHz PC.

4 Conclusion

In metabolomics research the large gap between fingerprint data of unknown
mass signals and profiling data for a limited number of metabolites needs to be
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narrowed down. The peaklists of LC/MS measurements can contain a few thou-
sand peaks, and manual inspection of all of them is simply impossible. The down-
stream bioinformatics analysis such as hierarchical clustering or self-organising
maps is difficult if a large number of observations is caused by artefacts of the
analytical process.

The annotation is a valuable addition to the commonly used peaklists, based
on both an extensible set of rules and peak shape analysis. Even if no chemical
identification is possible, the truly interesting signals become more obvious.

Our annotation framework is also capable of including further sources that
are aimed towards metabolite identification, such as the mass decomposition tool
IMS [Böcker06] or exact masses from compound libraries such as the metabolic
pathways database KEGG [Goto97, Kanehisa06] or KNapSACK [Shinbo06].
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Abstract. We present results from two- and three-dimensional protein
folding simulations in the HP-model on selected benchmark problems.
The importance of the HP-model for investigating general complexity
issues of protein folding has been recently demonstrated by Fu & Wang
(LNCS 3142:630–644, 2004) in proving an exp(O(n1−1/d · lnn)) time
bound for d-dimensional protein folding simulation of sequences of length
n. The time bound is close to the approximation of real folding times
of exp(λ · n2/3 ± χ · n1/2/2)ns by Finkelstein & Badretdinov (FOLD
DES 2:115–121, 1997), where λ and χ are constants close to unity. We
utilise a stochastic local search procedure that is based on logarithmic
simulated annealing. We obtain that after (m/δ)a·D Markov chain tran-
sitions the probability to be in a minimum energy conformation is at
least 1 − δ, where m ≤ b(d) · n is the maximum neighbourhood size for
a small integer b(d), a is a small constant, and D is the maximum value
of the minimum escape height from local minima of the underlying en-
ergy landscape. We note that the time bound is sequence-specific, and
we conjecture D < n1−1/d as a worst case upper bound. We analyse
D < n1−1/d experimentally on selected HP-model benchmark problems.

1 Introduction

In the context of general complexity classifications, protein folding simulations
has been proven to be NP-complete for a variety of lattice models [1,2,3], which
implies a generic upper bound exp(O(n)) for the time complexity of determinis-
tic folding simulations of sequences of length n. One of the most popular lattice
models of protein folding is the hydrophobic-hydrophilic (HP) model [4,5,6,7]. In
the HP-model, proteins are modelled as chains whose vertices are marked either
as H (hydrophobic) or P (hydrophilic); the resulting chain is embedded into some
lattice; H nodes are considered to attract each other while P nodes are neutral.
An optimal embedding is one that maximizes the number of H-H contacts. The
rationale for this objective is that hydrophobic interactions contribute a signif-
icant portion of the total energy function. Unlike more sophisticated models of
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protein folding, the main goal of the HP-model is to explore broad qualitative
questions about protein folding such as whether the dominant interactions are
local or global with respect to the chain [6].

In the present paper, we distinguish between proven time bounds of simula-
tions in terms of algorithmic complexity and folding time approximations that
are based on a number of (heuristic) assumptions about the underlying kinetics of
protein folding. To the best of our knowledge, the first proven time bound for pro-
tein folding simulations with an exponent significantly below O(n) is due to Fu
and Wang [8]. They proved an exp(O(n1−1/d) · ln n) algorithm for d-dimensional
protein folding simulation to optimum conformations in the HP-model. Linear
time algorithms for constant-factor approximations of optimum solutions are re-
ported in [9,10]. Surprisingly, the algorithmic complexity bound by Fu and Wang
comes close to the folding time approximation of exp(λ · n2/3 ± χ · n1/2/2)ns by
Finkelstein and Badretdinov [11] (asymptotically, within a log n factor in the
exponent). There is an ongoing discussion if folding time approximations that
basically rely on the length of sequences only are the appropriate way to estimate
the actual folding time (see [12,13,14,15] and the literature therein), and there
are instance-specific folding time approximations ranging from a polynomial de-
pendence to an exponential dependence [11,16,17]. In our paper, we present an
instance-dependent time bound for protein folding simulations in the HP-model.
The simulations are based upon stochastic local search procedures that utilise
logarithmic simulated annealing.

Simulated annealing-based search procedures have been discussed and applied
in the context of protein folding simulation for about twenty years [18,19,20],
shortly after the independent introduction of simulated annealing as a new op-
timization tool by Kirkpatrick et al. [21] and V. Černy [22] (preprint version in
1982). These applications evolved from earlier methods [23] that were based on
Metropolis’ algorithm [24]. For on overview on early applications of simulated
annealing to protein folding simulations, we refer the reader to [25]. Apart from
simulated annealing, search methods like genetic algorithms [26,27], tabu search
[28] and ensemble techniques [29,30] have been applied to protein folding simula-
tion; see also [6]. More recent simulated annealing-related application to protein
folding simulation can be found in [31,32].

All the above-mentioned applications of simulated annealing to protein fold-
ing simulation have in common that they rely on the technique as described
in [21]. From an algorithmic point of view, the convergence proof of this sim-
ulated annealing procedure is based upon the following observation: At a fixed
“temperature” T , the probability distribution over the conformation space ap-
proaches in the limit the Boltzmann distribution e−Z(S)/T /F , where Z(S) is the
value of the objective function for the conformation S and F is a normalisation
parameter. If then T → 0, the Boltzmann distribution tends to the distribution
over optimum configurations. In practice, however, it is infeasible to perform
an infinite number of Markov chain transitions at fixed temperatures, and this
explains why this type of simulated annealing with cooling heuristics for T is
usually stuck in local minima [33]. But this drawback can be avoided, if the
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temperature is lowered after each Markov chain transition from step k − 1 to
k according to T = T (k) = D/ log (k + 2), where D is the maximum value of
the minimum escape height from local minima of the underlying conformation
space, i.e. the transition probabilities are time-dependent. Under some natural
assumptions about the conformation space, the probability distribution over the
conformation space tends to the distribution over optimum solutions [34]. Due to
the definition of T (k), this optimization method is called logarithmic simulated
annealing (LSA). This approach allows to relate the convergence time to struc-
tural parameters of the conformations space. Reidys and Stadler [41] utilised
this method for a landscape analysis in the wider context of protein folding. In
the present paper, we employ the time complexity analysis from [42], where the
probability p = 1−δ of finding an optimum solution after k Markov chain transi-
tions is related to an exponential function depending on D, δ, and the maximum
size m of neighbourhood sets of the conformation space. We expect the method
to be adaptable to realistic objective functions and protein sequence geometries,
which will be subject of future research.

We focus on the d-dimensional rectangular lattice model, but this restriction
is not essential, i.e. extensions to other lattice models, e.g. as described in [43],
actually are depending upon the definition of a suitable neighbourhood relation.
For the definition of the neighbourhood relation in the conformation space, we
employ the pull-move set, which was independently introduced by Lesh et al. [44]
and Milostan/Blazewicz et al. [45,46]. We present a time complexity bound of
(m/δ)a·D for protein folding simulation in the HP-model, where m is the max-
imum neighbourhood size, a is a small constant, and D the above-mentioned
maximum escape height from local minima. For this number of steps, the prob-
ability of having found an optimum conformation is p ≥ 1 − δ. The parameter
m depends on the lattice structure, the dimensionality d, and the pull-move
set; m can be bounded by b(d) · n for sequences of length n, where b(d) is a
small integer depending upon the maximum number of neighbours of individual
nodes of sequences. Thus, the time bound depends on the landscape parameter
D. One can expect that for protein sequences investigated in [14,15,16,17], the
parameter D is relatively small, e.g. even bounded by a constant. Here, we are
concerned about the “worst case” behaviour of D, i.e. we try to establish an
upper bound of D for arbitrary protein sequences in the HP-model. Based on
the time bound by Fu and Wang [8] and our computational experiments, we
conjecture D < n1−1/d for arbitrary protein sequences of length n. We present
an experimental analysis of D < n1−1/d for d = 2, 3 on selected benchmark
problems defined in [26,44,45,46].

2 LSA for Protein Folding Simulation

For simplicity of presentation, we focus in the present section on the two-
dimensional rectangular grid HP-model only. For the three-dimensional case,
we refer to [45,46]; the dimensionality affects only the upper bound b(d) · n.
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Anfinsen’s thermodynamic hypothesis [48] motivates the attempt to predict
protein folding by solving certain optimization problems, but there are two main
difficulties with this approach: The precise definition of the energy function that
has to be minimised, and the extremely difficult optimization problems arising
from the energy functions commonly used in folding simulations [6,49]. In the 2-d
rectangular grid HP-model, one can define the minimization problem as follows:

min
α

E(S, α) for E(S, α) := ξ · HHc(S, α), (1)

where S is a sequence of amino acids containing n elements; Si = 1, if the amino
acid on the ith position in the sequence is hydrophobic; Si = 0, if the amino
acid on the ith position is polar; α is a vector of (n − 2) grid angles defined by
consecutive triples of amino acids in the sequence; HHc is a function that counts
the number of neighbours between amino acids that are not neighbours in the
sequence, but they are neighbours on the grid (they are topological neighbours);
finally, ξ < 0 is a constant lower than zero that defines an influence ratio of
hydrophobic contacts on the value of conformational free energy. The distances
between neighbouring grid nodes are assumed to be equal to 1. We identify
sequences α with conformations of the protein sequence S, and a valid confor-
mation α of the chain S lies along a non-self-intersecting path of the rectangular
grid such that adjacent vertices of the chain S occupy adjacent locations. Thus,
we define the set of conformations (for each S specifically) by

FS :=
{

α is a valid conformation for S
}
. (2)

Since F := FS is defined for a specific S, we denote the objective function by

Z(α) := ξ · HHc(S, α). (3)

The neighbourhood relation of our stochastic local search procedure is de-
termined by the set of pull moves introduced in [44] for 2-d protein folding
simulations in the HP-model (extended to 3-d case in [45,46]). We briefly de-
scribe the set of pull moves (for details, we refer the reader to [44]): For sim-
plicity of notation, we identify Si by i, and we first consider i at step k in
location (xi(k), yi(k)) of the grid. Suppose that a free location L is adjacent
to (xi+1(k), yi+1(k)) and diagonally adjacent to (xi(k), yi(k)). The grid vertices
(xi(k), yi(k)), (xi+1(k), yi+1(k)), and the free location L constitute three cor-
ners of a square; let the fourth corner be the location C. A pull move can
be executed, if the location C is either free or equal to (xi−1(k), yi−1(k)). If
C = (xi−1(k), yi−1(k)), the entire local pull move consists of moving the se-
quence node i to L. If C is free, at first i is moved to L and sequence node i − 1
is moved to location C. Then, until a valid conformation is reached, the following
actions are performed: Starting with sequence node j = i − 2 and potentially
down to node 1, we set (xj(k + 1), yj(k + 1)) = (xj+2(k), yj+2(k)). Similarly,
one could consider a pull in the other direction, starting from a free location L
adjacent to (xi−1(k), yi−1(k)) and diagonally adjacent to (xi(k), yi(k)). Finally,
for technical reasons to make the conformation space reversible, one has to add
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special moves at the end vertices: Consider two free adjacent locations, where
one is adjacent to sequence node n. Then the nodes n − 1 and n can be moved
to these free locations, with subsequent pull moves as before, potentially down
to node 1. The same applies to sequence nodes 1 and 2.

Thus, given α ∈ FS , for n − 2 nodes Si we have at most four possibilities to
change the location (potentially with subsequent consequences for the remaining
nodes, but (xj(k+1), yj(k+1)) = (xj+2(k), yj+2(k)) determines a unique action).
For the end nodes, the number of changes can be slightly larger, but altogether
the number of neighbours is bounded by b(2) · n for a small integer b(2). The
same applies to the 3-d case.

Theorem 1. [44] The set of pull moves is local, reversible, and complete within
F, i.e. any β ∈ F can be reached from any α ∈ F by executing pull moves only.

The set of neighbours of α that can be reached by a single pull move is denoted
by Nα, where additionally α is included since the search process can remain in
the same configuration. Furthermore, we set

Nα := |Nα | ≤ b(d) · n; (4)
Fmin :=

{
α : α ∈ F and Z(α) = min

α′
E(S, α′)

}
. (5)

In simulated annealing-based search, the transitions between neighbouring ele-
ments are depending on the objective function Z. Given a pair of protein con-
formations [α, α′], we denote by G[α, α′] the probability of generating α′ from
α, and by A[α, α′] we denote the probability of accepting α′ once it has been
generated from α. As in most applications of simulated annealing, we take a
uniform generation probability:

G[α, α′] :=

{
1

Nα
, if α′ ∈ Nα;

0, otherwise.
(6)

The acceptance probabilities A[α, α′] are derived from the underlying analogy
to thermodynamic systems:

A[α, α′] :=

{
1, if Z(α′) − Z(α) ≤ 0;

e−
Z(α′)−Z(α)

T , otherwise,
(7)

where T is a control parameter having the interpretation of a temperature in
annealing processes. The probability of performing the transition between α and
α′ is defined by

Pr{α → α′} =

⎧
⎨

⎩

G[α, α′] · A[α, α′], if α′ �= α;

1 −
∑

α′ �= α

G[α, α′] · A[α, α′], otherwise. (8)

By definition, the probability Pr{α → α′} depends on the control parameter T .
Let aα(k) denote the probability of being in conformation α after k transition
steps. The probability aα(k) is calculated in accordance with
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aα(k) :=
∑

β∈F

aβ(k − 1) · Pr{β → α}. (9)

The recursive application of (9) defines a Markov chain of probabilities aα(k),
where α ∈ F and k = 1, 2, · · ·. If the parameter T = T (k) is a constant T , the
chain is said to be a homogeneous Markov chain; otherwise, if T (k) is lowered at
each step, the sequence of probability vectors a(k) is an inhomogeneous Markov
chain.

In the present paper, we focus on a special type of inhomogeneous Markov
chains where the value T (k) changes according to

T (k) =
D

ln(k + 2)
, k = 0, 1, ... , (10)

where D > 0 is independent of k. The choice of T (k) is motivated by convergence
properties that have been proved for logarithmic cooling schedules that deter-
mine inhomogeneous Markov chains [34]. In order to explain these convergence
results, we first need to introduce some parameters characterising local minima
of the objective function:

Definition 1. A conformation α′ ∈ F is said to be reachable at height h from
α ∈ F, if ∃α0, α1, ..., αr ∈ F with α0 = α ∧ αr = α′ such that G[αu, αu+1] >
0, u = 0, 1, ... , (r − 1), and Z(αu) ≤ h for all u = 0, 1, ... , r.

We use the notation H(α⇒α′) ≤ h for this property. The conformation α is a
local minimum, if α ∈ F\Fmin and Z(α′) ≥ Z(α) for all α′ ∈ Nα\{α}.

Definition 2. Let λmin denote a local minimum, then D(λmin) denotes the
smallest h such that there exists λ′ ∈ F with Z(λ′) < Z(λmin) that is reachable at
height Z(λmin) + h.

Theorem 2. [34] For T (k) from (10), the convergence
∑

α∈Fmin
aα(k) −→

k→∞ 1 of
the algorithm defined by (3), ..., (9) is guaranteed if and only if

i. ∀α, α′∈F∃α0, α1, ... , αr ∈F such that α0 = α ∧ αr = α′

and G[αu, αu+1] > 0 for u = 0, 1, ... , (r − 1);
ii. ∀ h : H(α⇒α′) ≤ h ⇐⇒ H(α′⇒α) ≤ h;
iii. D ≥ max

λmin
D(λmin).

From Theorem 1 and the definition of Nα we immediately conclude that the
conditions (i) and (ii) are valid for F. Thus, together with Theorem 2 we obtain:

Corollary 1. If D ≥ maxλmin D(λmin), the algorithm defined by (3), ..., (10)
and the pull move set from [44] tends to minimum energy conformations in the
HP-model.

The result from [34] has been later been extended with respect to the rate of
convergence depending on structural properties of the energy landscape, dif-
ferent types of stochastic processes, and related types of search algorithms; see
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[35,36,37,38,39,40] and references therein. The results have in common that long-
range convergence properties are considered and/or the impact of parameters
such as the size of the neighbourhood relation (degree of adjacent nodes in
the landscape) and the definition of generation probabilities are ignored. But
these parameters may affect run-time estimations significantly. We employ the
time complexity analysis from [42] for protein folding simulation as presented in
[50]. The main difference to [42] comes from potentially larger differences of the
values of the objective function in single transitions; i.e. we have to consider
γmin := minα→α′

(
Z(α′)−Z(α)

)
for

(
Z(α′)−Z(α)

)
> 0. We simply take the lower

bound γmin ≥ 1 and obtain

Theorem 3. [42,50] If D ≥ max
λmin

D(λmin) for F from (2), m := max
α

Nα, and

0<δ<1, then

k ≥
(m

δ

)a·D
≥

(8 · e · (m + 1)3

δ

)(D+1)

implies (11)
∑

α′∈Fmin

aα′(k) ≥ 1 − δ. (12)

As can be seen, a ≥ 5 is sufficient for (11), i.e. a is a small constant.

3 Landscape Analysis on Selected Benchmarks

As mentioned in Section 1 already, the run-time estimation (11) from Theo-
rem 3 is problem-specific, i.e. depends on the parameter D of the landscape
induced by an individual protein sequence and the pull-move set. For a problem-
independent, worst case upper bound we conjecture D ≤ n1−1/d, which complies
with the result from [8]. A rigorous proof of the conjecture seems to be challeng-
ing, and existing techniques for landscape analysis in the context of protein
folding [41,51,52,53] do not provide the necessary tools. However, for individual
protein sequences, one can proceed as follows: Given a sequence α, the parameter
D is estimated in a pre-processing step (landscape analysis), where the maxi-
mum increase of the objective function is monitored in-between two successive
improvements of the best value obtained so far. This approach usually over-
estimates D significantly. Therefore, we are searching for a suitable constant c
such that D′ = Gmonit/c comes close to D, where Gmonit is the maximum of the
monitored increases of the objective function in-between two successive total im-
provements of the objective function. This estimation D′ is then taken (together
with the length of α and a choice of δ for the confidence 1 − δ) as the setting
for the (slightly simplified) run-time estimation according to (11). In our com-
putational experiments on d-dimensional benchmark problems we indeed obtain
optimum solutions for smaller values of D than n1−1/d.

3.1 Two-Dimensional Simulation

Following the experimental part of [42], we use (n/δ)D′
as a simplified version

of (11), i.e. the maximum size m of the neighbourhood set is substituted in (11)
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by n and the affect of b(d) on the constant a is neglected; actually, based on the
computational experiments from [42], we set a := 1 and D′ ≈

√
n/2 for the case

of 2-d protein folding simulation in the HP-model. Furthermore, we compare D′

to Gmonit, i.e. apart from trying to approximate the real D by D′, we also try
to relate D′ to Gmonit.

Table 1. Selected 2D benchmark problems from [26,44]

name/n structure Zmin

S36 3P2H2P2H5P7H2P2H4P2H2PH2P -14
S60 2P3HP8H3P10HPH3P12H4P6HP2HPHP -35
S64 12HPHPH2P2H2P2H2PH2P2H2P2H2PH2P2H2P2H

2PHPHP12H -42
S85 4H4P12H6P12H3P12H3P12H3PH2P2H2P2H2PHPH -53
S100 6PHP2H5P3HP5HP2H4P2H2P2HP5HP10HP2HP7H

11P7H2PHP3H6PHP2H -48

The stochastic local search procedure as described in Section 2 was implemented
and we analysed the 2-d benchmark problems (cf. [26,44]) presented in Table 1.
Unfortunately, information about the exact number of ground states is not avail-
able for all of the benchmark problems shown in Table 1. In [44], three ground
states are reported for S85, and two ground states for S100.

Table 2. Results for selected 2-d benchmarks; 1 − δ = 0.51

name/n
√

n Gmonit D′ k = (n/δ)D′
kav

S36 6.00 9.25 3.00 ≈ 4.0 × 105 29, 341
S60 ≈ 7.74 14.00 3.87 ≈ 1.2 × 108 30, 319
S64 8.00 18.00 4.00 ≈ 2.9 × 108 259, 223
S85 ≈ 9.20 21.75 4.60 ≈ 2.0 × 1010 13, 740, 964
S100 10.00 21.50 5.00 ≈ 3.5 × 1011 57, 195, 268

In Table 2 we report results where Zmin was achieved for all five benchmark
problems from Table 1. By kav we denote the average number of transitions
necessary to achieve Zmin calculated from four successive runs for the same
benchmark problem. The same applies to Gmonit, which is the average from
the four runs executed for each of the five benchmark problems. Although by
definition D has to be an integer value in the HP-model, we allowed rational
values for D′. The simplified version of (11) was calculated for m = n and
δ = 0.49, i.e. for a confidence of 51%. As already mentioned, the value of D′ was
chosen ≈

√
n/2, which was used in (10) for the implementation.

As can be seen, the simplified version of (11) still over-estimates the number
of transitions sufficient to achieve Zmin for the selected benchmark problems,
which is at least partly due to the setting m = n. One can expect m << n for
conformations close to ground states. To incorporate improved upper bounds
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Fig. 1. Six ground states for S64

of m will be subject of future research. For S64, we found a local minimum at
Z(λmin) = −41, and we identified six different ground states with Z(α′) = −42.
The six ground states are shown in Figure 1, and Figure 2 displays ground
states for S85 and S100. Based on the data from Table 2, the constant c in
D′ = Gmonit/c ranges from 3.08 to 4.73.

3.2 Three-Dimensional Simulation

In a similar way we proceed for the 3-d benchmark problems described in Table 3,
where we also succeeded to calculate optimum solutions with Zmin = −32 and
Zmin = −34, respectively. The benchmark problems correspond to problems
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Fig. 2. Ground states for S85 and S100

Table 3. Two 3-d benchmark problems from [47]

name/n structure Zmin

S48A HP2H2P4HP3H2P2H2PHP3HPHP2H2P2H3PH8P2H -32

S48B 4HP2HP5H2PH2P2H2PH6PH2PH3PH2P2H2P2HPH -34

no. 1 and no. 2 in [46] (Table 1, p. 140), and tabu search with 1000 iterations
produced −22 and −20 on these instances. Currently, we execute computational
experiments on the remaining eight 3-d instances listed on p. 140 in [46].

We note that in this case we consider the conjecture D <
3
√

n2 = 3
√

482. We
choose the same constant as before, i.e. we set D′ := 3

√
n2/2. The parameters

are defined in the same way as in Section 3.1. The particular parameter settings
and results are shown in Table 4.

Table 4. Results for S48A and S48B from [47]; 1 − δ = 0.51

name/n
3
√

n2 D′ k = (n/δ)D′
kav

S48A ≈ 13.20 6.60 ≈ 1.4 × 1013 11, 078, 395

S48B ≈ 13.20 6.60 ≈ 1.4 × 1013 8, 590, 196

In this case, k ≈ 1.4 × 1013 overestimates kav more than 106 times (S48A),
which might indicate that D ≈ D′ <

3
√

n2/c for c > 2 is more appropriate for the
3-d case, but further information about the 3-d case will be gathered from the
ongoing computational experiments on the remaining eight 3-d instances listed
in [46]. Optimum conformations for S48A and S48B from Table 3 are shown
in Figure 3. Overall, the results encourage us to attempt a formal proof of the
conjecture D ≤ n1−1/d.
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Fig. 3. Ground states for S48A and S48B

4 Concluding Remarks

We analysed the run-time of protein folding simulations in the HP-model, if the
underlying algorithm is based on the pull-move set and logarithmic simulated
annealing. With our method we obtained optimum solutions on a number of
established benchmark problems for 2-d protein folding simulation in the HP-
model and two benchmarks for 3-d folding. Future research will be directed
towards tight upper bounds of D in terms of the sequence length n, improved
upper bounds of the maximum neighbourhood size m, and we intend to extend
our computational experiments to more realistic objective functions and folding
geometries, along with estimations of D for specific protein sequences.
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Abstract. More and more proteins have been observed to display functions 
through intrinsic disorder. Such structurally flexible regions are shown to play 
important roles in biological processes and are estimated to be abundant in 
eukaryotic proteomes. Previous studies largely use evolutionary information 
and combinations of physicochemical properties of amino acids to detect 
disordered regions from primary sequences. In our recent work DisPSSMP, it is 
demonstrated that the accuracy of protein disorder prediction is greatly 
improved if the disorder propensity of amino acids is considered when 
generating the condensed PSSM features. This work aims to investigate how 
the information of secondary structure can be incorporated in DisPSSMP to 
enhance the predicting power. We propose a new representation of secondary 
structure information and compare it with three naïve representations that have 
been discussed or employed in some related works. The experimental results 
reveal that the refined information from secondary structure prediction is of 
benefit to this problem. 

Keywords: protein disorder prediction; secondary structure; Radial Basis 
Function Network. 

1   Introduction 

Intrinsically disordered proteins or protein regions exhibit unstable and changeable 
three dimensional structures under physiological conditions [1, 2, 3]. Although 
lacking fixed structures, many unfolded disordered proteins or partial protein regions 
have been identified to participate in many biological processes and carry out 
important biological functions [2, 4]. Also, it has been observed that the absence of a 
rigid structure allows disordered binding regions to interact with several different 
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targets [5, 6]. Therefore, the automated prediction of disordered regions is a necessary 
preliminary procedure in high-throughput methods for understanding protein function.  

Many studies have demonstrated that the disordered regions can be detected by 
examining the amino acid sequences [6, 7, 8, 9]. Disordered regions are distinguished 
from ordered regions by its low sequence complexity [10], amino acid compositional 
bias [7], high evolutionary tendencies [11], or high flexibility [12]. In our recent work 
DisPSSMP, we investigated the predicting power of a condensed position specific 
scoring matrix with respect to physicochemical properties (PSSMP) on the prediction 
accuracy, where the PSSMP is derived by merging several amino acid columns of a 
PSSM belonging to a certain property into a single column [13]. Additionally, 
DisPSSMP decomposes each conventional physicochemical property of amino acids 
into two disjoint groups which have a propensity for order and disorder respectively. 
It outperforms the existing packages in predicting protein disorder by employing 
some new properties that perform better than their parent properties [13].  

Several studies have attempted to incorporate the predicted information of 
secondary structure elements (SSE) in predicting protein disorder [3, 6, 14, 15, 16, 17, 
18, 19]. NORSp aims to identify the regions with no sufficient regular secondary 
structure as disorder, by means of merging predictions of secondary structure from 
PROFphd, transmembrane helices from PHDhtm, and coiled-coil regions from 
COILS [14, 15]. The GlobPlot service detects sequence regions of globularity or 
disorder by calculating a running sum of the propensity for random coils and 
secondary structures [16]. Meanwhile, some other approaches employed secondary 
structure information as parts of their features. DISOPRED2 employs the predicted 
secondary structures from PSIPred to refine its prediction of disordered residues [3, 
6]. DISpro combines evolutionary information from PSI-BLAST, secondary 
structures from SSpro, and relative solvent accessibility from ACCpro for protein 
disorder prediction [17]. Similarly, VLS2 adopts various features in predicting protein 
disorder, including amino acid frequencies, spacer frequency, sequence complexity,  
charge-hydrophobicity ratios, averaged flexibility indices, and averaged PSI-BLAST 
profiles, as well as the averaged PHD and PSIPred secondary structure predictions 
[18, 19].  

Although employing the predicted information of secondary structure is not new to 
this problem, it is not clear how much this feature contributes when employed with 
other important features such as amino acid physicochemical properties. There are 
also some challenges when retrieving secondary structure information from existing 
packages of secondary structure prediction. Here we use two examples to illustrate the 
difficulties. Fig. 1(a) shows the partial results of six famous secondary structure 
predictors for the protein platelet membrane glycoprotein IIIa beta subunit (chain B 
of PDB structure 1JV2) and Fig. 1(b) for DNA-directed RNA polymerase II largest 
subunit (chain A of 1I3Q). It is observed that the categories of secondary structure 
predicted from various predictors are sometimes inconsistent and the boundaries they 
detected are largely unlike, especially for the short segments. Thus, it is of great 
interest to develop a refined description of SSE that benefits the problem of protein 
disorder prediction. 
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(a) Chain B of PDB structure 1JV2: residues 325~390 

 
(b) Chain A of PDB structure 1I3Q: residues 553~617 

Fig. 1. The partial results of several secondary structure predicators on the chain B of PDB 
structure 1JV2 and chain A of 1I3Q. Helixes are denoted as ‘H’, strands as ‘E’, and coils as ‘-’. 

In this study, we propose a new representation to refine the secondary structure 
information and integrate it with the condensed PSSM features developed in our 
recent study [13]. The new representation transforms the predicted secondary 
structure elements (SSE) into a distance-based feature. The proposed idea is 
compared with three naïve representations that have been discussed or employed in 
some related works. The experimental results reveal that after the refinement 
procedure, the influence of potential errors from secondary structure prediction can be 
effectively reduced. 

2   Materials 

For training and validation processes, six datasets have been extracted from different 
databases. The number of chains, ordered/disordered regions, and residues in 
ordered/disordered regions of each dataset are provided in Table 1. The training data 
is composed of datasets PDB652, D184, and G200, which are based on the 
procedures described in the following paragraphs. On the other hand, three 
independent datasets, which are named R80, U79, and P80, are employed as 
validation benchmarks as in related studies [20, 21]. These blind testing sets serve as 
a platform for comparing the performance of different SSE representations. 
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Table 1. Summary of the datasets employed in this study 

Training data Testing data 

Number of : PDB652 D184 G200 R80 U79 P80 

Chains 652 184 200 80 79 80 

Ordered regions 1281 257 200 151 0 80 

Disordered regions 1613 274 0 183 79 0 

Residues in ordered regions 190936 55164 37959 29909 0 16568 

Residues in disordered regions 49365 27116 0 3649 14462 0 

Total residues in the dataset 240301 82280 37959 33558 14462 16568 

 
The first training set PDB652 contains 652 partially disordered proteins from the 

PDB database [22], each of which contains at least one disordered regions with more 
than 30 consecutive residues. The second training set D184 is derived from DisProt 
database [23], a curated database that provides information about proteins that wholly 
or partially lack a stable three-dimensional structure under putatively native 
conditions. For the details of the procedures in preparing datasets PDB652 and D184, 
the readers can refer to our recent work [13]. Different from the set PDB693 in [13], 
PDB652 excludes the sequences with similarity identity of more than 70% against 
any protein sequence in the other training sets by running Cd-Hit [24], resulting 652 
proteins. 

Since PDB652 and D184 contain more than 60% of disordered residues in terminal 
regions of the proteins, which causes the window-based classifiers to over-predict the 
terminal residues as disorder, this work collects an additional training set G200 from 
the PDB database [22] (there are 35579 proteins structures containing 85233 chains in 
the PDB release of 13-May-2006). After removal of the DNA chains and the protein 
chains shorter than 80 residues or with disordered regions, only 1847 fully ordered 
chains remain. Among the completely ordered proteins, 200 of them are randomly 
selected as the dataset G200. Similarly, we use the same criterion described above to 
handle the redundancy issue. 

There are three independent datasets for evaluation in this study. The first set R80, 
prepared by Yang et al. [20], contains 80 protein chains from PDB database. The 
second set U79, provided by Uversky et al. in 2000 [21], contains 79 wholly 
disordered proteins. Finally, the third testing set P80, organized by PONDR (retrieved 
in February 2003), includes 80 completely ordered proteins. Like Yang et al. did in 
their study [20], these testing sets were employed in some recent related studies as a 
platform in comparison of different approaches in protein disorder prediction. 
Particularly, the testing sets U79 (wholly disordered proteins) and P80 (entirely 
globular proteins) examine whether the proposed method is under- or over-predicting 
protein disorder. 
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3   Methods 

In this section, we first introduce the disorder predictor DisPSSMP, which was 
proposed in our recent work based on condensed PSSMs considering propensity for 
order or disorder [13]. Next, four representations of summarizing the local 
information of secondary structure are presented. Finally, the procedures of 
constructing the Radial Basis Function Networks (RBFN) classifier and some widely 
used evaluation measures are described in details.  

3.1   Organizing Feature Sets 

The disorder predictor DisPSSMP constructs its predicting model based on the 
condensed position specific scoring matrix with respect to physicochemical properties 
(PSSMP), which are shown to exhibit better performance on protein disorder 
prediction than the original PSSM features [13]. The success of DisPSSMP thanks to 
its invention of considering the disorder propensity of amino acids when searching for 
an optimized feature combination of PSSMPs. The selected condensed PSSM 
properties include: Aliphatic, AromaticO, Polar, and SmallD [13]. The derived feature 
set improves the performance of a classifier built with RBFN in comparison with the 
feature set constructed with PSSMs or PSSMPs that adopt simply the conventional 
physicochemical properties. The original feature set employed by DisPSSMP is 
named PSSMP-4 in the rest of this study. 

In this study, we aim to investigate how the predicting power of DisPSSMP can be 
improved when incorporating secondary structure information with PSSMP-4. We 
propose a new representation named SSE-DIS, and compare it with other 
representations listed in Table 2, named SSE-BIN, SSE-PRO, and SSE-DEN 
respectively. Before extracting the features from the results of a secondary structure 
predictor, a SSE with less than five successive secondary structure residues are 
removed. We expect the remaining secondary structure segments to provide more 
reliable information than the original predictions. As summarized in Table 2, SSE-
BIN comprises three binary features which correspond to the predicted secondary 
structure classes (helixes, strands, and coils), respectively. Like DISpro [17], for each 
residue, only one of the three features is set to 1 according to its SSE class. Another 
representation, named SSE-PRO, includes three real values which represent the 
probabilities for each class. Next, SSE-DEN calculates the density of secondary 
structures within a specific window size. Some pilot experiments based on training 
data show that the performance of SSE-DEN using various window sizes from 11 to 
61 is almost the same. In this regard, a window size of 41 is employed in the 
experiments reported in this study. The feature SSE-DEN is derived from the concept 
of NORS (no regular secondary structure) [14]. Finally, the proposed representation 
SSE-DIS takes the distance of a residue to its nearest secondary structure element. 
This feature aims to emphasize the locations which are far from the regions consisted 
of regular secondary structures. The procedures of generating these four 
representations are exemplified by Fig. 2. 
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Table 2. The definition of four representations of secondary structure 

Name Description 
Number of 
features* 

Parameters associated with the 
representation 

SSE-BIN 
Binary values decoding 
helixes, strands, and coils 

3 None 

SSE-PRO 
Probability values for helixes, 
strands, and coils 

3 None 

SSE-DEN 
The density of secondary 
structures 

1 
A window size for calculating 
densities. It is set as 41 after some 
pilot experiments were conducted. 

SSE-DIS 
The distance from the nearest 
secondary structure element 

1 None 

*Each feature is normalized into the interval [0, 1] before they are employed in prediction. 

In Fig. 2, column (a) stands for the original protein sequence, and column (b) is the 
predicted secondary structure element. In this study, we employ Jnet [25] as the 
secondary structure predictor, which is a neural network secondary structure predictor 
based on multiple sequence alignment profiles.  Next, the predicted information is 
refined by removal of secondary structure elements with less than five residues, 
resulting column (c). The refined information is next transformed into features SSE-
BIN (d1), SSE-DEN (d3), and SSE-DIS (d4) respectively. At the same time, the 
feature SSE-PRO (d2) is transformed from the original results of Jnet. The example 
used in Fig. 2 is from the protein cys regulon transcriptional activator cysb (PDB 
structure 1AL3). For each residue, the feature values falling in a window size of l 
centered at the given residue are extracted as its feature vector and the experiments of 
considering different window sizes are shown in the next section. 

3.2   Classifier 

DisPSSMP adopts the QuickRBF package [26] in constructing RBFN for 
classification. In this study, we in particular tackle the problem of handling skewed 
datasets, which stands for the problems with unbalanced numbers of positive 
(disorder) and negative (order) samples. In the previous implementation of 
DisPSSMP, equal quantity of residues from ordered and disordered regions was used 
in constructing the classifier. However, a large volume of ordered regions was lost 
after randomly removal of unwanted ordered residues. Thus in this study, all of 
ordered and disordered residues in the training datasets are included to construct the 
classifier without loss of information. In order to not over-predict residues as ordered, 
we adopt an alternative function in determining the outputs based on the function 
values generated by the RBF network. Let the number of the centers in the network be 
c, the probability distribution functions for the classes order and disorder are 
represented as follows:  
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Fig. 2. The procedures of generating different representations (d1~d4) for the predicted 
secondary structures 
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where Ri is the feature vector of a residue in the data sets, φj(Ri) is the j-th kernel 
function employed, and w1,j and w2,j are the weights of the edges connecting the 
hidden nodes and output nodes of the RBF network. Since Disorder(Ri) and Order(Ri) 
are supposed to be in between 0 and 1, they are set to 1 and 0 when the values 
generated by QuickRBF are larger than 1 or smaller than 0, respectively. Then, the 
formula for calculating the disorder propensity of residue Ri is represented as follows: 

1)/2)(Order)((Disorder)(PropensityD +−= iii RRR . (2) 

Finally, the alternative classification function Classifier(Ri) is shown in Equation (3). 
It means that the residue Ri is predicted as disordered if (PropensityD(Ri) ≥Threshold), 
where the parameter Threshold is determined by conducting cross-validation 
procedure on the training dataset. 
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3.3   Evaluation Measures 

Protein disorder prediction is a binary classification task, and many validation 
measures have been introduced to this problem [27, 28, 29]. Since the disordered 
residues of proteins in PDB database are so rare that a skewed dataset is considered 
here, we employ four measures that are considered proper in this problem together to 
evaluate the performance of different feature sets. As listed in Table 3, sensitivity and 
specificity represent the fraction of disordered and ordered residues correctly 
identified, respectively. Another commonly used evaluation measure probability 
excess, recommended by CASP6 [28] and Yang et al. [20], is employed here, too. 
Last, the Receiver Operating Characteristic (ROC) curve has been considered as with 
the most discriminating ability when comparing disorder prediction methods [17, 19, 
28]. Indeed, the area under the ROC curve (AUC) represents the performance of each 
method fairly. Accordingly, the evaluation in cross validation is also based these 
measures.  

3.4   Constructing Predicting Models with Cross Validation 

In order to conduct a five-fold cross validation, all the chains in datasets PDB652, 
D184, and G200 are randomly split into five subsets of approximately equal sizes. As 
suggested in DisPSSMP [13], the feature set PSSMP-4 with the window size set as 47 
is employed in cross validation to determine the parameter Threshold of Equation 3. 
In general, sensitivity increases when specificity decreases, and vice versa. Therefore, 
in this study, Threshold is determined by maximizing the probability excess. From 
Table 4, probability excess achieves maximal when Threshold is 0.22.  

Table 3. The equations of the evaluation measures 

Measure Abbreviation Equation 

Sensitivity  Sens. TP/(TP+FN) 

Specificity Spec. TN/(TN+FP) 

Probability excess Prob. Excess (TP×TN−FP×FN)/((TP+FN)×(TN+FP)) 

Area under ROC 
curve AUC 

∑
=

−+−−
100

1

2/)]100/)1(()([*)]100/)1(()/100([
p

pSenspSenspSpecpSpec
 

TP: the number of correctly classified disordered residues; FP: the number of ordered residues 
incorrectly classified as disordered; TN: the number of correctly classified ordered residues; 
FN: the number of disordered residues incorrectly classified as ordered; p: the threshold 
employed in Equation (3) (p = 1, 2, ..., 100); Spec(p/100): specificity when the threshold in 
Equation (3) is p/100; Sens(p/100): sensitivity when the threshold in Equation (3) is p/100. 
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Table 4. Cross validation for the training sets with window size of 47 for PSSMP-4 

TP FP TN FN AUC Threshold Sens. Spec. Prob. Excess 

49672 57826 226233 26809 0.781 0.22 0.650 0.796 0.446 

4   Results and Discussions 

In this section, we first evaluate how DisPSSMP performs when incorporating four 
representations of the secondary structure respectively. After that, we show some 
statistics from the secondary structures predicted by Jnet and discuss how SSE-DIS 
benefits the protein disorder prediction. 

4.1   Results on Testing Data 

For the blind testing sets, the comparison of the performance of PSSMP-4 with four 
representations of secondary structure is performed by a range of the window size l 
from 0 to 59, while zero means that the feature set comprises only PSSMP-4.  

In Fig. 3, the results on the testing set R80 are shown. According to AUC in Fig. 
3(a), the performance of SSE-DIS is improved when the window size increases. 
Meanwhile, the performance of SSE-DEN increases slightly when the window size is 
smaller than 19 and decreases when larger window sizes are considered. On the other 
hand, the performance of SSE-BIN and SSE-PRO decrease apparently when they are 
incorporated with PSSMP-4. It is concluded that SSE-DIS performs consistently 
better than the other representations when different window sizes are considered. Fig. 
3(b) shows the comparison based on another measure probability excess. From this 
point of view, the predicting powers of SSE-DIS and SSE-DEN are comparable when 
the window size is not large. Combining the results of all the testing sets, it reveals 
that the representations SSE-BIN and SSE-PRO fail to improve the accuracy of 
DisPSSMP when they are incorporated with the original feature set PSSMP-4.  

For wholly ordered or disordered proteins, the comparison is conducted on the 
testing sets U79 and P80. It can be observed in Fig. 4(a) and (b) that the difference 
between SSE-DIS and SSE-DEN is more significant in this comparison. Like in Fig. 
3(b), Fig. 4(b) shows that SSE-BIN has a better a probability excess than PSSMP-4 
when l is smaller than 19. It seems that SSE-BIN provides some useful information 
when the sliding window is small.  

4.2   Discussions 

We observed that the classifier trained with PSSMP-4+SSE-DIS predicts more 
disordered residues than the classifier trained from PSSMP-4 alone. Here we use two 
examples to explain the difference between these two classifiers. The experimental 
results of the protein methionyl-tRNA synthetase (PDB structure 1PG2 in the dataset 
R80) and the protein Heat shock transcription factor, N-terminal activation domain 
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(b) Comparison based on the measure probability excess. 

Fig. 3. The results on the testing set R80 

(u56 from dataset U79) are drawn in Fig. 5(a) and Fig. 5(b), respectively. For 1PG2, 
there are three disordered regions which are residues of 1-3, 126-184, and 551. The 
first and third disordered regions are predicted correctly by using PSSMP-4 alone (the 
blue line) as well as PSSMP-4+SSE-DIS (the pink line). However, for the second 
disordered region, there are only two residues predicted as disordered by using 
PSSMP-4, while there are twenty residues predicted as disordered by using PSSMP-
4+SSE-DIS. It is shown in the Fig. 5(a) that there are five short segments of 
secondary structure which are predicted as beta strands by Jnet but have been 
removed after refinement step. This procedure increases the values of the SSE-DIS 
near this region and then enlarges the disorder propensity of these residues. Similarly, 
the accuracy of protein disorder prediction in the first 100 residues of u56, a totally 
disordered protein, is improved explicitly due to the removal of eight short segments 
of secondary structure, including seven beta-strands and one helix.  
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(b) Comparison based on the measure probability excess. 

Fig. 4. The results on the testing sets U79 and P80 

At the end of this section, it is of interest to see the statistics of the predicted 
secondary structures present in ordered regions and different groups of disordered 
regions. With all of the datasets used in this study, the ratio of each 
secondarystructure type in different groups of protein regions is exhibited in Table 5. 
In Table 5(a), the statistics are calculated from the original results from Jnet, whereas 
the statistics in Table 5(b) are calculated from the refined results by removing short 
SSE segments. Here are some observations. First, the ratios of coils in ordered region 
in Table 5(a) among all datasets are about 50%, which are lower than in short 
disordered regions (~90%), middle disordered regions (~80%), and long disordered 
regions (~65%). When comparing Table 5(b) with Table 5(a), it is observed that many 
beta strands predicted by Jnet are shorter than five successive residues and are not 
used in constructing the feature sets. Furthermore, it is attractive that the ratios of long 
disordered regions are more similar to the ratios of ordered regions than the other 
groups of disordered regions. This phenomenon might correspond to some long 
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(a) The predicting result (propensity for disorder) of 1PG2 

 

(b) The predicting result (propensity for disorder) of u56 

Fig. 5. The comparison of protein disorder prediction with PSSMP-4 and PSSMP-4+SSE-DIS. 
The figure plots the disorder propensity of a residue (y-axis) versus the position of a protein 
sequence (x-axis), where shaded areas are annotated disordered regions (gray blocks), the blue 
line shows the results by using PSSMP-4 alone, the pink line shows the results of using 
PSSMP-4+SSE-DIS, and the red line presents the cutting threshold of the classification 
function. The refined secondary structure segments are marked as green blocks (the darker 
ones), and the segments that contain less than five successive residues and thus have been 
removed are shown as yellow blocks (the lighter ones). 

disordered segments of proteins with specific functions [2, 4]. Since the disorder-to-
order transition upon binding occurs in some of long disordered segments of proteins, 
the segments might comprise secondary structure to stabilize the interfaces or binding 
domains between a protein and its ligand. This observation needs more investigations 
and discussions in future studies. 

5   Conclusions 

In this study we investigate how the predicting power of condensed PSSM features in 
recognizing protein disorder can be enhanced by secondary structure information. This 
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Table 5. The statistics of secondary structure in ordered regions and three groups of disordered 
regions with different lengths 

(a) The original results from Jnet 

Ordered region 
Short disordered 

region(1~4) 
Middle disordered 

region(5~9) 
Long disordered 

region(10~) Dataset 
Helix Strand Coil Helix Strand Coil Helix Strand Coil Helix Strand Coil 

PDB652 35.2 17.9 46.9 8.7 5.5 85.7 13.8 5.3 80.9 27.7 11.3 61.0 
D184 32.0 15.9 52.1 8.2 1.4 90.4 22.0 8.4 69.6 24.5 9.6 65.9 
G200 31.3 18.7 49.9          
R80 33.0 17.6 49.5 1.1 5.7 93.1 7.7 5.1 87.2 20.8 9.0 70.2 
U79          28.3 9.4 62.3 
P80 32.2 17.9 50.0          
 

(b)The refined results after removal of secondary structure segments with length of less than 
five successive residues 

Ordered region 
Short disordered 

region(1~4) 
Middle disordered 

region(5~9) 
Long disordered 

region(10~) Dataset 
Helix Strand Coil Helix Strand Coil Helix Strand Coil Helix Strand Coil 

PDB652 34.8 14.1 51.1 8.4 3.9 87.7 13.6 3.4 83.0 27.3 8.1 64.6 
D184 31.6 12.2 56.2 8.2 0.0 91.8 22.0 6.5 71.5 24.0 6.8 69.2 
G200 31.0 14.5 54.4          
R80 32.6 13.7 53.7 0.0 4.6 95.4 7.7 3.8 88.5 20.7 5.8 73.5 
U79          27.7 6.5 65.8 
P80 31.9 13.3 54.8          
A value in this table is the percentage of a certain type of secondary structure in ordered regions 
or disordered regions. The empty squares mean that there is no such region in that dataset. 

work compares four kinds of representations in depicting secondary structures detected 
by secondary structure predictors. The results suggest that the proposed representation 
achieves more coverage of disordered residues without increasing the false positives 
obviously. The detected disorder information is expected to be useful in protein 
structure prediction and functional analysis. In the future, there are several directions for 
further improving the performance of protein disorder prediction. More predicted 
information from primary sequences can be merged to enhance the predicting power of 
the classifiers. On the other hand, incorporating more machine learning skills for 
handling skewed datasets in this problem also deserves further studies.   
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Abstract. Comparison of 3-dimensional protein folds is a core problem
in molecular biology. The Contact Map Overlap (CMO) scheme provides
one of the most common measures for protein structure similarity. Max-
imizing CMO is, however, NP-hard. To approximately solve CMO, we
combine softassign and dynamic programming. Softassign approximately
solves the maximum common subgraph (MCS) problem. Dynamic pro-
gramming converts the MCS solution to a solution of the CMO prob-
lem. We present and discuss experiments using proteins with up to 1500
residues. The results indicate that the proposed method is extremely fast
compared to other methods, scales well with increasing problem size, and
is useful for comparing similar protein structures.

1 Introduction

Solutions to the problem of comparing protein structures are important in struc-
tural genomics for (i) protein function determination and drug design, (ii) fold
prediction, and (iii) protein clustering [1]. For this, various methods have been
devised. The most common are (i) RMSD [12], (ii) Distance Map Similarity [10],
and (iii) Contact Map Overlap (CMO) [5,6]. Here, we focus on the CMO scheme.

To structurally compare two proteins using CMO, we first derive contact maps
of each protein under consideration. A contact map consists of an ordered set of
vertices representing the residues of a protein and of contacts (edges) connecting
two vertices if the corresponding residues are geometrically close. The order of
the vertices corresponds to the sequence order of the residues. Maximizing the
CMO of both proteins aims at finding an order preserving alignment of both
contact maps such that the number of common contacts is maximized.

CMO is NP-hard [8] and also hard to approximate [9]. The exponential time
complexity initiated ongoing research on devising solutions to the CMO problem.
Most methods employ discrete optimization techniques [1,2,3,13,14,17,18] and
have been typically applied in a systematic way only to small-sized proteins with
up to ≈ 250 residues.

In this paper, we suggest an approach with the following characteristics:

– The major tool of the proposed algorithm is based on nonlinear continuous
rather than discrete optimization techniques.

S. Hochreiter and R. Wagner (Eds.): BIRD 2007, LNBI 4414, pp. 410–423, 2007.
c© Springer-Verlag Berlin Heidelberg 2007
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– The proposed algorithm provides good suboptimal solutions for similar pro-
tein structures.

– The proposed algorithm is fast and scales well with problem size. Proteins
with about 1500 residues can be aligned in less than 1.5 minutes on a Athlon
64 32000+ processor with 2 GHz. Comparable results have not been reported
in the literature so far.

The proposed approach applies the softassign algorithm developed by [7,11] for
solving a related problem, the maximum common subgraph (MCS) problem. The
MCS problem asks for the maximum number of common contacts without con-
sidering the sequence order of the contact maps. To convert the MCS solution of
softassign to a feasible solution for CMO, we enhance softassign with a problem-
dependent objective function and a dynamic programming post-processing pro-
cedure. In experiments using real proteins form the protein database (PDB), we
investigated the behavior and performance of the modified softassign approach.

The rest of this paper is organized as follows: Section 2 introduces the CMO
problem. In Section 3, we describe the proposed algorithm. Section 4 presents
and discusses the results. Finally, Section 5 concludes with a summary of the
main results and an outlook for further research.

2 Problem Statement

A contact map is an undirected graph X = (V, E) consisting of an ordered set
V = {1, . . . n} of vertices and a set E ⊂ V 2 of edges. Vertices represent residues
of a folded protein and edges the contacts between the corresponding residues.
The vertex set of X is also referred to as V (X) and its edge set as E(X). As
usual, the adjacency matrix X = (xij) of X is defined by

xij =
{

1 : if (i, j) ∈ E(X)
0 : otherwise .

Our goal is to structurally align two contact maps X and Y . For this, we ask
for a partial vertex mapping

φ : V (X) → V (Y ), i �→ iφ

that maximizes some criterion function subject to certain constraints. In the
following we specify both, the criterion function and the constraints.

A common or shared contact aligned by φ is a pair of edges (i, j) ∈ E(X) and
(r, s) ∈ E(Y ) such that (r, s) = (iφ, jφ). The criterion function to be maximized
is of the form

f(φ) =
∑

i,j∈dom(φ)

xijyiφjφ , (1)

where dom(φ) denotes the domain of the partial mapping φ. The terms xijyiφjφ

are either one or zero. We have xijyiφjφ = 1 if, and only if (i, j) and (iφ, jφ) are
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common contacts. Hence, f(φ) counts the number of common contacts aligned
by a feasible mapping φ.

The first constraint is that the partial mappings are injective. Let Π(X, Y )
denote the set of all injective partial mapping from V (X) to V (Y ). Then the
maximum common subgraph (MCS) problem is the problem of maximizing f(φ)
subject to φ ∈ Π(X, Y ).

The second constraint demands that a mapping φ from Π(X, Y ) preserves
the order of the vertices. A mapping is order-preserving if

i < j ⇒ iφ < jφ

for all i, j ∈ V (X). By Π+(X, Y ) ⊆ Π(X, Y ) we denote the subset of order-
preserving mappings. The maximum contact map overlap problem is the problem
of maximizing f(φ) subject to φ ∈ Π+(X, Y ). Thus, the CMO problem can be
derived from the MCS problem by additionally imposing the order-preserving
constraint.

3 Joining Softassign and Dynamic Programming

Our algorithm proceeds in two stages: In the first stage, we ignore the order-
preserving constraint and approximately solve the MCS problem. The second
stage converts the solution of the first stage to a feasible solution of CMO.

The main challenge is to find an approximate solution of the MCS problem in
the first stage, which is close to a good solution of the CMO problem. To tackle
this problem, the algorithm consists of three components:

– The Softassign Algorithm. In the first stage, we use softassign [7,11], one
of the most powerful method for approximately solving the MCS problem.

– Dynamic Programming. The second stage takes the output of softassign
as input and converts it to a feasible solution of the CMO problem using a
dynamic programming approach. Dynamic programming yields an optimal
solution given the output of softassign.

– Compatibility function. The compatibility function provides the crucial
link between the first and second stage of the algorithm. It aims at reshaping
the objective function of the MCS problem such that good local optima
correspond to good solutions of the CMO problem.

In the following, we describe each component of the algorithm separately.

3.1 The Softassign Algorithm

Softassign minimizes a continuous quadratic formulation of the MCS problem.
Section 3.1.1 presents the quadratic program and in Section 3.1.2, we describe
the softassign algorithm. For a detailed presentation of softassign, we refer to [7].

In the following, we assume that X and Y are contact maps consisting of n
and m vertices, respectively.
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A Continuous Quadratic Program for the MCS Problem. To present a
quadratic formulation of the MCS problem, we encode the partial vertex map-
pings as match matrices. Let φ : V (X) → V (Y ) be a mapping from Π(X, Y ).
Then the matrix representation of φ is a binary (n × m)-matrix Mφ = (mij)
with

mij =
{

1 : iφ = j
0 : otherwise

We may identify mappings φ from Π(X, Y ) with their associated matrices Mφ.
Therefore, we also write Mφ ∈ Π(X, Y ) by abuse of notation.

Using match matrices, the constraint φ ∈ Π(X, Y ) can be rewritten as

n∑

i=1

mij ≤ 1, ∀j ∈ V (Y ) (2)

m∑

j=1

mij ≤ 1, ∀i ∈ V (X) (3)

mij ∈ {0, 1}, ∀i ∈ V (X), ∀j ∈ V (Y ) (4)

Let cijrs = xiryjs denote the compatibility of xir and yjs. The quadratic
integer formulation of criterion function (1) is

E(M) = −1
2

n∑

i=1

m∑

j=1

n∑

r=1

m∑

s=1

mijmrscijrs. (5)

Thus the MCS problem is equivalent to minimizing E(M) subject to the con-
straints (2)-(4).

We replace constraint (4) by

mij ∈ [0, 1], ∀i ∈ V (X), ∀j ∈ V (Y ). (6)

to obtain a continuous version of the quadratic integer program for the MCS
problem. Matrices satisfying constraints (2), (3), and (6), are called doubly sto-
chastic.

Softassign. Softassign minimizes E(M) subject to the constraints (2), (3), and
(6). The core of the algorithm implements a deterministic annealing process with
annealing parameter T by the following iteration scheme

m
(t+1)
ij = aibj exp

(
− 1

T

n∑

r=1

m∑

s=1

m(t)
rs cijrs

)
, (7)

where t denotes the time step. The scaling factors ai, bi computed by Sinkhorn’s
algorithm [16] enforce the constraints of a doubly stochastic matrix.

Algorithm 1 outlines the softassign algorithm (see [7]). To convert the in-
equality constraints (2) and (3), softassign uses slack variables by adding an
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extra row and column to the matrix M . By M̂ = (m̂ij) we denote the aug-
mented (n + 1) × (m + 1)-matrix. The parameters T0, Tf , and α describe the
annealing schedule. The annealing parameter T is initialized with T0 and grad-
ually lowered by αT until it reaches the final value Tf . The parameters I0 and
I1 specify the maximum number of steps of the Assignment and Sinkhorn loop.

Algorithm 1. Softassign

1. Initialization: T ← T0 and �mij ← 1 + ε
2. while T > Tf do

1. for t0 = 1 to I0 do (Assignment Loop)
1. qij ← ∂E/∂mij

2. mij ← exp(qij/T )
3. for t1 = 1 to I1 do (Sinkhorn Loop)

1. ri ←
�m+1

j=1 �mij

2. �m′
ij → �mij/ri

3. cj ←
�n+1

i=1 �m′
ij

4. �mij ← �m′
ij/cj

2. T ← αT

Since cijrs = 1 if, and only if, (i, r) ∈ E(X) and (j, s) ∈ E(Y ), the complexity
of softassign is O(|E(X)| · |E(Y )|).

3.2 Dynamic Programming

We use dynamic programming to convert the output M of softassign to a feasible
solution of the CMO problem, which is optimal with regard to M .

Generally, let W = (wij) be a (n × m)-matrix with elements wij ∈ [0, 1]. The
dynamic programming approach maximizes the weight function

ω(P ) =
n∑

i=1

m∑

j=1

wijpij

subject to P = (pij) ∈ Π+(X, Y ).
The main idea of dynamic programming is to use optimal solutions of sub-

problems to find an optimal solution of the overall problem. To describe the
subproblems, we need the notion of induced subgraph. Let Z be a graph and let
k ≤ |V (Z)|. By Zk we denote the subgraph of Z induced by the first k vertices
from Z. The vertex and edge set of Zk are given by

V (Zk) = {1, . . . , k} ⊆ V (Z) and E(Zk) = E(Z) ∩ V (Zk)2.

Let k ≤ n and l ≤ m. The (k, l)-th subproblem maximizes

ω(P ) =
k∑

i=1

l∑

j=1

wijpij

subject to P ∈ Π+(Xk, Yl).



Joining Softassign and Dynamic Programming for the CMO Problem 415

The dynamic programming algorithm consists of two stages. In the first stage,
it converts the matrix W to a score matrix S = (skl). The scores skl correspond
to optimal solutions of the (k, l)-th subproblem with respect to Xk and Yl. In
the second stage, the algorithm selects in a backward process correspondences
with highest score such that all constraints of the CMO problem are satisfied.

The following algorithm outlines the procedure to construct a scoring matrix
S. The vector s∗ records the highest score for each column.

Algorithm 2. Scoring

1. Initialization: S = 0 and s∗ = 0
2. for i = 1 to n do

1. for j = 1 to m do
1. sij ← wij + max{s∗

1, . . . , s
∗
j−1}

2. for j = 1 to m do
1. s∗

j ← max{s∗
j , sij}

The complexity of Algorithm 2 is O(nm). The matrix S has the property that
sij ≤ skl for all i < k and j < l. We exploit this property in a backward process
to construct a feasible solution of the CMO problem.

Algorithm 3. Recover feasible Solution

1. Initialization: P = 0
2. k ← m
3. for i = n to 1 do

1. k′ ← arg maxj≤k{sij}
2. pik′ ← 1
3. k ← k′ − 1

Without using a more sophisticated data structure the complexity of Algo-
rithm 3 is O(nm).

3.3 Compatibility Function

In its original formulation, softassign minimizes the objective function (5), where
the compatibilities are of the form cijrs = xiryjs. This choice of compatibilities
ignores the order-preserving constraint for each partial mapping {i �→ j, r �→ s}
and may therefore result in a poor final solution for CMO.

Figure 1 illustrates some of the problems using the original compatibilities.
Suppose that the MCS problem is the problem of maximizing an objective
fMCS(M) subject to M ∈ Π(X, Y ). For example, fMCS(M) = −E(M), where
E(M ) is the objective function (5). Similarly, the COM problem is the problem
of maximizing some objective function fCMO(P ) subject to P ∈ Π+(X, Y ).
Figure 1 shows that fMCS has three maxima M1, M2, and M3. Applying dy-
namic programming converts the local maxima M i to feasible solutions P i of
the CMO problem. The following undesirable situations can occur:
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M3P3P2 M2M1P1

DPDP DP

modified MCS

MCS

CMO

Fig. 1. Idealized example for illustrating the effects of compatibility values. The hori-
zontal axis represents the continuous search space. The vertical axis shows the values of
(fictive) objective functions to be maximized for the CMO, original MCS, and modified
MCS problem. The original MCS uses cijrs = xiryjs as compatibility values. The mod-
ified MCS uses more appropriate compatibility values for the CMO problem. Dynamic
programming (DP) transforms the local maxima Mi of the original and modified MCS
problem to local maxima Pi of the CMO problem.

– fMCS(M 1) = fMCS(M2), but fCMO(P 1) < fCMO(P 2).
– fMCS(M 3) < fMCS(M i), but fCMO(P 3) > fCMO(P i) for i = 1, 2.

This observation suggests to define a compatibility function that reshapes the
objective function of MCS in a similar way as shown in Figure 1.

The second issue to take into account when constructing a suitable compatibil-
ity function is time complexity. The time complexity of softassign using modified
compatibility values is O(|C|), where C = {(i, j, r, s) : cijrs �= 0}. Thus, to keep
the time complexity low the number of nonzero values cijrs should be small.
Therefore, we avoid penalties cijrs < 0 for partial mappings {i �→ j, r �→ s} that
violate the constraints.

We suggest the following modified compatibility function:

cijrs =

⎧
⎪⎨

⎪⎩

1/(1 + α|rir − rjs|) : (i, r) ∼ (j, s)

β : rir = rjs = 1

0 : otherwise

,

where α and β are problem dependent parameters. The quantity rkl = |k − l|
is the range of edge (k, l). The notion (i, r) ∼ (j, s) means that the partial
mapping φ = {i �→ j, r �→ s} satisfies both constraints of the CMO problem,
that is φ ∈ Π+(X, Y ).

The modified compatibility function has the following characteristics:

– Since contact maps are sparse, most compatibility values are zero keeping
the time complexity of softassign low.

– Only feasible partial mappings φ = {i �→ j, r �→ s} and their direct neighbors
are positively weighted.
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– Common contacts with similar range are considered to be more compatible
to one another than common contacts with different range.

3.4 The SADP Algorithm: Assembling the Components

The sadp (Softassign and Dynamic Programming) procedure to approximately
solve the CMO problem operates as follows:

Algorithm 4. CMO Algorithm

1. Define compatibility function
2. Algorithm 1: M = softassign(X, Y )
3. Algorithm 2: S = getScoreMatrix(M )
4. Algorithm 3: P = getSolution(S)

Note that for solving the CMO problem, it is not necessary to exactly meet
the constraints of a doubly stochastic matrix in Step 2. The task of softassign is
merely to return a useful weighted matrix that yields a good scoring in Step 3.
Therefore, we can terminate the Assignment and Sinkhorn loop after a maximum
number of iteration steps. Additionally, we terminate a loop prematurely when
the change of the previous and current match matrix is below a given threshold.

4 Experiments

To assess the performance, we applied sadp to three test problems. The algo-
rithm was implemented in Java using JDK 1.2. Whenever possible, we compared
sadp with a C implementation of the cap algorithm proposed by Caprara and
Lancia [1].1 All experiments were run on a Linux PC with Athlon 64 32000+
processor (2.0 GHz CPU).

4.1 Sokol Test

In our first test series, we compared the performance of sadp against the fol-
lowing algorithms implemented in C:

Acronym Reference Platform

cap Caprara & Lancia [1] Linux PC, Athlon 64 3200+, 2.0 GHz CPU
str Strickland et al. [17] SGI workstation, 200 MHz CPU
xie Xie & Sahinidis [18] Dell workstation, 3.0 GHz CPU

As test instances, we used the Sokol test set consisting of 11 alignment pairs
of small-size proteins compiled by [17].
1 The implementation of cap has been provided by Lancia. In all experiments, we

used the default parameter setting.
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Table 1. Results of the Sokol test set. The first column shows the proteins to be
structurally aligned. Columns 2-5 show the number of vertices and edges of the contact
maps. Column 6 with identifier fsadp shows the number of shared contacts found by
sadp. Column 7 with identifier f∗ shows the optimal solution found by cap, str,
and xie. Columns with identifiers of the form tALG refer to the computation time
required by the respective algorithm alg ∈ {cap, sadp, str,xie}. Computation times
are measured in seconds. Entries with value 0 (0.00) refer to computation times of less
than 1 (0.01) second.

X-Y |V (X)| |E(X)| |V (Y )| |E(Y )| fsadp f∗ tsadp tcap tstr txie

3ebx-1era 48 52 48 49 31 31 0.08 1.88 236 0.72
1bpi-2knt 51 58 44 42 27 29 0.06 1.94 182 0.46
1knt-1bpi 43 43 51 58 28 30 0.06 1.47 110 0.38
6ebx-1era 35 34 48 49 19 20 0.04 1.11 101 0.73
2knt-5pti 44 42 47 52 25 28 0.05 1.08 95 0.32
1bpi-1knt 51 58 43 43 28 30 0.05 1.53 19 0.24
1bpi-5pti 51 58 47 52 41 42 0.05 0.88 30 0.29
1knt-2knt 43 43 44 42 39 39 0.03 0.00 0 0.15
1knt-5pti 43 43 47 52 26 28 0.05 1.16 46 0.57
1vii-1cph 20 19 12 9 6 6 0.00 0.02 0 0.00
3ebx-6ebx 48 52 35 34 27 28 0.04 0.18 6 0.12

Total: 297 311 0.51 11.24 825 3.98

Table 1 summarizes the results. The results for str and xie are taken from
[18]. The cap, str, and xie algorithm returned an optimal solution f∗ in all
11 trials giving a total of 311 common contacts. With 297 shared contacts, the
solution quality of sadp is in average about 95.5% to optimal.

A fair comparison of computation time is difficult, because the other three
algorithms were implemented in C and two of them (str, xie) were tested on
different platforms. The results indicate that sadp has the best time perfor-
mance. This indication will be approved for large-scale problems.

4.2 Experiment with Large-Scaled Data

The aim of our second test series is to evaluate the behavior and performance
of sadp for large-scaled data. A comparison of sadp against the other three
algorithms mentioned in the Sokol test is not possible because of time constraints.
For this reason, we designed a semi-synthetical evaluation procedure.

We randomly selected 21 proteins from PDB having 800 up to 1500 residues.
The corresponding contact maps have the following characteristics:

Vertices Edges
max min mean std max min mean std

1488 801 959.4 172.2 5273 2717 3287 604.1
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Fig. 2. Left: Average accuracy of sadp as a function of pdel. The upper curve shows
the average accuracy normalized by the lower bound |E(Y2)| and the lower curve is the
average accuracy normalized by |E(Y )|. Right: Computation time in sec as a function
of the mean (|V (X)| + |V (Y )|)/2 for each trial (X, Y ).

Let X denote the set of all 21 selected contact maps. We structurally aligned
pairs (X, Y ) of contact maps, where X is a contact map from X and Y is a
corrupted version of X . To create Y , we proceeded as follows: First, we randomly
deleted each vertex of X with probability pdel. Let Y1 denote the resulting contact
map. Next, we randomly deleted each edge from Y1 with the same probability
pdel and to obtain contact map Y2. In a last step, we randomly connected each
vertex with 10% probability to a randomly chosen vertex by an edge to obtain
the final corrupted version Y . For each contact map X ∈ X and each parameter
pdel ∈ {0.01, 0.03, 0.05, 0.1, 0.2, 0.3, 0.4, 0.5}, we generated 100 corrupted copies
Y giving a total of 20, 000 trials. This setting allows us to assess the solution
quality of sadp: Given an alignment pair (X, Y ), we find that |E(Y2)| is a lower
bound of the maximum number of shared contacts, because Y2 is the contact
map after randomly removing edges from X . Hence, Y2 and X have |E(Y2)|
edges in common. In the final step we randomly add edges to Y2 to obtain Y .
Therefore X and Y share at least |E(Y2)| common edges.

Figure 2 shows the accuracy and computation time of sadp. From the left
plot of Figure 2 we see that the accuracy of softassign degrades with increasing
level of corruption. This observation is in accordance with [?] for the maximum
common subgraph problem. First attempts to improve this deficiency apply ker-
nelized comptatibiltiy functions [?]. Thus, in its current form, sadp is suitable
for problems, where detection of mid to high structural similarity between two
proteins is relevant.

The right plot of Figure 2 shows that the computation time of sadp is less
than 1.5 minutes for aligning the largest contacts maps of order ≈ 1500. Aligning
contact maps of order ≈ 800 took about 10-15 seconds. In contrast, we aborted
cap applied on two contact maps of order ≈ 800 after 5 days without obtaining
a result.
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Table 2. Protein domains of the Skolnick test set. Columns with identifier ID refer
to the index assigned to the domains; columns with identifier PDB refer to the PDB
code for the protein containing the domain; and columns with identifier CID refer to
the chain index of a protein. If a protein consists of a single chain, the corresponding
entry in the CID column is left empty. Note that the IDs differ from those used in [14].

ID PDB CID ID PDB CID ID PDB CID ID PDB CID

1 1b00 A 11 4tmy B 21 2b3i A 31 1tri
2 1dbw A 12 1rn1 A 22 2pcy 32 3ypi A
3 1nat 13 1rn1 B 23 2plt 33 8tim A
4 1ntr 14 1rn1 C 24 1amk 34 1ydv A
5 1qmp A 15 1baw A 25 1aw2 A 35 1b71 A
6 1qmp B 16 1byo A 26 1b9b A 36 1bcf A
7 1qmp C 17 1byo B 27 1btm A 37 1dps A
8 1qmp D 18 1kdi 28 1hti A 38 1fha
9 3chy 19 1nin 29 1tmh A 39 1ier
10 4tmy A 20 1pla 30 1tre A 40 1rcd

4.3 Skolnick Clustering Test

The aim of the Skolnick clustering test originally suggested by Skolnick and
described in [14] is to classify 40 proteins into four families according to their
cluster membership. The protein domains are shown in Table 2. In the following,
we use their assigned indexes to refer to the respective domains.

Table 3 describes the protein domains and their families. Its fourth column
with identifier Seq. Sim. indicates that sequence alignment fails for clustering the
protein domains according to their family membership. This motivates structural
alignment for solving the Skolnick clustering test.

The contact maps of the domains were provided by [18] and differ slightly from
the ones compiled by [14]. To cluster the Skolnick data, we used the similarity
measure [18]

σ(X, Y ) =
2fsadp(X, Y )

|E(X)| + |E(Y )| ,

where fsadp(X, Y ) denotes the number of shared contacts found by sadp.

Table 3. Protein domains of the Skolnick test set and their categories as taken from [1].
Shown are the characteristics of the four families, the mean number of residues, the
range of similarity obtained by sequence alignment and the identifiers of the protein
domains.

Family Style Residues Seq. Sim. Proteins

1 alpha-beta 124 15-30% 1-14
2 beta 99 35-90% 15-23
3 alpha-beta 250 30-90% 24-34
4 170 7-70% 35-40
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Fig. 3. Pairwise similarity matrix of the Skolnick clustering test. The color bars show
the gray-scaled shading for similarities in the range [0, 1]. Brighter shadings indicate
larger similarities and vice versa. We can identify five clusters.

Table 4. Descriptions of the clusters of proteins from the the Skolnick test. Fold,
family, and superfamily are according to SCOP.

Cluster Domains Fold Superfamily Family

1 1-8, 12-14 Flavodin-like Che Y-like Che Y-related

2 9-11 Microbial Microbial Fungi
ribonucleases ribonucleases ribonucleases

3 15-23 Cuperdoxin-like Cuperdoxins Plastocyanim-like
Plastoazurin-like

4 24-34 TIM-beta Triosephosphate Triosephosphate
alpha-barrel isomerase (TIM) isomerase (TIM)

5 35-40 Ferritin-like Ferritin-like Ferritin

For 780 pairwise structural alignments, sadp required about 12 minutes.
Figure 3 summarizes the results. The results indicate an agreement with the
SCOP categories as shown in Table 4. Hence, sadp has sufficient discriminative
power to solve the Skolnick clustering test within a relatively short period of
time.

5 Conclusion

We proposed a continuous solution to the CMO problem combining softassign
with dynamic programming linked together via a problem dependent compati-
bility function. Experiments show that the proposed method is extremely fast
and well suited for similar protein structures, and therefore useful for solving
clustering tasks.

Since we have not thoroughly tested alternative compatibility functions, one
future research direction aims at constructing compatibility functions that im-
prove the performance of sadp, in particular for dissimilar pairs of contact maps.
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Abstract. Searching and mining nuclear magnetic resonance (NMR)-
spectra of naturally occurring substances is an important task to in-
vestigate new potentially useful chemical compounds. Multi-dimensional
NMR-spectra are relational objects like documents, but consists of con-
tinuous multi-dimensional points called peaks instead of words. We
develop several mappings from continuous NMR-spectra to discrete text-
like data. With the help of those mappings any text retrieval method
can be applied. We evaluate the performance of two retrieval methods,
namely the standard vector space model and probabilistic latent seman-
tic indexing (PLSI). PLSI learns hidden topics in the data, which is in
case of 2D-NMR data interesting in its owns rights. Additionally, we de-
velop and evaluate a simple direct similarity function, which can detect
duplicates of NMR-spectra. Our experiments show that the vector space
model as well as PLSI, which are both designed for text data created by
humans, can effectively handle the mapped NMR-data originating from
natural products. Additionally, PLSI is able to find meaningful ”topics”
in the NMR-data.

1 Introduction

Nuclear magnetic resonance (NMR)-spectra are an important fingerprinting
method to investigate the chemical structure of organic compounds from plants
or other tissues. Two-dimensional-NMR spectroscopy is able to capture the in-
fluences of two different atom types at the same time (e.g. 1H, hydrogen and
13C carbon). The result of an 2D-NMR experiment can be seen as an inten-
sity function measured over two variables1. Regions of high intensity are called
peaks, which contain the real information about the underlying molecular struc-
ture. The usual visualizations of 2D-NMR spectra are contour plots as shown
in figure 1. An ideal peak would register as a small dot, however, due to the
limited resolution available (dependent on the strength of the magnetic field)

1 The measurements are in parts per million (ppm).
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multiple peaks may appear as a single merged object with non-convex shape. In
the literature peaks are noted by their two-dimensional positions without any
information about the shapes of the peaks. Content-based similarity search of
2D-NMR spectra would be a valuable tool for structure investigation by compar-
ing spectra of unknown compounds with a set of spectra, for which the structures
are known. While the principle is already in use for 1D-NMR spectra [7,1,11,6,2],
to the best of our knowledge, no effective similarity search method is known for
2D-NMR-spectra.

Simplified, a 2D-NMR spectrum is a set of two-dimensional points. There is
an analogy to text retrieval, where documents are usually represented as sets of
words. Latent space models [5,9,3] were successfully used to model documents
and thus improved the quality of text retrieval. Recently, a diversity of text
mining approaches for different problems [4,12,8] have been proposed, which
make use of probabilistic latent space models. The goal of this work is to show
by example how to apply text retrieval and mining methods to biological data
originating from experiments.

Fig. 1. 2D-NMR spectrum of quercetrin. The plots at the axes are the corresponding
1D-NMR spectra.

The contribution of this paper are methods to map 2D-NMR spectra to dis-
crete text-like data, which can be analyzed and searched by any text retrieval
method. We evaluate on real data the performance of two text retrieval meth-
ods, namely the standard vector space model [10] and PLSI [5] in combination
with our mapping methods for 2D-NMR spectra. Additionally, we propose a
simple similarity function, which operates directly on the peaks of the spectra
and serves as bottom line benchmark in the experimental evaluation. Our results
indicate at a larger scope that text retrieval and mining methods, designed for
text data created by humans, in combination with appropriate mapping func-
tions may yield the potential to be also successful for experimental data from
naturally occurring objects. In this paper we consider exemplarily 1H, 13C one-
bond heteronuclear shift correlation 2D-NMR spectra.

The paper is structured as follows: in section 2, we propose a simple similarity
function as bottom line benchmark and define fuzzy duplicates. In section 3,
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we propose the mapping functions for 2D-NMR spectra while in section 4, we
introduce briefly the used text retrieval methods. In section 5, we describe our
experimental evaluation and section 6 concludes the paper.

2 Directly Computing Similarity

In this section, we introduce a method to directly compute similarity between
pairs of spectra. This method will be used in the experiments as a bottom line
benchmark. We also propose on the basis of direct similarity a definition of fuzzy
duplicates.

First we give a formal definition of 2D-NMR spectra. A two-dimensional
NMR-spectrum of an organic compound captures many structural character-
istics like rings and chains. Most important are the positions of the peaks. As
the shape of a peak and its height (intensity) strongly varies over different ex-
periments with the same compound, the representation of a spectrum includes
the peak positions only.

Definition 1. A 2D NMR-spectrum A is defined as a set of points {x1, . . . ,
xn} ⊂ R

2. The | · | function denotes the size of the spectrum |A| = n.

The size of a spectrum is typically between 4 and 30 for small molecules found
in naturally occurring products.

As a peak in a spectrum has two numeric attributes, which can vary con-
tinuously, we formalize the notion of matching peaks. A simple but effective
approach is to require that a peak matches other peaks only within a certain
spatial neighborhood. The neighborhood is defined by the ranges α and β.

Definition 2. A peak x from spectrum A matches a peak y from spectrum
B, iff |x.c − y.c| < α and |x.h − y.h| < β, where .c and .h denote the NMR
measurements for carbon and hydrogen respectively.

Note that a single peak of a spectrum can match several peaks from another
spectrum. Given two spectra A and B, the subset of peaks from A which
find matching partners in B is denoted as matches(A, B) = {x : x ∈ A, ∃y ∈
B : x matches y}. The function matches is not symmetric, but helps to define a
symmetric similarity measure.

Definition 3. Let be A and B two given spectra and A′ = matches(A, B) and
B′ = matches(B, A), so the similarity is defined as

sim(A, B) =
|A′| + |B′|
|A| + |B|

The measure is close to one if most peaks of both spectra are matching peaks.
Otherwise the similarity drops towards zero.

An important application of similarity search is the detection of duplicates
to increase the data quality of a collection of 2D-NMR-spectra. Clearly a naive
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definition of duplicates does not work, like two duplicate spectra A and B need
to have the same size and the peaks at the same positions. The reason is that
the spectra are measured experimentally and so the peak positions differ even if
the same probe is analyzed twice. So flexibility should be allowed for the peak
positions. Another problem appears when two spectra of the same substance are
measured with different resolutions. In case a spectrum is measured with low
resolution it may happen that neighboring peaks are merged to a single one. A
restriction to an one-to-one relationship between matching peaks can not handle
such cases.

We propose a definition of fuzzy duplicates based on the direct similarity
measure, which can deal with both of the mentioned problems.

Definition 4. A pair of 2D-NMR-spectra A and B are fuzzy duplicates, iff
sim(A, B) = 1.

By that definition it is only required that every peak of a spectrum finds at least
one matching peak in the other spectrum.

The matching criterion checks only local properties of the spectra. Therefore
the direct similarity function can not account for typical chemical substructures
described by typical constellations of multiple peaks. For that it would be nec-
essary to check if several peaks are present at the same time. To capture those
more abstract properties more sophisticated methods are needed as shown in
the next sections.

3 Mapping of NMR Spectra

In this section we propose different methods to map the peaks of an NMR-
spectrum from the continuous space of measurements to a discrete space of
words. With the help of such a mapping, methods for text retrieval like PLSI
can be directly applied. However, the quality of the similarity search depend
on how the peaks are mapped to discrete words. A preliminary study of the
proposed mappings appeared as poster in [13].

Like a 2D-NMR spectrum consists of a set of peaks, a document consists
of many words, which typically are modeled as a set. So assuming a 2D-NMR
spectrum can be transformed into a text-like object by mapping the continuous
2D peaks to discrete variables, a variety of text retrieval models can be applied.
However, it is an open question, whether models designed for quite different
data, namely texts created by humans, are effective on data which comes for
naturally occurring compounds and thus do not include human design patterns.
For 2D-NMR spectra similarity search it is not clear, what is the best way to
map the peaks of a spectrum to discrete words. We develop methods for this
task in the next section. That will enable us to tackle the question, whether
methods like the vector space model or PLSI, which is designed for text data,
remains effective for experimental data from natural products.
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3.1 Grid-Based Mapping

We introduce a simple grid-based method, on which we will build more sophisti-
cated methods. A simple grid-based method is to partition each of the both axis
of the two-dimensional peak space into intervals of same size. Thus, an equidis-
tant grid is induced in the two-dimensional peak space and a peak is mapped
to exactly one grid cell it belongs to. When a grid cell is identified by a discrete
integer vector consisting of the cells coordinates the mapping of a peak x ∈ R

2

is formalized as

g(x) = (gc(x.c), gh(x.h)) with gc(x.c) =
⌊

x.c

wc

⌋
, gh(x.h) =

⌊
x.h

wh

⌋

The quantities wc and wh are the extensions of a cell in the respective dimensions,
which are parameters of the mapping. The grid is centered at the origin of the
peak space. The cells of the grid act as words. The vocabulary generated by
the mapped peaks consists of those grid cells which contain at least one peak.
Empty grid cells are not included in the vocabulary. A word consists of a two-
dimensional discrete integer vector.

Unfortunately the grid-based mapping has two disadvantages. First, close
peaks may be mapped to different grid cells. This may lead to poor matching
of related peaks in the discrete word space. Second, peaks of new query spectra
are ignored when they are mapped to grid cells not included in the vocabulary.
So some information from the query is not used for the similarity search which
may weaken the performance.

3.2 Redundant Mappings

We propose three mappings which introduce certain redundancies by mapping
a single peak to a set of grid cells. The redundancy in the new mappings shall
compensate for the drawbacks of the simple grid-based mapping.

Shifted Grids. The first disadvantage of the simple grid-based method is that
peaks which are very close in the peak space may be mapped to different grid
cells, because a cell border is between them. So proximity of peaks does not
guaranty that they are mapped to the same discrete cell.

Instead of mapping a peak to a single grid cell, we propose to map it to a set
of overlapping grid cells. This is achieved by several shifted grids of the same
granularity. In addition to the base grid some grids are shifted into the three
directions (1, 0)(0, 1)(1, 1). An illustration of the idea is sketched in figure 2. In
figure 2, one grid is shifted in each of the directions by half of the extent of a cell.
In general, there may be k − 1 grids shifted by fractions of 1/k, 2/k, . . . , k−1/k of
the extent of a cell in each direction respectively. For the mapping of the peaks
to words which consist of cells from the different grids, two additional dimen-
sions are needed to distinguish (a) the k − 1 grids in each direction and (b) the
directions themselves. The third coordinate represents the fraction by which a
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Fig. 2. The four grids are marked as follows: base grid is bold, (1, 0), (0, 1) are dashed
and (1, 1) is normal

cell is shifted and the fourth one represents the directions by the following coding:
value 0 is (0,0), 1 is (1,0), 2 is (0,1) and 3 is (1,1). So each peak is mapped to a
finite set of four-dimensional integer vectors. The mapping of a peak x ∈ R

2 is

s(x) = {(gc(x.c), gh(x.h), 0, 0)} ∪
k−1⋃

i=1

{
(gc(x.c + i/k · wc), gh(x.h), i, 1),

(gc(x.c), gh(x.h + i/k · wh), i, 2),

(gc(x.c + i/k · wc), gh(x.h + i/k · wh), i, 3)
}

Thus, a single peak is mapped to 3(k − 1) + 1 words. A nice property of the
mapping is that there exists at least one grid cell for every pair of matching
peaks both peaks are mapped to.

Different Resolutions. The second disadvantage of the simple grid-based
mapping comes from the fact that empty grid cells (not occupied by at least
one peak from the set of training spectra) do not contribute to the representa-
tion to be learned for similarity search. So peaks of new query spectra mapped to
those empty cells are ignored. That effect can be diminished by making the grid
cells larger. However, this is counterproductive for the precision of the similarity
search due to the coarser resolution. Thus, there are two contradicting goals,
namely (a) to have a fine resolution to handle subtle aspects in the data and (b)
to cover at the same time the whole peak space by a coarse resolution grid so
that no peaks of a new query spectrum have to be ignored.

Instead of finding a tradeoff for a single grid, both goals can be served by
combining simple grids with different resolutions. Given l different resolutions
{(w(1)

c , w
(1)
h ), . . . , (w(l)

c , w
(l)
h )} a peak is mapped to l grid cells of different sizes. In

order to distinguish between the different grids an additional discrete dimension
is needed. So the mapping function is

r(x) =
l⋃

i=1

{(g(i)
c (x), g(i)

h (x), i)}
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with g
(i)
c and g

(i)
h use w

(i)
c and w

(i)
h respectively. Note that a hierarchical, quad-

tree like partitioning is a special case of the proposed mapping function with
w

(i)
c = 2i−1wc and w

(i)
h = 2i−1wh.

Combining shifted Grids with different Resolutions. Both methods are
designed to compensate for different drawbacks of the simple grid mapping. So
it is natural to combine both mappings. The parameters of such a mapping are
the number of shifts k, the number of different grid cell sizes l and the actual
sizes {(w(1)

c , w
(1)
h ), . . . , (w(l)

c , w
(l)
h )}. Beside the two coordinates for the grid cells,

additional discrete dimensions are needed for the shift, the direction and the
grid resolution. Using the the definitions from above the mapping function of
the combined mapping of a peak is

c(x) =
l⋃

i=1

{(
g(i)

c (x.c), g(i)
h (x.h), 0, 0, i

)}
∪

k−1⋃

j=1

{(
g(i)

c (x.c + j/k · w(i)
c ), g(i)

h (x.h), j, 1, i
)
,

(
g(i)

c (x.c), g(i)
h (x.h + j/k · w

(i)
h ), j, 2, i

)
,

(
g(i)

c (x.c + j/k · w(i)
c

)
, g

(i)
h (x.h + j/k · w(i)

h ), j, 3, i
)}

Thus a single peak is mapped to l(3(k − 1) + 1) words. In the next section, we
give an overview of the text retrieval methods used.

4 Models for Text Retrieval

We briefly introduce the essentials of the vector space model and PLSI to make
the paper self contained. In the vector space model, documents are represented by
vectors which have as many dimensions as there are words in the used vocabulary
of the document collection. Each component of a document vector reflects the
importance of the corresponding word for the document. The typical quantity
used is the raw term frequency (tf) of that word for the document, say the
number of occurrences of that word in a document d. In order to improve the
retrieval quality, those vectors are reweighted by multipling tf with the inverse
document frequency (ifd) of a word. The inverse document frequency measure
is large, if a word is included in only a small percentage of the documents in the
collection. Formally, we denote the set of documents by D = {d1, ..., dJ} and
the vocabulary by W = {w1, ..., wI}. The term frequency of a word w ∈ W in a
document d ∈ D is denoted as n(d, w) and the reweighed quantity is n̂(d, w) =
n(d, w) · idf(w). The similarity between a query document q and a document d
from the collection is

S(d, q) =
∑

w∈W n̂(d, w) · n̂(q, w)
√∑

w∈W n̂(d, w)2 ·
√∑

w∈W n̂(q, w)2

This can be interpreted as the cosine of the angles between the two vectors.
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Probabilistic latent semantic indexing (PLSI) introduced in [5] extends the
vector space model by learning topics hidden in the data. The training data
consists of a set of document-word pairs (d(i), w(i))i=1,...,N with w(i) ∈ W and
d(i) ∈ D. The joint probability of such a pair is modeled according to the em-
ployed aspect model as P (d, w) =

∑
z∈Z P (z) ·P (w|z) ·P (d|z). The z are hidden

variables, which can take K different discrete values z ∈ Z = {z1, ..., zK}. In
the context of text retrieval z is interpreted as an indicator for a topic. Two
assumptions are made by the aspect model. First, it assumes pairs (d, w) to be
statistically independent. Second, conditional independence between w and d is
assumed for a given value for z.

The probabilities necessary for the joint probability P (d, w), namely P (z),
P (w|z) and P (d|z), are derived by an expectation maximization (EM) learning
procedure. The idea is to find values for unknown probabilities, which maximize
the complete data likelihood

P (S, z) =
∏

(d(i),w(i))∈S

[P (z) · P (w(i)|z) · P (d(i)|z)]

=
∏

d∈D

∏

w∈W

[P (z) · P (w|z) · P (d|z)]n(d,w)

with S = {(d(i), wi))i=1,...,N} is the set of all document-word pairs in the training
set. In the E-step the posteriors for z are computed.

P (z|d, w) =
P (z) · P (w|z) · P (d|z)∑

z′∈Z P (z′) · P (w|z′) · P (d|z′)

The subsequent M-step maximizes the expectation of the complete data likeli-
hood respectively to the model parameters, namely P (z), P (w|z) and P (d|z).

P (d|z) =
∑

w∈W P (z|d, w) · n(d, w)∑
w∈W

∑
d′∈D P (z|d′, w) · n(d′, w)

P (w|z) =
∑

d∈D P (z|d, w) · n(d, w)∑
w′∈W

∑
d∈D P (z|d, w′) · n(d, w′)

P (z) =
∑

w∈W

∑
d∈D P (z|d, w) · n(d, w)∑

w∈W

∑
d∈D n(d, w)

The EM algorithm starts with random values for the model parameters and
converges by alternating E- and M-step to a local maximum of the likelihood.

There are serval ways possible to answer similarity queries using the trained
aspect model. Because of its simplicity, we adopt the PLSI-U variant from [5].
The idea is to extend the cosine similarity measure from the tf-idf vector space
model. The extension by Hofmann treats the learned multinomials P (w|d) as
term frequencies (tf). Note that P (w|d) = P (d, w)/P (d) with P (d) =

∑
w′inW

n(d, w′)/N . The multinomials P (w|d) are smoothed variants of the original term
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frequencies P̃ (w|d) = n(d, w)/(
∑

w′∈W n(d, w′)). The proposed tf-weights are
linear combinations of the multinomials P (w|d) and P̃ (w|d). Thus, the new tf-idf
weights used for the documents within the similarity calculation are

n̂(d, w) = (λ · P (w|d) + (1 − λ) · P̃ (w|d)) · idf(w)

with λ ∈ [0, 1]. Hofmann suggests in [5] to set λ = 0.5. The tf-idf weights for
the query are determined as in the standard vector space model. The smoothed
tf-weight for a word which actually does not appear in a document may be
still non-zero if the word belongs to a topic which is covered by the particular
document. In that way a more abstract similarity search becomes possible.

5 Evaluation and Results

In this section we present the results for duplicate detection, a comparison of
the effectiveness of the mappings for similarity search, and mining aspects of
2D-NMR-data.

5.1 2D-NMR-Data

The substances included in the database are mostly secondary metabolites of
plants and fungi. They cover a representative area of naturally occurring com-
pounds and originate either from experiments or from simulations2 based on the
known structure of the compound. The database includes about 587 spectra,
each has about 3 to 35 peaks. The total number of peaks is 7029. Ten small
groups of chemically similar compounds are included in the database for con-
trolled experiments. The groups with the number of spectra and number of peaks
are listed in table 1 left. The peak space with all peaks in the database is shown
in figure 3 right. Two groups, steroids and flavonoids, are selected as examples
and shown with their peak distribution within figure 3 right.

Natural steroids occur in animals, plants and fungi. They are vitamins, hor-
mones or cardioactive poisons like digitalis or oleander. The steroids in the data-
base ar mostly hormones like androgens and estrogens. Flavonoids are aromatic
substances (rings). Some flavonoids decrease vascular permeability or possess
antioxidant activity which can have an anticarcinogenic effect.

5.2 Detection of Duplicates

We used the direct similarity function introduced in section 2 to detect dupli-
cates in the database. With a setting of a = 3ppm and b = 0.3ppm, which are
reasonable tolerances, 54 of 171991 possible pairs are reported as fuzzy dupli-
cates. An inspection by hand revealed that 30 pairs are just very similar spectra,
but 24 are candidates for real duplicates. Many of the found pairs come from the
groups shown in table 1. Some pairs consist of an experimental and a simulated

2 ACD/2D NMR predictor, version 7.08, http://www.acdlabs.com/
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Table 1. Groups with number of spectra and range of peaks

Group #Spectra #Peaks
Pregnans 11 17–26
Anthrquinones 8 3–6
Aconitanes 8 22–26
Triterpenes 17 24–31
Flavonoids 18 5–8
Isoflavonoids 16 5–7
Aflatoxins 8 8–10
Steroids 12 16–23
Cardenolides 15 18–25
Coumarins 19 3–8
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Fig. 3. Distribution of the peaks of all spectra with the distribution within the groups
of flavonoids and steroids

spectrum of the same substance which confirms the usefulness of the definition.
There was also a surprise, namely the pair Thalictrifoline/Cavidine. Both struc-
tures differ only in the stereochemical orientation of one methyl group. Evidently,
in this case the commercial software package used for the simulation is not able
to reflect the different stereochemistry in calculated spectra. Duplicate search
could be also done using tf-idf vectors and cosine similarity. The problem with
that approach is to find a general minimum cutoff value for the similarity. Since
it is difficult to interpret cosine similarity at the peak level, our simple definition
or fuzzy duplicates is preferable for users for biochemistry. In the future, fuzzy
duplicates will be used to improve the quality of collections of 2D-NMR spectra.

5.3 Performance Evaluation

The different methods for similarity search of 2D-NMR-spectra are compared
using recall-precision curves. The search quality is high, when both – recall and
precision – are high. So the upper curves are the best.
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First, a series of experiments is conducted using our proposed mapping func-
tions in combination with the vector space model. Each spectrum from the ten
groups is used as a query while the rest of the respective group should be found
as answers. The plots in figure 4 and 5 show averages over all queries. The results
for the simple grid-based mapping are shown in figure 4a. The sizes of the grid
cells are varied over wc = 4, 6, 8, 10 and wh = 0.4, 0.6, 0.8, 1.0 respectively. Small
sizes give the best results.

The use of shifted grids improves the performance substantially over simple
grids, as shown in figure 4b,c. The plots show the experiments for k = 2, 3. The
results for k = 2 and k = 3 are almost identical. However, the vocabulary for
k = 2 is much smaller. In practise, the smaller model with k = 2 shifts is favored.

Also the mapping based on grids with different grid cell sizes are assessed. Due
to lack of space, only the results from combinations of w

(1)
c = 4, w

(1)
h = 0.4 with

other sizes are reported, because those performed best among all combinations.
Figure 4d shows that also the mapping based on different grid cell sizes outper-
forms the simple grid-based mapping. But the improvement is not as much as for
shifted grids. The set of resolutions {(w(1)

c = 4, w
(1)
h = 0.4), (w(2)

c = 10, w
(2)
h =

1.0)} performs best.
Also, experiments are performed with the combination of the previous two

mappings, namely a combination of shifted grids with those of different resolu-
tions. The performance results are shown in figure 4e which indicates that the
best combination, namely the resolution set {(w(1)

c = 4, w
(1)
h = 0.4), (w(2)

c =
10, w

(2)
h = 1.0)} with k = 2 shifts, outperforms both previous mappings. This is

more clearly seen in figure 4f which compares the best performing settings from
the above experiments.

Next, a series of similar experiments is conducted using our proposed mapping
functions in combination with PLSI. Random initialization is used for the EM
training algorithm described in section 4. All curves are averages from cross
validation over all groups. As PLSI is trained on the data beforehand, we used
cross validation where the current query is not included in the taining data. As
the groups are very small, the leave-one-out cross validation scheme is employed.
The results for PLSI are shown in figure 5a-f. PLSI requires to chose the number
of hidden aspects. For the experiments reported so far, the PLSI model is used
with 20 hidden aspects. Also different numbers of aspects are tested using the
best combination of mappings. Figure 5g shows that the performance with 10
aspects drops a bit The increase in the numbers of aspects from 20 to 32 is only
marginally reflected in increase of search performance. So 20 is a reasonable
number of aspects for the given data.

In summery, the experiments with both text retrieval methods show, that the
mappings based on shifted grids and those with different resolutions perform
significantly better than the simple grid-based mapping. In both cases, the com-
bination of shifted grids and grids with different resolutions is even better than
the individual mappings. The comparison between PLSI and the vector space
model (figure 5h) shows that both have similar performance for small recall but
for large recall PLSI has a better precision.
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Fig. 4. Average recall-precision curves using the vector space model

Last, the direct similarity function is tested (figure 5i). The size of the match-
ing neighborhood is varied over α = 4, 6, 8, 10 and β = 0.4, 0.6, 0.8, 1.0 respec-
tively. The search quality is quite low. In fact on average, it fails to deliver a
spectrum from the answer set in the top ranks which is indicated by the hill-like
shape of the curves.

In conclusion, the results prove experimentally that the vector space model as
well as the PLSI model, which are designed for text retrieval, are indeed effective
for similarity search of 2D-NMR spectra from naturally occurring products.

5.4 Analysis of the Latent Aspects

We analyzed the latent aspects learned by the PLSI model using the mapping
based on the combination of shifted grids with different resolutions. The grid
cells (words) with high probability for a given aspect are plotted together to



436 A. Hinneburg, A. Porzel, and K. Wolfram

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Simple Grid

wc 4
wc 6
wc 8
wc 10

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Shifted Grids k=2

wc 4
wc 6
wc 8
wc 10

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Shifted Grids k=3

wc 4
wc 6
wc 8
wc 10

(a) (b) (c)

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Different Resolutions

wc 4, 6
wc 4, 8
wc 4, 10
wc 4, 12

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Shifted Grids & diff. Res. k=2

wc 4, 6
wc 4, 8
wc 4, 10
wc 4, 12

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Best Results

4&10,k=2
4,k=3
4,k=2
4&12
4

(d) (e) (f)

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Shifted Grids & diff. Res. 4&10, k=2

32 asp.
20 asp.
10 asp.

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

best results

PLSI
VecSpace

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.5  1

P
re

ci
si

on

Recall

Direct Sim

wc 4
wc 6
wc 8
wc 10

(g) (h) (i)

Fig. 5. Average recall-precision curves from leave-one-out cross validation experiments
with the PLSI model (a-g), best results of PLSI and vector space model (h) and results
for the direct similarity (i)



An Evaluation of Text Retrieval Methods 437

0 50 100 150 200
0

2

4

6

8

10

12

13C shift in ppm

1H
 s

hi
ft

 in
 p

pm

aspect 9 with probability 0.99736

(a) (b)

Fig. 6. (a) Main aspect of the flavonoid group which includes the region of aromatic
rings (upper right cluster) and the region for oxygen substituents (lower left cluster).
The gray shades indicate the strength of the association between grid cell and as-
pect. (b) An example of an flavonoid (3’-Hydroxy-5,7,4’-trimethoxyflavone) where the
aromatic rings and the oxygen substituents (methoxy groups in this case) are marked.

describe the aspects meaning. Some aspects specialized on certain regions in the
peak space which are typical for distinct molecule fragments like aromatic rings
or alkane skeletons. However, also more subtle details of the data are captured
by the aspect model. For example, the main aspect for the group of flavonoids
specializes not only on the region for aromatic rings which are the main part of
flavonoids. It also includes a smaller region which indicates oxygen substitution.
A closer inspection of the database revealed that indeed many of the included
flavonoids do have several oxygen substitutes. The main aspect for flavonoids
with the respective peak distribution of the flavonoid group is shown in figure
6a. We believe a detailed analysis of the aspects found by the model may help
to investigate unknown structures of new substances when their NMR-spectra
are included in the training set.

6 Conclusion

We proposed redundant mappings from continuous 2D-NMR spectra to discrete
text-like data which can be processed by any text retrieval method. We demon-
strated experimentally the effectiveness of the our mappings in combination with
the vector space model and PLSI. Further analysis revealed that the aspects
found by PLSI are chemically relevant. In future research we will study more
recent text models like LDA [3] in combination with our mapping methods.
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Abstract. An increasing and overwhelming amount of biomedical in-
formation is available in the research literature mainly in the form of
free-text. Biologists need tools that automate their information search
and deal with the high volume and ambiguity of free-text. Ontologies can
help automatic information processing by providing standard concepts
and information about the relationships between concepts. The Med-
ical Subject Headings (MeSH) ontology is already available and used by
MEDLINE indexers to annotate the conceptual content of biomedical ar-
ticles. This paper presents a domain-independent method that uses the
MeSH ontology inter-concept relationships to extend the existing MeSH-
based representation of MEDLINE documents. The extension method is
evaluated within a document triage task organized by the Genomics track
of the 2005 Text REtrieval Conference (TREC). Our method for extend-
ing the representation of documents leads to an improvement of 17% over
a non-extended baseline in terms of normalized utility, the metric defined
for the task. The SV M light software is used to classify documents.

1 Introduction

In the current era of fast sequencing of entire genomes, genomic information is
becoming extremely difficult to search and process. Biologists spend a consider-
able part of their time searching the research literature. An important task for
genomic database curators is to locate experimental evidence in the literature
to annotate gene records.

The increasing and overwhelming volume to search through, coupled with the
ambiguity [23] of unstructured information found in free-text make manual in-
formation processing prohibitively expensive. Biomedical ontologies, when avail-
able, can help disambiguate the information expressed with natural languages.
They offer standard terms that only relate to specific concepts and therefore
reduce the impact of synonyms and polysems. They also contain information
about the relationships between concepts and this information can be used to
express semantic similarities between concepts.

S. Hochreiter and R. Wagner (Eds.): BIRD 2007, LNBI 4414, pp. 439–452, 2007.
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In the biomedical literature, MeSH1 is used to annotate the conceptual con-
tent of the MEDLINE database records. The MeSH ontology is organized into
a semantic network that includes several hierarchies2. A semantic network is
broadly a set of nodes (representing the concepts) and a set of edges, or links
(representing the relationships between the concepts).

We hypothesize that the semantic information contained in the MeSH hi-
erarchies can benefit the representation of documents. Our approach extends
initial MeSH-based document representations with additional concepts that are
semantically close to the initial representation. The semantic similarity between
concepts is derived from the distance that separates them in the MeSH hierar-
chies. The document representation extension method described in this paper is
domain-independent and can be applied to other ontologies.

Our approach is evaluated in the context of a binary classification or triage of
documents. The triage corresponds to a stage in the information retrieval process
where the possibly relevant documents are selected from the mass of non-relevant
documents before being thoroughly examined later on. In particular, our method
is assessed with a document triage task organized by the Genomics track of the
2005 Text REtrieval Conference (TREC)3. The SV M light software [13] is used
to classify documents.

The paper is organized as follows. Section 2 describes our ontology-based
document representation extension method. Section 3 presents the evaluation
framework of our approach, including related work and the results we have ob-
tained. Finally, Section 4 concludes with future research directions.

2 Methodology

This section describes our ontology-based document representation extension.
The extension method can be applied to any ontology-based document repre-
sentation. In this paper, however, we focus on MEDLINE records and the MeSH
fields they contain. Some background information about the MEDLINE database
and the MeSH ontology is given in Section 2.1. Our method includes comparing
concepts semantically with the MeSH hierarchies. Therefore, some background
about network-based semantic measures is also available in Section 2.2.

2.1 MEDLINE and MeSH

MEDLINE, the U.S. National Library of Medicine (NLM)4 bio-medical abstract
repository, contains approximately 14 million reference articles from around
4,800 journals. Approximately 400,000 new records are added to it each year. De-
spite the growing availability of full-text articles on the Web, MEDLINE remains
in practice a central point of access to bio-medical research [9,10].
1 http://www.nlm.nih.gov/mesh/meshhome.html
2 The term hierarchy is commonly used to refer to the main parts of the MeSH ontol-

ogy, which are in fact single-rooted directed acyclic graphs.
3 http://trec.nist.gov/
4 http://www.nlm.nih.gov/
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The MEDLINE record fields include text-based fields, the title and abstract
fields, and ontology-based fields, the MeSH fields. Most MEDLINE records con-
tain 10-12 MeSH fields. MeSH is a biomedical controlled vocabulary produced
by the U.S. NLM and used since 1960. MeSH 2004 includes 22,430 descriptors,
83 qualifiers, and 141,455 supplementary concepts. Descriptors are the main el-
ements of the vocabulary. Qualifiers are assigned to descriptors inside the MeSH
fields to express a special aspect of the concept. For example, the descriptor
Alcoholism can be associated with the qualifier genetics or the qualifier psy-
chology. Each qualifier provides a different context for the concept Alcoholism.
Descriptors and qualifiers are both organized in several hierarchies. However,
the qualifier hierarchies are much smaller and shallower than the descriptor hi-
erarchies. Figure 1 shows a simplified representation of two MeSH descriptor
hierarchies, Diseases and Chemical and Drugs, combined in a unique hierarchy
with the addition of an artificial mesh root node. Note that only the top concept
of the Chemical and Drugs hierarchy is represented.

mesh

Diseases Chemical and Drugs

Virus Neoplasms Immune System
Diseases Diseases

Pneumonia, Meningitis, Encephalitis, Neoplastic Precancerous
Viral Viral Viral Processes Conditions

Anaplasia Neoplasm Invasiveness

Leukemic Infiltration

Fig. 1. A partial representation of two descriptor hierarchies combined in one hierarchy

The relationships between descriptor or qualifier nodes in the MeSH hierar-
chies are of the broader-than/narrower-than type [2]. The narrower-than rela-
tionship is close to the hypernymy (is-a) relationship, but it can also include a
meronymy (part-of ) relationship. Inversely, the broader-than relationship is close
to the hyponymy (has-instance) relationship, and can also include a holonymy
(has-a) relationship. In MeSH, one concept is narrower than another if the
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documents it retrieves in a search are contained in the set of documents re-
trieved by the broader concept.

An example of MEDLINE record, describing a full-text article, is shown in
Figure 2. It includes textual fields, such as title and abstract, as well as MeSH
fields. Beside the textual fields, MeSH fields are a useful source of structured and
standardized information. Unlike the free-text content of the title/abstract fields,
the MeSH fields unambiguously associate a single term to a single concept. In
addition, MeSH concepts are assigned to the records after the examination of the
entire research article by human indexers. Consequently, they can complement
or add to the information contained in the title and abstract. Finally, previous
work by [7] showed that indexing consistency was high amongst NLM human
indexers: the authors reported a mean agreement in index concepts between
33%-74% for different experts.

A MEDLINE MeSH field is a combination of a MeSH descriptor with zero or
more MeSH qualifiers. In Figure 2, Centrioles/*ultrastructure is the combination
of descriptor Centrioles with qualifier ultrastructure. MeSH fields can describe
major themes of the article (a concept that is central to the article), or minor
themes (a peripheral concept). A star is used to distinguish the major themes
from the minor ones. Therefore, the association Centrioles/*ultrastructure is a
major theme of the MEDLINE record of Figure 2, along with Organelles/*ultra
structure and Steroids/*analysis. In contrast, Cilia/ultrastructure and Respira-
tory Mucosa/cytology are minor themes in this record.

2.2 Network-Based Semantic Measures

Network-based measures are usually classified into two groups: edge-based mea-
sures and information-based measures [2]. Edge-based measures only use hier-
archy information whereas information-based measures integrate concept fre-
quency information from a corpus.

Network-based measures can also be classified into the two following cate-
gories:

1. measures that consider all the hierarchy relationships to correspond to the
same semantic distance (simple edge weighting), and

2. measures based on the assumption that hierarchy relationships are associated
with various semantic distances (complex edge weighting).

In this paper, we use a measure from the first category, the edge count method,
to compare two concepts semantically. The edge count method considers that
all edges between concepts in the hierarchy correspond to the same semantic
distance. For example, in Figure 1, the edge connecting Diseases to Neoplasms
is assumed to represent the same semantic distance as the edge connecting Neo-
plasm Invasiveness to Leukemic Infiltration.

The assumption behind the edge count approach is that the semantic distance
between two concepts is proportional to the number of edges that separate them
in the hierarchy. For example, the edge count between Pneumonia, Viral and
Meningitis, Viral in Figure 1 is 2, and the edge count between Pneumonia, Viral
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PMID - 10605436
TI - Concerning the localization of steroids in centrioles

and basal bodies by immunofluorescence.
AB - Specific steroid antibodies, by the

immunofluorescence technique,
regularly reveal fluorescent centrioles
and cilia-bearing basal bodies in . . .

AU - Nenci I
AU - Marchetti E
MH - Animals
MH - Centrioles/*ultrastructure
MH - Cilia/ultrastructure
MH - Female
MH - Fluorescent Antibody Technique
MH - Human
MH - Lymphocytes/*cytology
MH - Male
MH - Organelles/*ultrastructure
MH - Rats
MH - Rats, Sprague-Dawley
MH - Respiratory Mucosa/cytology
MH - Steroids/*analysis
MH - Trachea

Fig. 2. A MEDLINE record example (PMID: PubMed ID, TI: title, AB: abstract, AU:
author, MH: MeSH field)

and Neoplastic Processes is 4. Therefore, according to edge count, Meningitis,
Viral is closer semantically to Pneumonia, Viral than Neoplastic Processes is.

In some hierarchies, there is more than one possible path between two con-
cepts. In the MeSH ontology, concepts can have several parents and children (1.8
children per descriptor on average). A widely-used solution is to consider only
the shortest path between two concepts when calculating the semantic distance.
[16] uses this approach with an inter-concept measure defined as the shortest
path p in the set of possible paths P between two concepts c1 and c2 in terms
of edge count:

distrada1 (c1, c2) = min
p∈P

(edge count (c1, c2)) (1)

where edge count is the number of edges separating c1 from c2 on a path p ∈ P .
Concepts are often clustered together to describe a document or a query. In

order to compare two sets of concepts, the inter-concept semantic comparisons
need to be combined. This combination results in an inter-document measure.
A simple approach is to derive the semantic similarity between two sets of con-
cepts from the combination of all the possible inter-concept comparisons from
the two sets. [16] defines a distance measure between two sets of concepts A and B
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containing m and n concepts respectively as the average of all the m × n inter-
concept distance measures:

distrada2 (A, B) =
1

m × n
×

∑

ci∈A,cj∈B

distrada1 (ci, cj) (2)

where distrada1 is defined by Equation 1.

2.3 Our Method

MeSH-based document representations are expressed with vectors containing
22,513 elements (22,430 descriptors and 83 qualifiers). Most MEDLINE docu-
ments contain 10-12 MeSH fields. Each field contain one descriptor associated
optionally to one or more qualifiers. This means that originally the MeSH-based
document vectors contain essentially zero values.

Our main idea is that the MeSH hierarchy can be used to add new MeSH
concepts to the original document MeSH content. Descriptors and qualifiers have
locations in the MeSH hierarchies from which an evaluation of their semantic
similarity can be derived. For example, if Neoplastic Processes is found in a
MeSH field, it can be assumed that the document is also about Neoplasms or
Anaplasia, to some degree (see Figure 1). The challenge is to measure how close
semantically the added concepts are to the initial representation, which can
contain several concepts.

We use a weighting scheme to distinguish the original MeSH concepts from the
ones derived from the extension process. In our experiment, the original MeSH
concepts receive a weight wo of 1, whereas derived MeSH concepts receive a
weight wd, where 0 ≤ wd < 1, depending on how semantically close they are to
the original MeSH representation.

First, we process the MeSH fields of MEDLINE documents in the following
way. Descriptors and qualifiers are chosen as the minimal units of information
or features. Associations between descriptors and qualifiers found in the MeSH
fields (see Section 2.1) are dropped and a qualifier appearing in several associa-
tions is considered to appear only once in the document. MeSH field distinctions
between major and minor themes (see again Section 2.1) are also ignored. Keep-
ing descriptors and qualifiers as minimal information units allows us to keep
track of the concepts they represent and their locations in the MeSH hierar-
chies. The initial representation obtained is binary. Table 1 shows the binary
representation of the MeSH content of the document appearing in Figure 2.
Note that ultrastructure and cytology are only represented once although they
appear in three and two MeSH fields, respectively. Moreover, some concepts,
such as Human, Female, and Male are not represented at all as they belong to
a list of common MeSH concepts, or stopwords, called the Check Tags (CTs).
The full list of CTs for MeSH 2004 is given in Table 2. All other concepts not
occurring in the document are given a zero weight (not shown in Table 1).

Second, we extend the representations by adding MeSH concepts not in the
document initially with a weight wd, which is derived from the semantic distance
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Table 1. Example of binary representation

concept weight

Animals 1

Centrioles 1

ultrastructure 1

Cilia 1

Fluorescent Antibody Technique 1

Lymphocytes 1

cytology 1

Organelles 1

Rats 1

Rats, Sprague-Dawley 1

Respiratory Mucosa 1

Steroids 1

analysis 1

Trachea 1

Table 2. List of Check Tags (CTs) for MeSH 2004

CTs list

Comparative Study
English Abstract
Female
Human
In Vitro
Male
Support, Non-U.S. Gov’t
Support, U.S. Gov’t, Non-P.H.S.
Support, U.S. Gov’t, P.H.S.

between the added concept and the initial representation. From Equation 2, we
obtain a semantic distance between a concept ci and a document D containing
initially m concepts:

distext (ci, D) =
1
m

m∑

j=1

distrada1 (ci, cj)

where distrada1 is defined by Equation 1. The distance is then turned into a
weight wd with the following formula:

wd (ci, D) = 1 − (distext (ci, D) /max dist)

where max dist is the maximum edge count between two concepts in the hier-
archy.

As in Figure 1, an artificial mesh root node is placed at the top of all the MeSH
hierarchies (see Figure 3) in order to be able to compare all MeSH concepts with



446 F. Camous, S. Blott, and A.F. Smeaton

mesh (added)

Diseases Chemical and Drugs qualifiers (added)

Neoplasms Lipids Carbohydrates analysis chemistry

Fig. 3. mesh and qualifiers nodes add-up (only a few child nodes depicted for clarity)

each other. Additionally, a qualifier node is placed between the mesh node and all
the root nodes of the qualifier hierarchies. This node is created to compensate for
the shallowness and the small size of the qualifier hierarchies. It also implicitly
increases the distinction between descriptors and qualifiers by increasing the
network distance between any descriptor and any qualifier by one edge. In the
combined hierarchy obtained, the maximum distance between two concepts is
23 edges.

3 Evaluation

Our representation extension method is evaluated in the context of document
binary classification or triage. Our evaluation framework uses a MEDLINE triage
task organized by the Genomics track of the 2005 Text REtrieval Conference
(TREC). This task is described in Section 3.1. Related work is reviewed in
Section 3.2. The document classification is done with the SV M light software [13]
(Section 3.3), and the results are presented in Section 3.4.

3.1 TREC 2005 Genomics Track GO Triage Task

The Text REtrieval Conference (TREC) includes a Genomics track since 2003.
The TREC guidelines and common evaluation procedures allow research groups
from all over the world to evaluate their progress in developing and enhancing
information retrieval systems.

One of the tasks of the 2004 and 2005 Genomics track was a biomedical doc-
ument triage task for gene annotation with the Gene Ontology (GO) [8]. GO is
used by several model organism databases curators in order to standardize the
description of genes and gene products. The triage task simulated one of the
activities of the curators of the Mouse Genome Informatics (MGI) group [5].
MGI curators manually select biomedical documents that are likely to give ex-
perimental evidence for the annotation of a gene with one or more GO terms.

For both 2004 and 2005 GO triage tasks, the same subset of three journals
from 2002 and 2003 was used. The subset contained documents that had been
selected or not for providing evidence supporting GO annotation. The 5837 doc-
uments from 2002 were chosen as training documents, and the 6043 from 2003
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as test documents. In 2004, they contained 375 and 420 positive examples (doc-
uments labeled relevant), respectively. In 2005, the number of positive examples
for the training and test documents was updated to 462 and 518, respectively.

The triage task was evaluated with four metrics: precision, recall, F-score, and
a normalized utility measure Unorm, defined by the following formulae:

precision =
TP

TP + FP

recall =
TP

TP + FN

where TP , FP , and FN stand for true positives, false positives, and false neg-
atives, respectively.

F − Score =
2 × Precision × Recall

Precison + Recall

Unorm = Uraw/Umax

where Umax is the best possible score, and Uraw is calculated with:

Uraw = (ur × TP ) + (unr × FP ) (3)

where ur is the relative utility of a relevant document and unr the relative utility
of a non-relevant document. With unr set at −1 and ur assumed positive, ur

was determined by preferred values for Unorm in 4 boundary cases: completely
perfect prediction, all documents judged positive (triage everything), all doc-
uments judged negative (triage nothing), and completely imperfect prediction.
With different numbers of positive examples for classification between 2004 and
2005, ur = 20 and ur = 11 were chosen in 2004 and 2005, respectively.

Our experiment used the updated number of positive examples of 2005 for
the classification, and the values ur = 11 and unr = −1. A detailed description
of TREC 2004 and 2005 Genomics track tasks can be found in [9,10].

3.2 Related Work

Most approaches used in the 2004 and 2005 GO triage task extract features
from various text fields along with the MeSH fields [6,3]. In contrast, Seki et
al. [20] and Lee et al. [14] describes experiments with MeSH-only document
representations.

Seki et al. [20] describes a process that trains a näıve Bayes classifier using
the MeSH features to represent documents. A gene filter is also applied based
on gene names found in the text with the YAGI5 (Yet Another Gene Identifier)
software [21]. The results shown in Table 3 include the gene filter. Seki et al.
does not specify how the MeSH fields were processed, i.e. whether, for example,
groups of words corresponding to descriptors were split.
5 http://www.cs.wisc.edu/∼bsettles/yagi
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Lee et al. [14] used MeSH for document representation and compared this
approach to other representations such as abstract-based and caption-based rep-
resentations. The semantic network of the UMLS6 (Unified Medical Language
System) was also used to map terms from MeSH, free-text, captions to UMLS
semantic types, which are broad medical concepts. An SVM classifier was used
and cross-validation results on the task training documents showed the MeSH
representation to give the best performance with 0.4968 in normalized utility.
The second best representation was obtained by using the UMLS semantic types
of the MeSH terms (0.4403). The results in Table 3 correspond to a combination
of three representation: MeSH, captions, and UMLS semantic types associated
with MeSH.

The best results for the 2004 and 2005 triage tasks used methods that extract
features from other fields than MeSH (title, abstract, full-text) and use domain-
dependant techniques (term extraction, gene filtering). Dayanik et al. [4] obtains
the best normalized utility (0.6512) of the 2004 GO triage task. Documents are
represented with features extracted from the title, abstract and MeSH fields of
the MEDLINE document format. Niu et al. [15] achieves the best normalized
utility (0.5870) of the 2005 GO triage task using the SV M light software [13].
Features are first extracted from full-text articles. The extraction is followed by
porter stemming, stopwording, and a domain-specific term extraction method
that is using corpus comparison.

Table 3. Results of classification of test documents for related work

Participant Precision Recall F-score Normalized Utility

Seki et al. (2004) 0.1118 0.7214 0.1935 0.4348

Dayanik et al. (2004) 0.1579 0.8881 0.2681 0.6512

Lee et al. (2005) 0.1873 0.8803 0.3089 0.5332

Niu et al. (2005) 0.2122 0.8861 0.3424 0.5870

3.3 Text Categorization and SV M light

A discussion on text categorization and machine learning techniques is beyond
the scope of this paper and is found elsewhere [19]. Our experiment focuses on
evaluating an ontology-based document representation extension method and
does not aim at comparing several text categorization techniques.

We use the SV M light software which is an implementation of the Support Vec-
tor Machine method by Joachims [13]. The SVM learner defines a decision surface
between the positive and negative examples of the training set. SVM training
leads to a quadratic optimization problem and learning from large training sets
can quickly become computationally expensive. The SV M light implementation
allows for large-scale SVM learning at lower computational cost.

We use the default settings for the learning module (svm learn) and the clas-
sification module (svm classify) of SV M light. Default settings include the use of
6 http://umlsinfo.nlm.nih.gov/
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a linear kernel. Moreover, parameter C, allowing a trade-off between the train-
ing error and the classifier complexity, is determined automatically. The only
modification is the setting of parameter j (cost-factor by which training errors
on positive examples out-weight errors on negative examples, the default being
1) to 11, similarly to Subramaniam et al. [22]. The j parameter allows us to tune
the classifier to the difference between ur (= 11), the relative utility of a true
positive, and unr (= −1), the relative utility of a false positive (see Equation 3,
Section 3.1).

Our experiment evaluates the effect of hierarchy information on the automatic
parameter tuning of SV M light during the learning of a classifier. The automatic
tuning was shown to perform well for text categorization [12].

3.4 Results

In order to limit the size of and the noise contained in the extended represen-
tations, we use a threshold t for the weight wd of each candidate concept to
extension. We experiment with different threshold values with the training set
using 4-fold cross validation. The value t = 0.6975 is found to give the best
normalized utility on average. The documents from the training and test sets
are then extended with threshold t = 0.6975. SV M light learns a classifier with
the entire training set and the classifier obtained is used on the test set. Table 4
shows the results in terms of Precision, Recall, F-Score and normalized utility for
the classification of the test documents. The results are compared to the simple
use of the initial un-extended MeSH representation, and to the best result from
the 2005 GO triage task in terms of normalized utility [15].

Table 4. Result of extension for the classification of test documents with t = 0.6975

Precision Recall F-Score Unorm

t = 1 0.2980 0.6139 0.4013 0.4824

t = 0.6975 0.2041 0.8745 0.3309 0.5644 (+17%)

Niu et al. (2005) 0.2122 0.8861 0.3424 0.5870

The extension of MeSH-based document representations with new concepts
leads to a drop in precision but an increase in recall. A value of 1 for the threshold
corresponds to no extension. The normalized utility increases up to 0.5644 (+17%
compared to our simple non-extended binary representation) for a threshold of
0.6975. Because of the importance of recall in this particular triage task and
therefore in the utility function, our document representation extension has a
positive impact on the normalized utility.

A normalized utility value of 0.5644 is not far from the highest score for the
2005 GO triage task (0.5870) and is positioned inside the top ten runs from a
total of 47. The best run of the track used a domain-specific technique, and the
free-text fields of MEDLINE records [15] (see Section 3.2). This suggests that
the results of our domain-independent method could be further improved by the
use of other fields than MeSH, and by domain-specific knowledge.
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Most importantly, the improvements over non-extended MeSH-only document
representations show that the hierarchical structure of the MeSH ontology can
be used with little modification (mesh and qualifier nodes add-up) to build
extended document representations that are beneficial to the GO triage task.
Finally, our extension is based on a simple edge count method to calculate the
semantic distance between concepts. More refined semantic measures integrating
more information from the hierarchy and the domain could yield better results.

In our experiments, classifiers were learnt with the SV M light software with
default settings that include to the automatic tuning of C (see Section 3.3).
In future work, we will manually tune C on the training set, and compare the
manual tuning to our representation extension method. The default settings of
SV M light use a linear kernel function to separate the training data. In future
work we will experiment with other kernel functions available with the software,
such as polynomial, radial basis function, and sigmoid tanh7.

4 Conclusion and Future Work

With the growing availability of biomedical information mainly in the form of
free-text biologists need tools to process information automatically. In the early
stage of information retrieval it is useful to select the probably relevant infor-
mation from the mass of non-relevant information. Such a selection can be done
with binary classification (also called triage) techniques.

Free-text is an ambiguous information representation. It can contain syn-
onyms and polysems that require external knowledge for disambiguation. An
alternative is to use ontologies to represent information. Ontologies provide
standard terms for naming concepts and explicitly define relationships between
concepts.

In this paper we proposed a method that extend ontology-based representa-
tions of biomedical documents. The method used in our experiment included
the use MeSH for biomedical document representation. The initial MeSH-only
representations were then extended with concepts that were semantically similar
within the MeSH hierarchy. A simple edge count distance measure was used to
evaluate semantic proximity between concepts.

Our method was evaluated on a document triage task that consisted in select-
ing documents containing experimental evidence for the annotation of genes in a
model organism database. The triage task was organized by the Genomics track
of the 2005 Text REtrieval Conference (TREC). Our document representation
extension method led to an increase of 17% of normalized utility, the metric
defined for the triage task. The normalized utility obtained, 0.5644, positions
our method amongst the top ten runs out of 47 for the 2005 task, without the
use of domain-specific techniques and by relying only on the MeSH document
representation. This suggests that our results could be improved by integrating
other MEDLINE fields and using domain-specific knowledge.

7 http://svmlight.joachims.org/
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In future work we will evaluate our domain-independent method with other
ontologies and in other contexts. The Gene Ontology is an example of a taxon-
omy that provides an ontology-based description of gene records in model or-
ganism databases. Ontology-based representation extension can also be applied
to document ad hoc retrieval and document clustering.

We also want to experiment with other measures in order to evaluate inter-
concept semantic similarity. The edge count used in this paper assumes that
the hierarchy edges correspond to the same semantic distances. Other mea-
sures are based on the assumption that edge distances vary in the the hier-
archy. They calculate this variation with hierarchy information [11], or corpus
information [17,18].
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Abstract. We present in this paper some new network tools that can improve 
the accessibility of information on mutations of the TP53 human gene with the 
aims of allowing for the integration of this data in the growing bioinformatics 
network environment and of demonstrating a possible methodology for biologi-
cal data integration. We implemented the IARC TP53 Mutations Database and 
related subsets in an SRS site, set up some Web Services allowing for a soft-
ware oriented, programmatic access to this data, created some demo workflows 
that illustrate how to interact with Web Services and implemented these work-
flows in the biowep (Workflow Enactment Portal for Bioinformatics) system. 
In conclusion, we discuss a new flexible and adaptable methodology for data 
integration in the biomedical research application domain.  

Keywords: data integration, molecular biology databases, bioinformatics, Web 
Services, XML, workflow management systems, workflow enactment portal. 

1   Introduction 

1.1   Integration of Biological Information 

The huge amount of biological information that is currently available on the Internet 
resides in data sources that have heterogeneous DBMS, data structures, query meth-
ods and information. Otherwise, data integration is needed to achieve a wider view of 
all available information, to automatically carry out analysis involving more databases 
and software and to perform large scale analysis. Only a tight integration of data and 
analysis tools can lead to a real data mining. 

Integration of data and processes needs stability: sound knowledge of the domain, 
well defined information and data, leading to standardization of schemas and formats, 
clear definition of goals. Instead, integration fears heterogeneous data and systems, 
uncertain domain knowledge, highly specialized and quickly evolving information, 
lacking of predefined, clear goals, originality of procedures and processes. 

This essentially is the situation of data integration in biology, where a pre-analysis 
and reorganization of the data is very difficult, because data and related knowledge 
change very quickly, complexity of information makes it difficult to design data mod-
els which can be valid for different domains and over time, goals and needs of re-
searchers evolve very quickly according to new theories and discoveries, thus leading 
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to new procedures and processes. So, traditional tools, like data warehouses and local 
integration tools (e.g., SRS), pose many problems deriving from the size of sources, 
the need for frequent updating and for coping with frequently modified data  
structures. 

Therefore, integrating biological information in a distributed, heterogeneous envi-
ronment requires new flexible, expandable and adaptable technologies and tools that 
allow for moving from an interactive to an automated approach to data analysis. In 
literature, proposals in this direction can already be found [1,2]. In this context, the 
following methodology could be devised: 

• XML schemas can be used for the creation of the models of the information, 
• XML based languages can be adopted for data representation and exchange,  
• Web Services can be made available for the interoperability of software  
• computerised workflows can be created and maintained for the definition and 

execution of analysis processes 
• Workflow enactment portals can be installed for the widespread utilization of 

automated processes 

Common vocabularies, when existing, can significantly improve interoperability. 
Ontologies, especially, when available and widespread used can add semantic meta-
data to the resources, improve data accessibility, support integrated searches. Unfor-
tunately, the available biomedical ontologies are currently not so widely used and the 
vast majority of data sources do not use them. 

The above methodology can partially cope with the problem of format changes in 
data sources since it limits interoperability issues to the interface level. This implies 
that changes, even deep ones, can occur at the data management level without influ-
encing how external applications can interact with the system. Of course, care must be 
taken by databases’ curators to ensure that the interface is still working according to 
advertised API (Application Programming Interfaces) and these are based on consen-
sus data models. 

In this paper, we approach the problem of making information on the mutations of 
the TP53 human gene as widely available as possible, by implementing some tools 
through the above approach. 

1.2   The TP53 Human Gene and Its Functions 

The importance of the function of the p53 protein (reference sequence is SwissProt 
P04637) in the regulation of the apoptosis process in the cell is well known and rec-
ognized. This protein can be considered as a tumour suppressor, in the sense that it 
prevents the occurrence of tumours by promoting apoptosis in pre-cancer, altered 
cells. Many studies confirmed that modifications in the regulation of the apoptosis 
process are positively correlated to the presence of mutations in the TP53 gene (lo-
cated on the short (p) arm of chromosome 17 at position 13.1, reference sequence is 
EMBL X02469), thus suggesting that it can, at least partially, be the cause for missing 
functionality; moreover, the presence of mutations in the TP53 gene has been ob-
served in about half of all cancers, in the 80% of all colon cancer tumours, in the 50% 
of lung cancer tumours, and in the 40% of breast cancer tumours. 
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The correlation between mutations of the TP53 gene and the tumour regulation 
process has been described in many papers. Recently, Human Mutation devoted a 
special issue on TP53 gene mutations and cancer [3]. The tumour protein p53, ex-
pressed by the TP53 gene, can bind directly to DNA. Every time a mutation (damage) 
occurs in the cell’s DNA, the p53 protein becomes involved in determining whether 
the DNA will be repaired or not. In the former case, p53 activates other genes to fix 
the damage, while, in the latter case, p53 prevents the cell from dividing and signals it 
to undergo apoptosis. This process prevents cells with mutated or damaged DNA 
from dividing, which in turn avoids the development of tumours. Mutations in the 
TP53 gene usually prevent tumour protein p53 from binding to DNA correctly, lower-
ing the protein effectiveness in regulating cell growth and division. As a result, DNA 
damage accumulates and cells may divide in an uncontrolled way, leading to a can-
cerous tumour. 

In literature, many TP53 mutations have been described and mapped onto the nor-
mal gene. Consequently, databases collecting these information have been created in 
the past years and made available to the scientific community through the Internet. 

The TP53 Mutation Database [4] of the International Agency for the Research on 
Cancer (IARC) currently is the biggest and most detailed database. It includes somatic 
mutations (mutation type with references, mutation prevalence, mutation and progno-
sis), germline mutations (both data and references), polymorphisms, mutant functions 
and cell line status. 

Release 10 includes 21,587 somatic mutations whose description has been derived 
from 1,839 papers which are included in the Medline database. Information on so-
matic mutations includes data on the mutation, the sample, the patient and his/her life 
style. Reference vocabularies and standardized annotations are used extensively for 
the description of the mutation, tumour site, type and origin and for literature refer-
ences. Examples of the former are ICD-O (International Classification of Diseases – 
Oncology) and SMOMED nomenclatures. 

This database is available through the IARC web site. Queries can only be exe-
cuted on-line and imply a human interaction. Moreover, there are datasets (e.g., muta-
tion and prognosis, germline mutations, polymorphisms and cell lines status) that are 
not searchable by online queries. Results can be downloaded in a tab delimited for-
mat, but partial downloads, e.g., subsets of all information available for a given muta-
tion, are not allowed. Main accessibility limitations are the lacking of links to other 
bioinformatics databases and tools and the user interface, an interactive query form 
accessible through a standard web page, that makes it difficult to access data through 
software programs. 

In the perspective of an integrated bioinformatics network environment, interop-
erability between services should be stressed as much as possible, both by setting up 
links to external resources and by implementing machine-oriented interfaces, that is 
network interfaces devoted to retrieval of information by software programs, instead 
of interactive interfaces devoted to researchers. 

SRS (Sequence Retrieval System, also known as Sequence Retrieval Software) is a 
well know search engine for biomedical databanks [5]. Among its most original and 
useful features are the possibility of querying many databases together and of inte-
grating data retrieval and analysis in the same tool. Moreover, SRS offers XML based 
input/output, since it is able to manage XML structured databases and can output  
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results by using predefined Document Type Definitions (DTDs). An SRS implemen-
tation of the IARC TP53 database had already been set up at the European Bioinfor-
matics Institute – EBI, in the sphere of a mutation database access integration project, 
whose goal was to find common data structures in mutation databases and to create a 
unified access tool. This project led to the setting up of SRS libraries referring to 
about 50 gene mutation databases, two of which related to the TP53 gene: the IARC 
TP53 database and the UMD-p53 mutation database [6]. A special database linking 
those records in the two libraries that relate to the same mutation was also set up with 
the aim of integrating information about the same mutation available in different da-
tabases and offering a unique, integrated list of all available mutations. The EBI im-
plementation refers to Release 3 of the IARC database (available before 2000, it con-
tains 10,411 mutations) and it includes somatic mutations data only.  

In order to improve automated, software driven access to the IARC TP53 database, 
we have designed and implemented a new SRS based service which is focused on the 
TP53 somatic mutations data, but it also includes all supplementary datasets provided 
by IARC. Integrating these different datasets into SRS and adding links to relevant 
bioinformatics databases would present a real advantage over currently available sys-
tems from IARC and EBI. Furthermore, we implemented Web Services that allows 
for a programmatic access to the databases, created some demo workflows for dem-
onstrating how Web Services can be easily accessed and made these workflows avail-
able in biowep, our Workflow Enactment Portal for Bioinformatics.  

2   Methods 

2.1   The Implementation of the IARC TP53 Mutation Database in SRS 

IARC TP53 mutation database (Release 10) and all related data subsets have been 
downloaded1 and reformatted for easier indexing and searching through SRS. Refor-
matting was carried out by using a mixed manual and automatic procedure, so that it 
can be replicated for future releases of the database with a minimal effort, although 
heavy changes in the data structure and contents of the database would strongly limit 
the reproducibility of procedures. It also involved a few changes and additions in the 
database fields and their contents (e.g., the field ExonIntron was split into two new 
fields, Exon and Intron; the field Tumor origin now includes the new Metastasis lo-
calization subfield; new unique record identifiers were added when missing). All 
datasets have then been implemented in a purpose SRS site as separate libraries. Data 
fields have been defined in agreement with controlled vocabularies that were used for 
data input at IARC, so that SRS indexes are based on them. 

Links between libraries have been created whenever possible. HTML links can be 
used while navigating results pages and include links to Medline at NCBI through 
Pubmed IDs. SRS links have been defined so that they can be used for the creation of 
data views incorporating information from more databases. They also allow to exe-
cute queries including search conditions restricted to linked record subsets only. 
                                                           
1  At the time of writing the final version of the paper, the Release 11 of the database had al-

ready been released, but we did not yet updated the SRS site. We are now upgrading the sys-
tem and, at the time of the publication, the new release will probably be available on-line. 
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Data views have been created for displaying both complete and focused data sets, 
the latter starting from mutation, sample or patient specific data. 

XML based data interchange between software tools is facilitated by the definition 
of an ad hoc Document Type Definition (DTD). A purpose DTD, has been designed 
for somatic mutations data. It includes three main groups of elements:  

• MutationData: including type, location, effects, 
• SampleData: including tumour origin, topography, sample source, 
• PersonInfo: including sex, age, ethnics, clinical status, life styles, expositions. 

Loaders, views and XMLPrintMetaphors (these are all SRS objects) have been de-
fined, so that SRS can create XML formatted outputs based on the above DTD. Out-
puts can of course be downloaded. 

All IARC TP53 Database datasets have been made available on-line and can easily 
and effectively be queried through SRS query forms. Due to the careful definition of 
data fields, terms included in the controlled vocabularies that were used during data 
input at IARC can also be used from within the SRS extended query form, thus allow-
ing for a data-driven search. 

2.2   Implementation of Web Services 

Original Web Services have been implemented, allowing for the retrieval of informa-
tion from TP53 databases through a programmatic interface. Web Services are also 
viable for an efficient inclusion in pipelines and workflows that are implemented by 
using some workflow management systems. We implemented Web Services allowing 
for the execution of a search by interesting properties towards the IARC TP53 Muta-
tion Database. 

Integration of these data with other sources was planned by using either unique IDs 
or common terms. In order to do this, two types of services were implemented, 
searching either for a specific feature and returning IDs or searching for an ID and 
returning full records. 

Web Services were implemented by using Soaplab, a SOAP-based Analysis Web 
Service providing a programmatic access to applications on or through remote com-
puters [7]. Soaplab allows for the implementation of Web Services offering access to 
local command-line applications, like the  EMBOSS software, and to the contents of 
ordinary web pages. The only requirements of Soaplab are the Apache Tomcat servlet 
engine with the Axis SOAP toolkit, Java and, optionally, perl and mySQL. Once the 
server has been installed, new Web Services are added by defining simple definitions 
of the related execution commands (see code below). 
 

# ACD definition TP53 Mutations Database Web Services 
# Search db by codon number and get IDs 
appl: getIdsByCodonNumber [ 
  documentation: "Get ids by codon number" 
  groups: "O2I" 
  nonemboss: "Y" 
  comment: "launcher get" 
  supplier: http://srs.o2i.it/srs71bin/cgi-bin/wgetz 
  comment: "method [{$libs}-Codon_number:'$codon'] -lv 
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2000000 -ascii" 
  ] 
string: libs [ parameter: "Y" ] 
string: codon [ parameter: "Y" ] 
outfile: result [ ] 

# Search by mutation IDs and get all related Pubmed IDs 
appl: getP53PubMedIdByIds [ 
  documentation: "Get PubMed id by TP53 mutation ids" 
  groups: "O2I" 
  nonemboss: "Y" 
  comment: "launcher get" 
  supplier: http://srs.o2i.it/srs71bin/cgi-bin/wgetz 
  comment: "method [TP53_iarc:'$id'] -f pen -lv 2000000 
-ascii" 
  ] 
string: id [ parameter: "Y" ] 
outfile: result [ ] 

 
Definitions are written in the AJAX Command Definition (ACD) language, spe-

cially designed for EMBOSS software suite and reused in the Soaplab context, and 
are then converted into XML before they can be used. In our case, all Web Services 
have been defined as remote calls to the SRS site. Essential differences between Web 
Services definitions consist in the input and output parameters and in the specification 
of the URL address where these parameters must be inserted. 

2.3   Creation of Demo Workflows 

Web Services are especially useful for the automation of data analysis processes and 
these can be created and executed by using workflow managements systems. We de-
veloped some demo workflows with the aim of providing the researcher with simple 
tools. We adopted the following criteria: 

• use of a limited number of query options (inputs to the Web Services), usually not 
more than two, 

• use of clear, simple parameters/values pairs: exon, intron and codon, all given as 
integer numbers, and similar parameters were used as inputs, 

• production of simple results/outputs. 

Workflows have been designed to access to and to retrieve data from the IARC 
TP53 Mutations Database through our Web Services. They can also be viewed as an 
example of data integration that can be achieved through workflow management sys-
tems. We used the Taverna Workbench [8], a workflow management systems that 
was developed within the myGrid initiative [9], and workflows are available on-line, 
in the XML Simple Conceptual Unified Flow Language (XScufl) format, for use by 
interested users working with this tool. 

Eight workflows have been developed: they can be divided into two groups on the 
basis of the type of query and of its output. The first group, comprising six  
workflows, can be described as a set of queries that interrogates the TP53 Somatic 
Mutations Database; according to input parameters, the output is one or more sets of  
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somatic mutation entries in the flat format: each information is on a separate line of 
text, identified by a label which is followed by the data. 

The output doesn’t offer any new information, it just includes some records of the 
mutations database. The workflows can then be used for a basic level of analysis, re-
garding distributions of one or more somatic mutations in the database. 

The second group, including two workflows, includes searches that involve two or 
more databases that are queried either serially or in parallel; the output consists in one 
or more sets of entries from searched databases that can be integrated. A certain level 
of data mining is here possible, since the retrieval of data from more databases offer 
the researcher a unseen, unknown view of available information. 

The support site includes a short description of some of the workflows, together 
with a link to the workflow itself, expressed in the XScufl format, both in XML and 
as a text file. 

2.4   Workflow Enactment by End Users 

Workflow Management Systems can support the creation and deployment of complex 
procedures, but they assume that researchers know which bioinformatics resources 
can be reached through a programmatic interface and that they are skilled in pro-
gramming and building workflows. Therefore, they are not viable to the majority of 
unskilled researchers. 

We designed biowep, a Workflow Enactment Portal for Bioinformatics, that is a 
web based client application allowing for the selection and execution of a set of pre-
defined workflows by unskilled end users [10]. The system is freely available on-line. 
Contrary to the other workflow enacters that run workflow on the user’s computer, in 
biowep the enactment of workflows is carried out on the server. Workflows can be 
selected by the user from a list or searched through the description of their main com-
ponents. Actually, these are first annotated on the basis of their task and data I/O and 
this annotation is inserted into a database that can be queried by end users. Results of 
workflows’ executions can be saved and later reused or reanalyzed. 

Biowep includes a detailed description of all workflows and a useful description of 
input data that helps end user in launching the workflows. 

3   Results 

The IARC TP53 Somatic Mutations Database, including somatic mutations data and 
literature references, mutation prevalence, mutation and prognosis, germline muta-
tions and references, cell line status and mutation functions, is available on-line in a 
purpose SRS site and can be easily and effectively queried by using standard SRS 
query forms. Due to the careful definition of data fields, terms included in the con-
trolled vocabularies that were used during data input at IARC can also be used from 
within the SRS extended query form, thus allowing for a data-driven search. This 
query form includes an input field for each database field. Input fields are formatted 
according to the type of the corresponding database field. They can therefore be based 
on checkboxes, numeric ranges, text fields and multi select boxes having the items of 
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the input controlled vocabularies as reference lists from which to make the selection. 
This allows to achieve the same functionalities of the IARC advanced search form. 

SRS links allow to retrieve data from one database by also imposing restrictions on 
the other. E.g., retrieve all papers describing a defined mutation type or all mutations 
described by papers appeared in a given journal. HTML links from the literature ref-
erences database to PubMed site at the National Center for Biotechnology Informa-
tion (NCBI) allow a direct access to available information, either abstract or full text. 

Purpose views (MutationData, SampleData and PersonInfo) can be used to focus 
attention on related information of a datasets, hiding not pertinent information, thus 
achieving a more compact output. By using SRS views manager, personal data views 
can also be created. Finally, users, after a fruitful query, can opt for displaying and/or 
downloading results as either a text file, a generic XML file (an XML file based on 
the database description in the SRS configuration files) or a specific XML file (an 
XML file based on the newly defined DTD). 

A set of original Web Services have been designed and implemented by using 
Soaplab and are now available on-line, both through their descriptions expressed in 
the Web Services Description Language (WSDL) and the Soaplab server. A list of 
Web Services that are currently available is presented in the following table 1.  

Table 1. List of Web Services related to IARC TP53 Mutation Database and implemented by 
using Soaplab tool. In column ’Input’, lib stays for the name of the library, the term by which 
databases are referenced in SRS. See http://www.o2i.it/webservices/ for a sample list of 
available Web Services. 

Web Service Name Input  Output 

getP53MutationsByProperty lib, text Full record 

getP53MutationsByIds Id Full record 

getP53MutationIdsByType lib, mutation type id(s) 

getP53MutationIdsByEffect lib, effect id(s) 

getP53MutationIdsByExon lib, exon number id(s) 

getP53MutationIdsByIntron lib, intron number id(s) 

getP53MutationIdsByCodonNumber lib, codon number id(s) 

getP53MutationIdsByCpgSite lib, cpg site (true/false) id(s) 

getP53MutationIdsBySpliceSite lib, splice site (true/false) id(s) 

getP53MutationIdsByTumorOrigin lib, origin (primary, secondary, .. ) id(s) 

 
This table lists all Web Services that have been created with the aim of allowing 

data retrieval from IARC TP53 Mutation Database. Here id refers to the Mutation_ID 
defined by IARC, while lib refers to the name of involved database. This currently 
can only be ‘TP53_iarc’ but it has been parameterized in view of future extensions of 
the system, allowing to search on other databases as well. 

Furthermore, workflows have been designed to access to and to retrieve data from 
the IARC TP53 Mutations Database Web Services. They can also be viewed as an ex-
ample of how data integration can be achieved through workflow management systems. 
 



 Integrating Mutations Data of the TP53 Human Gene 461 

Table 2. Short description of two demo workflows related to the IARC TP53 Mutation 
Database. These workflows can be enacted through the biowep workflow enactment portal, 
where they are described in details. Support for launching them is also given in the site. 

Workflow name and description Inputs Outputs 
GetTP53MutationsByIntronAndEffect 
Retrieves all TP53 mutations occurring 
in the specified intron and having the 
specified effect. 

intron: 
intron where muta-
tion occurs (integer 
number) 
effect: 
mutation effect 
(string of characters, 
can be “fs”, “mis-
sense”, “na”, “non-
sense”, “other”, “si-
lent”, “splice”) 

ids: 
list of mutations’ ids 
mutations: 
full mutations’ data in a 
flat format (text only, 
one line per informa-
tion, data preceeded by 
a label) 
 

GetTP53MutationsByIntronAndEffect2 
Retrieves all TP53 mutations that: 
• occurs in the specified intron OR 

have the specified effect 
• occurs in the specified intron AND 

have the specified effect 
• occurs in the specified intron BUT 

DOES NOT have the specified ef-
fect 

intron: 
intron where muta-
tion occurs (integer 
number) 
effect: 
mutation effect 
(string of characters, 
can be “fs”, “mis-
sense”, “na”, “non-
sense”, “other”, “si-
lent”, “splice”) 

 

mutation_in_or: 
full records of mutations 
retrieved by applying a 
logical OR to results 
obtained by single que-
ries 
mutation_in_but_not: 
full records of muta-
tions retrieved by re-
moving results of the 
second query from re-
sults of the first query  
mutation_in_and: 
full records of muta-
tions retrieved by ap-
plying a logical AND to 
results obtained by 
single queries 

XScufl formatted versions of these workflows have been created and are available on-
line for use by interested users working with Taverna Workbench. In table 2, some 
workflows are briefly presented. 

Workflows are available on-line through the biowep workflow enactment portal 
and can be freely executed by interested end-users. 

4   Conclusions 

We believe automation of data analysis and retrieval processes will offer bioinformat-
ics the possibility of implementing a really machine-oriented, distributed analysis envi-
ronment. This environment will give researchers the possibility of improving 
efficiency of their procedures and will allow for the implementation of data integration 
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tools able to significantly improve biological data mining. At the same time, it can 
protect intellectual property rights for data, algorithms and source code, that would 
not be copied and would remain on the owners’ information system, for those data 
owners and curators that will adopt such data distribution technologies. 

We have presented in this paper a methodology for the implementation of new 
flexible tools based on the extensive use of XML languages, Web Services, work-
flows and a portal for workflow enactment. This methodology, that can be improved 
by the widespread adoption of semantic tools, like ontologies, has been applied to the 
problem of the integration of information on the mutations of the TP53 human gene in 
the bioinformatics environment. Starting from an original SRS – based implementa-
tion of the IARC TP53 Somatic Mutations Database, we implemented Web Services 
and created and made available through the biowep workflow enactment system some 
demo workflows. 

It is our opinion that the further development and implementation of Web Services 
allowing the access to and retrieval from an exhaustive set of molecular biology and 
biomedical databases being carried out by many research centres and network service 
providers in the biological and medical domains and the creation of effective and use-
ful workflows by interested scientists through widely distributed workflows manage-
ment systems such as those presented in this paper will significantly improve automa-
tion of in-silico analysis. 

We welcome collaborations with all researchers that would be willing to contribute 
to our effort by submitting databases to our SRS implementation and developing both 
new Web Services and workflows for their scientific domains of knowledge and spe-
cial research interests. 
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Abstract. We investigate indexing techniques for sequence data, crucial in a 
wide variety of applications, where efficient, scalable, and versatile search 
algorithms are required. Recent research has focused on suffix trees (ST) and 
suffix arrays (SA) as desirable index representations. Existing solutions for very 
long sequences however provide either efficient index construction or efficient 
search, but not both. We propose a new ST representation, STTD64, which has 
reasonable construction time and storage requirement, and is efficient in search. 
We have implemented the construction and search algorithms for the proposed 
technique and conducted numerous experiments to evaluate its performance on 
various types of real sequence data. Our results show that while the construction 
time for STTD64 is comparable with current ST based techniques, it 
outperforms them in search. Compared to ESA, the best known SA technique, 
STTD64 exhibits slower construction time, but has similar space requirement 
and comparable search time. Unlike ESA, which is memory based, STTD64 is 
scalable and can handle very long sequences. 

Keywords: Biological Databases, Sequences, Indexing, Suffix Trees. 

1   Introduction 

Advances in technology have lead to generation of enormous data sets that have to be 
efficiently stored, processed, and queried. Traditional database technology is 
inadequate for some of these data sets. One example of such data type is sequence 
data, represented as strings over some alphabet. For instance, a DNA sequence is a 
string over the nucleotide alphabet Σ = {A,C,G,T}, and a protein sequence is  a string 
over the amino acid alphabet of size 23. The size of GenBank [11] and its 
collaborating DNA and protein databases which contain data coded as long strings 
has reached 100 Giga bases [27], and the size of GenBank alone doubles every 17 
months. Other examples of sequence data include natural text, financial time series, 
web access patterns, data streams generated by micro sensors, etc. 

An important question is: What is an appropriate model for indexing sequence data? 
Two main issues that need to be addressed are the required storage space for the model 
and its construction time.  Further, searching in molecular sequence data is central to 
computational molecular biology, and hence a desired model should provide fast 
access and efficient support for various types of search. Examples of such applications 
include local and global alignment, searching for motifs, sequence-tagged sites 
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(STSs), expressed-sequence-tags (ESTs), finding exact and approximate repeats and 
palindromes, recognizing DNA contamination, DNA sequence assembly, etc. A core 
part of the solution in these applications, given a query pattern, is to find substrings in 
the database which are same or similar to the query pattern. While string searching is 
an old topic and has been studied extensively, the enormous size of ever-growing 
biological sequence databases, and the variety and volume of queries to be supported 
in many real-life applications pose new research challenges.  

There is a growing need for more scalable indexing structures and techniques to 
support efficient and versatile search in biological sequence data. In this context, the 
contributions of this paper are two. First, we propose a novel suffix tree representation 
(STTD64) for indexing large sequence data using typical desktop computers, aimed at 
supporting a variety of search operations on sequence data. We also develop 
construction and exact match search algorithms. The proposed technique is scalable; 
it can handle the entire human genome (of size 2.8 GB) on typical desktops. Second, 
through extensive experiments with real-life data, we study and compare the 
performance of our technique with three major indexing techniques: one based on 
suffix arrays, and the other two based on suffix trees. We report the experimental 
results on construction time, storage requirement, and exact match search 
performance. The results suggest that STTD64 is a desired technique for sequence 
databases larger than 250MB, which are common in bioinformatics applications.   

The rest of the paper is organized as follows. Section 2 reviews research on 
indexing techniques for sequence data. In section 3, we present the considered 
existing representations and introduce STTD64, our proposed ST representation. 
Section 4 describes the corresponding index construction algorithms. Section 5 
discusses the exact match search problem which uses the indexes. The experimental 
results are presented and discussed in Section 6. We conclude the paper in Section 7. 

2   Background and Related Work 

There are quite a few index structures on sequence data, including PATRICIA trees 
[23], inverted files [32], prefix index [16], String B-Tree [10], q-grams [5], [25], [26], 
suffix trees (ST) [31], and suffix arrays (SA) [20]. An important characteristic of 
biological sequence data that distinguishes it from other types of sequence data is that 
it does not have a structure, i.e., it cannot be meaningfully broken into words/parts. 
This explains why inverted files, prefix index, and string B-Tree are not suitable for 
biological sequence data. While q-grams support fast exact match search, it has been 
shown that they are not efficient for low similarity searches [24]. Thus, there is an 
increasing interest on ST and SA as desirable index structures to support a wide range 
of applications on biological sequence data.  

2.1   Suffix Trees and Suffix Arrays 

Given an input sequence D of size n, a suffix tree (ST) is a rooted directed tree with n 
leaves, labeled 1 to n. It supports a wide range of applications efficiently [13]. As a 
result of their versatility and efficiency, STs are incorporated in many applications, 
including MUMmer [7], REPuter [19], and SMaRTFinder [22].  
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There are a number of ST representations [4], [12], [14], [17], and [30]. The most 
space efficient ST representation is the one proposed by Giegerich et al. [12], to 
which we refer as STTD32 (for Suffix Tree, Top Down, 32 bits). In the worst case, it 
requires 12 bytes per character in the sequence D, and 8.5 bytes per character in D on 
average. Thus, indexing large sequences requires either large RAM or efficient disk 
based ST construction algorithms. In related literature, known are several in-memory 
ST construction algorithms [21], [30], and [31] which, for finite alphabets, build the 
ST in time linear to the size of D.  The drawback of these techniques is their 
limitation on the size of the input sequence, i.e., they are not scalable to the sequences 
in the bioinformatics domain. Some recent studies [15], [29], focused on disk-based 
ST construction algorithms. Tian et al. [29] proposed a Top-Down, Disk-based (TDD) 
ST indexing technique, which uses a variant of STTD32 representation, and employs 
partitioning and buffering techniques which make good use of available memory and 
cache. Through TDD, they were able for the first time to construct the ST for the 
entire human genome in 30 hours, on a regular desktop computer. Despite its worst 
case time complexity O(n2), TDD outperforms the previously known construction 
techniques, due to better utilization of RAM and cache memory.  

A basic SA [20] is essentially a list of pointers to the lexicographically sorted 
suffixes in text D. It is a space efficient alternative to ST requiring only 4n bytes. To 
improve the search performance, an additional table called longest common prefix 
(lcp) table, of size n, is proposed [20]. In a recent work, Abouelhoda et al. [1] 
proposed the enhanced suffix array (ESA), which is a collection of tables, including 
the basic SA and a lcp table similar to the one in [20]. ESA has the same search 
complexity as ST based solutions [1], achieved at the cost of increased space for 
storing the additional tables. ESA is a memory based technique and has a theoretical 
input sequence size of up to 400 million symbols on 32-bit architectures, as 
mentioned in [18]. For longer sequences, a 64-bit implementation of ESA is available, 
however it runs on large server class machines [18]. For such sequences, there are 
disk-based SA construction algorithms [6], most notably DC3 [8], using which a basic 
SA was constructed for the human genome in 10 hours on a computer with two 2GHz 
processors, 1GB RAM, and 4x80 GB hard disks. 

2.2   Considered Indexing Techniques 

Each indexing technique consists of an index representation, a construction and 
search algorithms. The four indexing techniques on which we focus and evaluate are 
as follows. The first technique, STTD32, uses the most space efficient ST 
representation, proposed in [12]. We have extended the work in [12] by implementing 
disk based construction and search algorithms. The second technique we consider is 
TDD, for its superior construction performance [29], compared to existing ST 
techniques. It uses a variant of the STTD32 ST representation, discussed further in 
Section 3. The third technique is based on our novel ST representation, called 
STTD64 (for Suffix Tree, Top Down, 64 bits). We have developed and implemented 
the corresponding disk based construction and search algorithms. All these three ST 
based techniques have the same complexity for exact match search (EMS) O(m + z), 
where m is the query size and z is the number of exact occurrences of the query in the 
database sequence. These techniques differ in the structure and size of the index, 
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introducing certain practical limits and affecting index construction and search 
performances, which we investigate experimentally. 

The fourth technique we consider in our experiments is ESA (Enhanced SA). ESA 
is a memory based technique and provides search times comparable to the ST based 
techniques, for the sequences it can handle. We do not include the disk based DC3 
technique in our experiments for two reasons. First, although superior to the 
previously known disk based SA techniques [8], DC3 does not perform well on a 
single processor machine and in such conditions is inferior to TDD in terms of 
construction time, as shown in [29]. Second, DC3 generates only a basic SA. The 
search complexity for EMS algorithm based on basic SA is O(mlog n + z), where n is 
typically large in the biological sequence domain. The disparity in the search 
complexity between ST based and basic SA based solution becomes even wider for 
more involved search tasks. Other disk based SA techniques either lack scalability or 
exhibit slower construction time, and hence we do not consider them. 

In the following sections we discuss the index representations, construction and 
search algorithms employed in each of the four alternative techniques. 

3   Index Representations 

In this section, we review the index representations considered in this work. We start 
with STTD32, proposed in [12]. We will then consider TDD [29]. Next, we introduce 
our STTD64 representation which overcomes the limitations of STTD32 and TDD. 
Last, we review the ESA [1] index representation. We illustrate our discussion by 
considering an input sequence D = AGAGAGCTT$. 

3.1   STTD32 Index Representation 

A high-level, graphical illustration of the ST for D is shown in Figure 1 in which the 
numbers in squares enumerate the tree nodes. Each edge is labeled with the 
corresponding characters from D. The number below each leaf node s gives the 
starting position in D at which the suffix indicated by the edge labels on the path from 
the root to s can be found. Figure 2 shows the actual STTD32 representation of ST. 
We next review some concepts and definitions for STTD32, taken from [12]. 

For a leaf node s in a suffix tree, the leaf set of s, denoted l(s), contains the position 
i in text D at which we can find the string denoted by the edge labels from the root to 
s. For example, for leaf node 15 in Figure 1, we have that l(15)={3}. For a branching 
node u in a ST, the leaf set of u is defined based on the leaf sets of the children of u, 
i.e., l(u) ={l(s)| s is a leaf node in the subtree rooted at u}. For instance, for node 8 in 
Figure 1, its leaf set would be l(8)={l(14), l(15)}={1,3}. There is a total order ≺  
defined on the nodes in the tree, as follows. For any pair of nodes v and w which are 
children of the same node u, we define v ≺  w if and only if min l(v) < min l(w). For 
example, we have that node 6 ≺  node 8, since min l(6) = 0 < min l(8) =1. For a node 
v, its left pointer, denoted lp(v), is defined as min l(v) plus the number of characters on 
the path from the root to the parent of v. For example, lp(8) = 1+1=2. A branching 
node u in the ST occupies two adjacent STTD32 elements. The first element contains 
the lp value of u and two additional bits, called the rightmost bit and the leaf bit. If the 
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rightmost bit is 1, it indicates that u is the last (w.r.t.≺ ) node at this level. This is 
indicated in Figure 2 by the superscript R in the corresponding elements. For every 
branching node, the leaf bit is always 0. In the second STTD32 element, allocated for 
a branching node u, we store the firstchild pointer. It points to the position in STTD32 
at which the first child node of u (w.r.t.≺ ) is stored. For example, in Figure 2, the 
branching node 2 is stored in the first two elements in STTD32, i.e., STTD32[0] and 
STTD32[1]. Its first child is a branching node 6 (see Figure 1). Hence, the value in the 
second element allocated for node 2 (i.e., STTD32[1] = 8) points to position 
STTD32[8], which is the first of the two STTD32 elements that store node 6. The 
arrows above the STTD32 in Figure 2 emphasize these pointers for illustration only. 
A leaf node in ST occupies a single element in STTD32, in which we store the same 
information as in the first element allocated for a branching node: the lp value, the 
leaf bit (always set to 1), and the rightmost bit. The leaf nodes in Figure 2 are shown 
in grey. For the STTD32 in this figure, it records branching node 2 in the first two 
STTD32 elements, branching node 3 is recorded in the next two elements, leaf node 1 
is recorded in STTD32[4], etc. 

  0 1 2 3 4 5 6 7 8 9 
D = A G A G A G C T T $ 

 

Fig. 1. ST for Sequence AGAGAGCTT$ 
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Fig. 2. STTD32 Representation of ST for AGAGAGCTT$ 
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However, STTD32 representation has the following limitation. The lp value has a 
range between 0 and |D| = n. Since 2 bits are reserved for storing the rightmost bit and 
the leaf bit, 30 bits are only available in STTD32 for storing the lp value. This limits 
the size |D| of the data which STTD32 can handle to about 1 billion characters. Both 
TDD and STTD64 overcome this limitation, as described below. 

3.2   TDD Representation 

The TDD representation overcomes the 1 GB limitation as follows. Introduced are 
two additional bitmap arrays, one for storing the leaf bits, and the other for storing the 
rightmost bits. In this way, for each ST node, all 32 bits are available for recording its 
lp value. However, this approach introduces some problems. The two additional 
bitmap arrays are kept fully in memory, which significantly reduces the size of 
available memory. As a result, the construction and search algorithms perform 
additional I/O operations, leading to decreased performance. In order to provide an 
efficient and scalable indexing technique, we propose the STTD64 representation.  

3.3   STTD64 Representation 

Since STTD64 (64 bit) is inspired by its 32 bit counterpart, the two indexing schemes 
share some common properties. First, in STTD64 the ST nodes are evaluated and 
recorded in the same top-down manner as in STTD32. Second, the pointer value 
associated with each branch node u in STTD64 points to the first child of u. Finally, 
in both ST representations, we store the leaf and the rightmost bits for every ST node. 

These two indexing schemes differ in several ways. First, every node in STTD64 
occupies a single array element, regardless of being a branch or a leaf node. Second, 
each node in STTD32 is 4 bytes, while it is 8 bytes in STTD64. Figure 3 (a) and (b) 
depict the structures of branch and leaf nodes in STTD64, respectively. 

                            (a)                                                                                   (b) 
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Fig. 3. (a) Branch Node in STTD64 (b) Leaf Node in STTD64 

For both types of nodes, the first 32 bits store the lp value, thus overcoming the 1 
GB limit. Bit 33 records the leaf bit value and bit 34 records the rightmost bit value. 
The last 30 bits available for a branch node are used by STTD64 to store the pointer 
to the first child. The third, and most important difference between STTD32 and 
STTD64, is that in the latter we use the last 30 bits available for a leaf node to store 
its depth. The depth of a leaf node s is defined as the number of characters on the path 
from the root of the ST to the parent of s. For example, for the leaf node 14 in Figure 
1, the depth is 3 = |GAG|. In Section 5, we discuss the theoretical advantages of 
recording the depth values. Practical implications are discussed in Section 6. 



470 M. Halachev, N. Shiri, and A. Thamildurai 

For the input sequence D, Figure 4 shows the corresponding STTD64 
representation. The elements in STTD64 (enumerated in the first row in Figure 4) 
correspond to the following nodes shown in Figure 1: 2, 3, 1, 5, 4, 6, 7, 12, 13, 8, 9, 
14, 15, 11, and 10. The 32 bit lp values are shown in the middle row, and the 
pointer/depth values are shown in the last row. The same convention as for the 
STTD32 is used to mark a leaf node, a rightmost node, and branch node pointers. 

 
 
 
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 
0 1 6 7 9 2 6 4 6 2 6 4 6 8 9 
5 9 0 13 8R 7 2R 4 4R 11 1R 3 3R 1 1R 

Fig. 4. STTD64 Representation of ST 

The improvement of STTD64 over STTD32 comes at a price: increased storage 
space. For a given sequence D with n characters, in the worst case STTD64 requires 
16 bytes per input character. Considering various types of input data, our experiments 
results reported in Section 6 indicate that STTD64 on average requires about 13 bytes 
per character in D, thus making it comparable with ESA. 

3.4   ESA Representation 

An ESA index is a collection of 10 tables (including the basic SA and lcp table) 
containing various information about the sequence. The average index size observed 
in our experiments is 13 bytes per character in D. See [1] for details on these tables. 

4   Construction Algorithms 

The disk based TDD and STTD32 construction algorithms extend the memory based 
wotdeager algorithm [12], by introducing partitioning and buffering techniques. Our 
STTD64 algorithm is an extension of STTD32. Since the three construction 
algorithms share a significant overlap, we illustrate them using Figure 5. Both TDD 
and STTD32 construction algorithms execute Phase 1 and Phase 2. STTD64 performs 
an additional step, Phase 3, where the depth values are recorded. This additional 
phase is sequential and requires O(n) time. Thus, all construction algorithms have a 
worst case time complexity of O(n2). 

5   Exact Match Application 

While our focus is on efficient ST representation, evaluation of such proposals should 
be complemented by a study of performance gains observed for various search 
applications which use the index as an entry point to the underlying data.  
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ST Construction Algorithms (text D, prefixlen) 
Phase1: [Partitioning] 
   Scan D and based on the first prefixlen symbols (default = 1)  
   of each suffix, distribute all suffixes to their proper Partition.  
Phase2: [Construction] 
   1. For each Partition do the following: 
   2. Populate Suffixes from current partition 
   3. Sort Suffixes on the first symbol using Temp 
   4. while there are more Suffixes to be processed 
   5.    Output leaf nodes to the Tree and 
          if a branching node  is encountered, process it as follows: 
   6.    Push the remaining Suffixes onto the Stack. 
   7.    For the current branching node, compute the Longest Common 
          Prefix (LCP) of all the Suffixes in this range by checking D 
   8.    Sort Suffixes on the first symbol using Temp 
       end while 
   9. while Stack is not empty 
 10.    Pop the unevaluated Suffixes from Stack 
 11.    Go to step 3. 
       end while 
end TDD/STTD32 
Phase 3: [Depth Filling]  
 12. Traverse the Tree by following the branch node pointers and 
       compute and record the depth value at each leaf node 
end STTD64 

Fig. 5. Construction Algorithms for TDD/STTD32/STTD64 

In this paper we restrict the study of search performance to the exact match search 
(EMS) problem, i.e., finding all the positions in D which match exactly a query P. 
The restriction to EMS is justified as follows. From a practical point of view, EMS is 
at the core of numerous exact and approximate search applications. For example, in 
computational biology, it has several standalone applications, e.g., finding different 
types of repeats and palindromes, searching for motifs, etc. Also, EMS is seen as a 
basic step in more complex applications as in BLAST [2, 3], a popular similarity 
search tool for biological sequences. While our focus in this paper is to assess the 
performance of our technique using EMS, our ultimate goal, as mentioned earlier, is 
to provide a single solution to support this and other search operations efficiently.  

For TDD and ESA, we use the EMS algorithms provided as part of these software 
packages. The EMS algorithms for STTD32 and STTD64 proceed as follows. In 
phase 1, starting from the root, EMS traverses to lower levels of the ST by 
subsequently matching characters in P to the labels of the ST branches. Upon 
successful matching of all P characters, the last ST node found is called answer root, 
and the subtree rooted at that node is called answer subtree. For example, for our 
sequence D and query P = ‘A’, the answer root found is node 2, and leaf nodes 12, 13, 
and 7 represent the set of all answers to P (see Figure 1). In phase 2, each leaf node s 
in the answer subtree is visited, and each starting position of P in D, occ(s), is 
computed as occ(s) = lp(s) – depth(s), where lp(s) is the lp value stored in the ST for 
s, and depth(s) is the number of characters on the path from the root to the parent of s. 

In the case of STTD32 representation, depth(s) is determined by explicitly 
traversing the ST from the answer root to s. In our previous work [14], we showed 
that such traversals result in fair amount of jumps between different nodes in the ST. 
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For longer sequences, for which the answer subtrees do not fit in memory, these 
traversals will lead to a considerable number of ST buffer misses and excessive disk 
I/Os. In a separate study, we performed numerous experiments to determine the most 
appropriate ST buffer size. We found that the best performance for STTD32 EMS is 
achieved using a buffer size that is half the size of the cache, i.e., 1MB in our 
computing environment and this buffer size is used in our experiments. 

For the proposed STTD64 representation, there is no need to traverse the ST in 
order to compute depth(s); these values are available in the last 30 bits in a leaf node. 
Thus, once the answer root is found, in phase 2 EMS performs a sequential read of the 
leaf nodes in the answer subtree. For each such node s, the corresponding occ(s) is 
computed by subtracting the depth(s) from the lp(s) value. 

To illustrate the EMS algorithm using STTD64, consider our running example of 
D and query P = ‘A’. In phase 1, EMS finds the answer root to be node 2 (Figure 1), 
recorded at array position STTD64 [0] (Figure 4). In phase 2, EMS reads all ST nodes 
within the answer subtree boundaries and finds the leaf nodes 7, 12, and 13, recorded 
at STTD64[6], STTD64[7], and STTD64[8], respectively. Using these leaf nodes we 
get all the positions in D where P occurs: STTD64[6].lp – STTD64[6].depth=6 – 2=4; 
STTD64[7].lp – STTD64[7].depth = 4 – 4 = 0; and STTD64[8].lp – STTD64[8].depth 
= 6 – 4 = 2. 

The major advantage of having the depth values in STTD64 is the increased 
efficiency gained by essentially making the disk accesses in phase 2 of EMS focused 
and sequential, which otherwise (i.e. for STTD32) are dispersed and  random. It can 
be proved that the total number of disk reads performed by STTD64 EMS algorithm 
is O(|Σ|*m + z), where |Σ| is the alphabet size. This includes |Σ|*m random reads and z 
sequential (bulk) reads, where z is much larger than |Σ|*m.  

6   Experiments and Results 

In this section, we describe the experiments carried to evaluate performance of the 
indexing techniques, and compare them based on their construction times, storage 
requirements, and exact match search times. We used a standard desktop computer 
with Intel Pentium 4 @ 3 GHz, 2GB RAM, 300GB HDD, and 2MB L2 cache, 
running Linux kernel 2.6.  All I/O operations are un-buffered at the OS level. All 
times reported are in seconds and storage requirements reported are in MB.  

Vmatch [18] is a commercial software tool (free to academia) that implements 
ESA. For TDD, we used the C++ source code, available online at the authors’ site 
[29]. We have implemented the STTD32 and STTD64 construction and search 
algorithms in C.  

To study scalability of these indexing techniques, we classify our experiments 
based on the input sequence size into: (1) short sequences of up to 250MB, (2) 
medium size sequences of up to 1GB, and (3) long sequences with more than 1GB 
symbols. Let us call them as type 1, type 2, and type 3, respectively. The basis for this 
classification is the restriction on the size of the input sequence that could be handled 
by these techniques. To study the effect of the alphabet size, we have considered, as 
done in [1, 29], different types of data (DNA, protein, as well as natural texts). 
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6.1   Type 1 Sequences (Up to 250MB) 

The 250MB boundary was considered for being the practical limit for ESA on our 
desktop. We consider the following sequences: (1) all 24 human chromosomes (DNA 
data, [27]); (2) the entire SwissProt database (protein data, [9]); and (3) natural texts 
from the Gutenberg project [28]. Figure 7 shows the sizes of the DNA sequences, 
whose alphabet size is 4, as in [1, 15, 29]. For SwissProt database, we removed 
header lines, new line symbols, and blanks. The resulting sequence, called sprot, is 
about 75 million characters over an alphabet of size 23. The natural text sample was 
cleaned by removing non-printable symbols. The resulting sequence, called guten80, 
contains the first 80 million characters from [28] over an alphabet of 95 symbols. 
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Fig. 6. Construction Times for Human Chromosomes 
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The index construction algorithms applicable for type 1 sequences are ESA, TDD, 
STTD32, and our proposed STTD64.  Figure 6 shows the construction time for DNA 
data and Figure 8 shows this time for protein and natural text. It can be seen that ESA 
has the fastest index construction time for type 1 sequences. This is explained by the 
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fact that ESA is a memory based technique, which uses no buffering and hence has no 
buffer overhead.  STTD32 is faster compared to TDD due to better utilization of 
available memory (STTD32 does not use bitmaps). On the other hand, TDD has a 
slight advantage over STTD64 in construction time, due to its smaller index size. 

We also looked at storage requirements of the various indexing techniques we 
considered. For DNA data (|Σ| = 4), STTD32 requires 9.5n bytes per character on 
average, while TDD and STTD64 require on average 12.7n and 13.4n respectively 
(Figure 7). We noted that for the ST based approaches, a larger alphabet size always 
results in reduced storage requirements due to larger branching factor, and hence 
smaller number of branching nodes. For sprot with |Σ| = 23, the storage using 
STTD32, TDD, and STTD64 are 8.5n, 11.8n, and 12.5n, and for guten80 (|Σ| = 95) 
they are 8.1n, 11.4n, 12.1n, respectively (Figure 9). The ESA storage requirements we 
measured for DNA data, sprot, and guten80 are 13.1n, 13.3n, and 12.2n, respectively. 
It should be noted that ESA needs only three of its tables (of total size 5n) for exact 
match search. However, to support a variety of applications, it needs its other tables, 
resulting in increased memory requirement.  
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We now discuss the conducted search experiments. The query set for the individual 
chromosomes is generated as follows. First, we randomly sample each of the 24 
chromosomes to obtain 25 substrings of size 7 characters, 25 of size 11, and 25 of size 
15. These sizes are the same as query words used in BLAST. In addition to these 75 
words per chromosome, we also include in the query set their reverse (as done in [1]), 
in order to simulate the cases for which there is no exact match of query in D. Thus 
our query set contains a total of 3600 (150 queries per chromosome) words of sizes 7, 
11, and 15 characters each. The query set for sprot is obtained in similar way and it 
contains 500 query words of size 2 characters and 500 words of size 3 characters. The 
query word sizes are the same as used in BLAST. The query set for guten80 contains 
the 100 most frequent words found in the Gutenberg collection, and each word is of 
size greater than 3 characters. In all our experiments, the search time reported 
includes the time spent to compute all the positions in the database where exact 
matches occur, however their output is suppressed.  

The search performances of STTD64 and ESA are comparable (Figures 10 and 
11), which is an important result to note since the former is a disk based technique, 
while the latter is memory based. This result validates our idea of storing and using 
the depth value in STTD64, which leads to mostly sequential, bulk reads from the 
disk during the search. The benefit of the depth value is further illuminated when 
comparing STTD64 to STTD32, where the former is 1.5 times faster on average than 
the latter for DNA data. The superiority of STTD64 and ESA over STTD32 and TDD 
becomes even clearer when considering protein data and natural texts, on which we 
observe an order of magnitude speedup (Figure 10). 

While for protein and natural text data, TDD has a performance comparable to 
STTD32 (Figure 10), for DNA data (Figure 11), we found that TDD to be the slowest 
of all. Further, TDD could not be used to search in larger chromosomes (e.g., chr 1 to 
8 and chr X). This is because the EMS algorithm provided for TDD is memory based, 
and for larger chromosomes the available 2GB memory is insufficient.  

6.2   Type 2 Sequences (Up to 1 GB) 

Type 2 sequences are of size between 250 million and 1 billion symbols. The upper 
bound is the theoretical limit of STTD32 representation, as described in Section 3.1. 
In this set of experiments, we consider the entire TrEMBL database (protein data, 
[9]), and the entire Gutenberg collection. We preprocessed the data as explained 
above to obtain the trembl sequence of about 840 million symbols, and the guten 
sequence of about 400 million symbols. The techniques that are applicable for this 
input size range are STTD32, STTD64, and TDD. The query sets used were obtained 
by sampling the trembl and guten databases in a similar way as for type 1 sequences. 

The construction times for sequences with large alphabet size, trembl and guten, 
are shown in Figure 12, and are consistent with corresponding results for type 1 
sequences. However, the inefficiency of TDD bitmap arrays was further illuminated 
when we tried to construct the ST for DNA sequence (|Σ| = 4) of size 440MB 
(chr1+chr2). While STTD64 completed the task in 30 minutes, we stopped execution 
of TDD after hour and a half, in which only a small part of TDD ST was completed.   
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The storage requirements for TDD, STTD32, and STTD64 are shown in Figure 13. 
While the index sizes for STTD32 and STTD64 are consistent with those obtained for 
short sequences, the size of the TDD index for guten sequence was found to be 25.5n, 
which was not expected.  

The measured search times are reported in Figure 14. For trembl, the search using 
STTD64 is twice faster than STTD32. These two indexing techniques show similar 
search performance for guten. Because of the large alphabet size (95 characters) of 
this sequence, the height of the ST is relatively small. This leads to relatively small 
answer subtrees which would fully fit in the main memory, thus taking away the 
benefit of the depth values stored in STTD64. TDD search algorithm is memory 
based and is not applicable for type 2 sequences. 
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6.3   Type 3 Sequences (above 1 GB) 

For the largest input sequence we consider the entire human genome obtained by 
concatenating the 24 human chromosomes to obtain a sequence of size 2.8 GB. This 
sequence is compressed by encoding each character as a 4 bit binary value as done in 
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[29]. The only applicable techniques for type 3 are TDD and STTD64. The TDD code 
available to us does not support indexing sequences of such sizes. For comparison 
purposes, we use the TDD construction time reported in [29] which is 30 hours. We 
noted that running TDD on our machine for sequence types 1 and 2 results in faster 
construction time compared to those reported in [29], due to hardware differences. 
Using STTD64, we could construct the ST for the entire human genome in 16 hours. 
The improved construction time of STTD64 is the result of better utilization of the 
available main memory, obtained by using dynamic buffering and avoiding the leaf 
and rightmost bit arrays used in TDD. The size of the STTD64 index for the entire 
human genome is about 36GB (i.e., 12.8 bytes per character). 

7   Conclusions and Future Work 

We studied the representation and indexing techniques for sequence data, and 
evaluated their performance on construction time, space requirement, and search 
efficiency. As a first step, we considered the most space efficient ST representation, 
STTD32 [12] and developed a disk based construction and search algorithms. The 
comparison between STTD32 and the best known disk based ST technique TDD [29] 
show the superiority of STTD32. However, STTD32 representation has two 
limitations: (i) the size of the sequences it can handle is at most 230 characters; (ii) the 
number of disk I/Os during search is high, due to excess traversals of the nodes in the 
ST. To overcome these problems, we proposed a new ST representation, STTD64, 
which indexes larger sequences and reduces disk I/Os by storing the depth values for 
the leaf nodes. While STTD64 has an increased construction time and storage space 
compared to STTD32 and TDD, it exhibits improved search efficiency and better 
scalability for larger sequences.  We also compared the performance of STTD64 with 
a state-of-the-art suffix array based solution, ESA [1]. Our experimental results show 
that both approaches provide comparable search times and have similar storage 
requirements for short sequences. While ESA has an advantage over STTD64 in its 
construction time, it is a memory-based technique, thus limiting its application to 
sequences up to 250 million symbols on a typical desktop with 2GB RAM.  

Figure 15 summarizes our findings in this study. For each sequence size type, the 
table indicates the applicable techniques, using a check mark (√). For each considered 
criteria, the table indicates the superior technique. We did not find any report on the 
TDD index size for the entire human genome and thus no comparison for index size is 
possible for type 3 sequences. 

While we used exact match search as a measure for performance evaluation, the 
development of approximate search algorithms as additional measures to evaluate 
alternative indexing techniques is essential. The depth value stored in the leaf nodes 
of STTD64 representation is similar to the lcp value in SA. As the computation of the 
lcp values between all pairs of lexicographically subsequent suffixes is important for 
many approximate matching solutions [13], the presence of depth value might be of 
potential advantage. We believe it would result in more efficient approximate 
matching (k-mismatch search, k-difference search), which we are currently 
investigating. 
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